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Note to my readers: Friends and colleagues, I offer the following essay – The GenAI Juggernaut: 

US Healthcare is Not Prepared – for your consideration. This is a draft distillation of my learnings and 
observations over the past few months on the stunning trajectory of progress in AI, and its impending 
impacts and reverberations across our US healthcare industry. It is incomplete and imperfect in 1,000 ways, 
but in the interest of quickly disseminating this to friends before the upcoming JPM Healthcare conference 
in January 2025, I am rushing this out for distribution ‘as-is’ (typos, run-on sentences, incoherent ideas, et al). 
This is the first publication (of hopefully many) from our newly launched ‘TowerBrook Healthcare Institute.’ 

I offer the following with a well-earned sense of humility, an inexhaustible curiosity, and a profound optimism 
for the power of AI to transform how we serve our nation and its citizens in healthcare. This document is 
intended not for publication, but for private distribution. I do not authorize the press to reprint any or all of this 
essay without my express permission. The statements and opinions contained herein are exclusively my 
own (and not necessarily those of TowerBrook Capital Partners). I will update this and future writings 
frequently as events (and my perspectives) unfold. For now, feel free to either read sequentially or jump to 
chapters that catch your eye (table of contents is hyperlinked). Thank you for reading, and I look forward to 
your feedback, compliments, or vigorous disagreements at Eric.Larsen@towerbrookadvisors.com.  
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1 
 

The Most Important Moment 
in History? 
GenAI—Moment or Movement? 
Hard to avoid the hyperventilation about AI these days. It’s everywhere — highlighted in earnings reports, preached on 
analyst calls, posted in ALL CAPS rants on X, and evangelized on magazine covers (usually with an industry luminary 
looking pensively into the distance). We have a new idolatry around this generation of AI founders, technologists, and 
pioneers — with a few awarded first-name recognition status—Sam, Vinod, Elon, Dario, Demis, Satya, Zuck (Mark 
honorarily gets last-name, first-syllable abbreviation). The CapEx deployed on AI infrastructure is unprecedented — a 
projected $1 trillion over the next couple of years. The hyperscalers in 2024 alone have invested $255 billion to build 
armamentariums of H100s/B100s (if they’re lucky enough to get them — best to personally know a guy named Jensen), 
megawatt (soon to be gigawatt) data centers that consume the power of small cities, and even foraging upriver to fund 
nuclear sources (e.g., MSFT resurrecting a Three Mile Island reactor, and Amazon and Google each with their own 
fission or fusion dalliances). But don’t worry too much about Big Tech and its (seemingly) profligate capital deployment – 
in the two years since the thunderclap of ChatGPT’s release, the six tech companies at the forefront of this movement – 
Nvidia, MFST, Apple, Google, Amazon and Meta — have collectively added $8 trillion to their market capitalization.  

And it’s not just the tech behemoths with the capital reserves of sovereign countries firing their investment cannons — 
the VC ecosystem is back to 2021-era hyper liquidity as well: 49 US-based AI companies have each been foie-gras’d 
with over $100 million in 2024, tallying up to over $97 billion in total (led by one of the largest venture deals of all time: 
OpenAI’s colossal $6.6 billion round in October). And look beyond the new proliferation of VC-backed entrants — let’s 
not forget the 55,000 pandemic startups that are reputedly still looking for capital. Marc Andreessen irreverently calls 
this phenomenon of pre-GenAI startups claiming suddenly — and often preposterously — be AI companies as the ‘bullet 
point 4’ syndrome — just put your AI credentials on your PowerPoint and hope no one squints too closely. In short, AI 
has precipitated the greatest industrial mobilization globally since WWII. 

CEOs are understandably overwhelmed by this cacophony of AI noise, smoke and fire. How much of this is real, and 
how much of this is just another chapter of Silicon Valley techno-evangelism—a balloon soon to deflate like another 
blockchain or Web3? As CEO, am I really expected to pivot my entire organization toward this new North Star? Or do I 
watchfully wait—and perhaps end up on the wrong side of history? The purpose of this essay is to sift through this fog 
of (dis)information and begin to distill signal from noise—and understand its impending implications for the economy, 
society, and especially America’s largest sector—healthcare. 

US Healthcare—Greatest Surface Area Exposure to 
GenAI Disruption 
In my industry, healthcare, AI talk is ubiquitous — not a boardroom conversation goes by without trustees cross-
examining the CEO on the hospital, payer, or life sciences company’s ‘AI strategy.’ Of course, healthcare isn’t monolithic 
— you have life sciences companies sprinting forward with synthetic and computational biology innovations (and newly 
bedecked with Nobel prize jewelry), portending a new era of AI bimolecular design and discovery. Payers are evaluating 
GenAI applications that may reduce SG&A by a fifth or medical loss ratio by 10% and thereby fundamentally reshape 
industry competitive dynamics. And we have providers considering the implications of an impending, widespread 
substitution of technology for labor in a perennially understaffed (and monumentally unproductive) sector with 14.7 
million Americans employed. Collectively, this could sum up to be the most consequential reshaping of the largest 
industry in the US.  

Humanity’s greatest threat is that we have 
Paleolithic emotions, medieval institutions, 
and godlike technology. 

Edward O. Wilson, 2009 
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But the path is unclear and strewn with land mines. And while CEOs opine publicly that they’re at the forefront of 
deploying GenAI applications and avow optimistically they will start to see results in forthcoming quarters, privately, 
many confess they have no earthly idea what they’re talking about. They don’t understand the technology, which is 
forgivable, given the disorienting velocity of progress and fog-of-war confusion about wildly contradictory claims. (“AI will 
remake half the Fortune 500 in the next five years!” … “Wait, no, we’re hitting a data wall!”) They are ambivalent (at best) 
about when and how we’ll start to see measurable and quantifiable impacts. And some are secretly convinced this is yet 
another tech flash-in-the-pan — after all, we’ve seen this play before, multiple times. Silicon Valley has a habit of trotting 
out a new revolutionary tech phase shift (IoT! blockchain! crypto!) only to see them either fade quietly or shipwreck 
spectacularly as they try to navigate healthcare. And lastly, you have the profusion of digital health startups — no fewer 
than 13,000 launched during the pandemic — that promised to ‘disintermediate’ incumbents, only to be euthanized after 
multiple financings (Olive, Babylon, Forward, etc. – pick your favorite fatality).  

So, AI is everywhere. But despite this ubiquity, I’m dissatisfied with the tone and texture of this conversation. It tends to 
focus on sweeping, sensationalistic headlines or on granular micro-applications. Media coverage has been an unhelpful 
combination of alarmism, hyperbole, and superficiality. And the message — such as it is — appears to be falling on 
infertile ground. After every major tech phase shift of the last quarter century — Internet, mobile, social, cloud, big data, 
and blockchain, to name a few — has bounced off the battleship that is our industry, healthcare CEOs can be forgiven 
for their cynical incredulity. After all, why should this time be any different? Healthcare in the U.S. is huge, accounting for 
one-fifth of GDP. It is also hyper-regulated, litigious, and often sanctimonious. (“If we move too fast, people lose their 
lives,” the saying goes.) In short, nothing gets approved and deployed in healthcare without Congressional hearings, 
endless pilots and trials, and a stack of peer-reviewed journal articles studying impacts. We have time to prepare and 
assimilate. Right? 

Incumbents and Insurgents — Mutual Incomprehension  
No. We don’t have infinite time to figure this out—I’m frankly concerned most healthcare CEOs are asleep at the switch 
on this one. They’ve misjudged the speed and extent to which it will ricochet through each industrial sector — providers, 
payers, MedTech, and life sciences. There’s an equal and opposite misapprehension on the part of the Silicon Valley 
technologists and capital allocators who are driving this tech revolution — they just don’t ‘get’ healthcare and its 
oligopolistic dynamic. On the one hand, Sand Hill Road emanates a pervasive sense of “techno-solutionism,” which holds 
that AI will solve every societal and economic ill, including those in the previously impenetrable healthcare industry. 
A16Z’s 2022 essay “The Biggest Company In The World,” which posits the creation of a new trillion-dollar consumer 
healthcare company, is emblematic (and won’t age well). On the other hand, I’m hard-pressed to point to a single Silicon 
Valley healthcare disrupter that has graduated from insurgent to incumbent. Digital Health has a rich history of 
overpromising and underdelivering. 

Each side — incumbent and insurgent — misunderstands the other. In this piece, I hope to clear up some of this mutual 
incomprehension. I’ll start by getting right to the point: I believe that AI functions as a multiplier of human intelligence and 
will ultimately prove to be the most potent technology humanity has ever created. And I further believe that the U.S. 

healthcare industry — because of its labor addiction, data superabundance, and past imperviousness to tech shifts—

has the greatest surface area exposure to GenAI disruption. And while the impacts may come slowly at first, they will 

accelerate at a rate for which no one is fully prepared. The moment reminds me of Ernest Hemingway’s description of 
how bankruptcy happens: “Gradually, then suddenly.” 

Silicon Valley Techno-Solutionists — Meet the 
Healthcare Oligopoly 
What follows are my personal observations and ruminations collected over the past several months as I’ve watched the 
dynamics at the frontier of AI and healthcare unfold. To understand the direction of travel and likely impact points on 
healthcare, I’ve spent time dialoging with some of the preeminent minds in Silicon Valley and beyond including Sam 
Altman, Vinod Khosla, Arthur Mensch, and Daniela Amodei. I’ve also spent hundreds of hours (individually and 
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collectively) over the past six months with those I affectionately refer to as the Illuminati of Healthcare: The 150 CEOs 
who are the gatekeepers of the industry: 

• The CEOs of seven publicly traded MCOs with a combined market cap of $900 billion; 

• 33 CEOs of Blue Cross Blue Shield companies who collectively insure more than 120 million Americans; 

• 100 health system CEOs whose companies combine nearly $1 trillion in annual revenue; and 

• The CEOs of the ten largest biopharmaceutical companies accounting for more than $4 trillion in market cap. 

We can add the CEOs of the EHR purveyors like Epic and Cerner to this list. Plus a few prominent VC and PE 
personalities as well. At the edges, inclusion in my list is more art than science, but you get the gist. And this 150, 
candidly, is unused to navigating a force it cannot control (or at least wait out). Regulation and complexity? We 
professionalize in that — it keeps would-be disintermediators (big tech, retailers, et al) at bay. Congressional scrutiny? 
Just wait, and the focus (and interrogation lights) inevitably shift from payers to hospitals, to PBM, to big pharma — and 
back again. Periodic grandstanding and fulminations from politicians and academics about the unsustainability of 
healthcare costs? We can weather that. But GenAI? This is something quite different.  

Candidly, I’ve never seen a technology move with the raw velocity of GenAI. Whenever I feel I’ve (finally) got a firm grasp 
on what’s happening and its broader implications for healthcare, a new algorithmic or computing breakthrough emerges 
to scatter some conclusions to the wind (OpenAI’s announcement of its o3 reasoning model on December 20 is only the 
latest example). It’s exhilarating — and frustrating. Sometimes, the research announcements are about the relentless 
march forward toward more powerful AI (o1 and now o3 reasoners, agentic AI, autonomous researchers, etc.). 
Sometimes it’s a yellow flag or grist for the skeptics; like intimations that we’re finding the outer limit of the scaling 
hypothesis, and that pre-training progress is hitting an asymptote. But even with these up and down vicissitudes, the 
overall arc of deep learning for the past decade is exponentially up and to the right.  

Summing it all up, my intuition tells me we are in perhaps the most important moment in history — the 
inhalation/exhalation before we hit that (admittedly nebulous) stage of ‘artificial general intelligence’ (hereafter just ‘AGI’). 
I’m agnostic as to the possible AGI timeline. Some think it is imminent — Sam Altman talks about it approaching in the 
“thousands of days.” With the emergence of o3, there is a defensible case that by some measurements, it’s already here. 
Whatever the timescale, there is an emerging sense of inexorability surrounding it. And if that’s true, this is the moment 

where we in healthcare have some degree of agency, jurisdiction, and perhaps self-determination to shape how it 

unfolds in our industry. But it’s a depreciating power. As the technology marches ahead, advancing steadily toward AGI, 
our influence diminishes. Every step-function advance in AI — from conversational to reasoning to agents and so on — 
attenuates our influence a little more. 

As Leopold Aschenbrenner exhorts us in his excellent “Situational Awareness” paper: “Follow the OOMs (orders of 
magnitude).” And when we do, the foundation-shaking societal implications of what we extrapolate forward are 
awesome to behold. Awesome in the dual sense of the word — awe-inspiring and perhaps a little terrifying. 
Aschenbrenner also postulates that there are perhaps only a few hundred people in the world who really understand 
how revolutionary and civilization-altering this tech phase shift is. I’ll be provocative and say the number of leaders in 
healthcare who understand this: at best, the square root of that number. 

For whom did I write this?  
I’m no doubt aiming for the unrealistic: my intention is to offer perspectives and ideas (and hopefully insights) for several 
constituencies that don’t overlap on any Venn diagram. First, the 150 — the CEOs who oligarchically rule over healthcare 
(these folks earn their own detailed chapter below). Second, the Silicon Valley capital allocator, founder, and 
technologist communities who aspire to disrupt — or at least find relevancy with — the former group. Third is the private 
equity and late-stage capital allocator group (of which I am a proud part). And fourth is the policy and lawmaking 
communities — who wielded a lot more power for mischief (and good) under Biden than they will under Trump, who will 
embrace AI laissez-faire — to better understand how to prudentially regulate and guide (not over-control and suffocate) 
events. In short, my targeted audiences are those who are inventing, leading, funding, legislating, and pontificating about 
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how this Promethean set of technologies will crash headlong into the largest employer (outside of government) in the 
U.S. And yes, I do realize it is a slightly deluded and unattainable ambition to try to serve each of these different (and 
occasionally warring) constituencies simultaneously. It just means I’m going to annoy everyone equally. 

A Quick Historical Framing About Why the Breathlessness About 
GenAI is Merited 
Permit a short philosophical digression: I’ll start with some baselines, and a confessional statement of what I believe so 
you know my prejudices and preconceived ideas before you go further. I wrote an entire essay on this topic in January 
2024, so please refer to that if you’re in a masochistic mood and want to slog through an overlong history of GenAI in 
the context of past tech phase shifts. But a brief recapitulation of where GenAI fits historically in the pantheon of past 
human technologies. This species of GPTs (Generative Pre-Trained Transformers) is only the most recent (but perhaps 
the most consequential) manifestation of what historians eponymously call GPTs — General Purpose Technologies. 
These are seminal, civilization-shaping technologies that periodically emerge and foundationally alter the course of 
human history — e.g., the printing press, the steam engine, and the Internet. By varying academic counts, there have 
been somewhere between 20 and 25 of these protean technologies across roughly 4,500 years of recorded human 
civilization (starting with the advent of writing). 

I subscribe to the idea that GPTs, the modern incarnation — hereafter referred to as foundation models, large language 
models (LLMs), and the more encompassing “generative AI” (GenAI) — hail very much from this tradition and are in the 
pantheon of the most important 20-25 technologies ever invented. But even among this elite group of GPTs that 
generate “innovation complementarities” — a ferment of concurrent inventions that compound, cross-pollinate, and 
engender new creation and progress — GenAI stands alone.  

Why Is This Particular GPT So Important?  
This GPT — GenAI — is qualitatively different and on perhaps an altogether more colossal societal scale. Why? 
Because this species of automation is coming for the top of the occupational pyramid — the intelligentsia. The 

cognoscenti. The knowledge workers. Machines traditionally were tools to help humans automate repetitive, dull, or 

dangerous tasks. Eventually, they improved enough to automate lower-order cognitive tasks like calculating, accounting, 
measurement, and so on. GenAI, on the other hand, will first automate and augment, and perhaps eventually make 
obsolete, much of what constitutes higher-order knowledge work: cognitive, non-routine, analytic and creative activities 
that are now the province of high-status, high-compensation knowledge workers. And as a result, the fundamental ROI 

of GenAI will come from systematically substituting technology for labor, with massive employment dislocation as 

a result. 

This group with the most impending employment disruption — accountants, lawyers, consultants, even doctors — 
has very little immunological protection against this. Unlike their blue-collar counterparts who have collectivized and 
organized into unions with some measure of protection, this will mark a new period of dislocation and perhaps dis-
employment for many in this class. And most have no idea what may be in store—this is without precedent.  

Here is a better way to think about this: prior forms of automation mechanized human brawn. This one is mechanizing 
human intellect. Ever since the first industrial automations — inaugurated in the late 18th century in Britain (1771 
Arkwright’s Mill) — humans have marshaled external power (steam, electricity, fossil fuels, nuclear, renewables, etc.) to 
augment their own physical power and effectuate things in the world. This particular mechanization — GenAI — may be 
the most powerful technology humans have created because of its potential to augment and multiply human cognition. 
Reid Hoffman refers to it as the “cognitive Industrial Revolution” or the “Industrial Revolution of the mind.” If true, it 
promises to change the very nature of knowledge work and disrupt the top of the occupational hierarchy: white-collar 
professionals. 

In the late 20th century, we saw the first automation of lower-order cognitive functions: calculators and spreadsheets. 
Remember the pearl-clutching by teachers in the 1970s convinced that calculators would atrophy students’ minds? 
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(They weren’t wrong, by the way. Calculators did and didn’t do that. More on that presently.) But essentially, even these 
early automations of repeatable cognitive skills empowered knowledge workers by making them more productive. It 
allowed them to mechanize lower-value activities, preserving a greater part of their mindshare and timeshare for 
judgment, creativity, and problem-solving.  

Computerization, digitization, and information democratization via the Internet further propelled knowledge workers 
forward. They became even more indispensable, commanded greater compensation money and eventually came to 
dominate the economy. And they extended themselves again by breaking from the “presence economy,” meaning they 
no longer had to be present at a job site to do their work (further advantaging this worker stratum during and after the 
COVID-19 pandemic with the work-from-home movement.) 

GenAI is categorically different — more than a difference in degree, it is a difference in kind. We’ve moved from 
automating routine, non-cognitive, and repeatable tasks to automating the sweet spot of the intelligentsia: non-routine, 
cognitive, creative, and even interpersonal tasks. And for the first time, we face the very real possibility that this tech 
phase shift will destroy more jobs than it creates. Ironically, one of the professions most likely to experience 
disintermediation in the coming years — consulting — is right now going great guns. The $392 billion industry increased 
2% last year, which sounds anemic, except for the fact that its growth would have been nonexistent without the current 
GenAI confusion. BCG reports 20% of its revenue from AI consulting; IBM, with 160,000 consultants, has a booming $1 
billion business; Accenture, $300 million in sales so far; and McKinsey is deriving 40% of its new bookings from AI. Enjoy 
it while it lasts—this is a time-delimited moment in history. As we’ll see elsewhere in this essay, expertise of all stripes 
(yes, including consulting) will experience fast “demonetization.” Expertise, as Vinod says, will ride an asymptote to “free” 
as the models become more intelligent over time. More on that later.  

Before we get carried away—GenAI isn’t “Skynet,” the Singularity 
or HAL 9000. Yet 
As consequential as this technology is, it isn’t synonymous with any of our science fiction versions of AI or 
superintelligence, especially the malevolent kinds. I feel obligated to mention this, because there is a constant conflation 
of these incredible AI advances with the more apocalyptic version in our imaginations (and cinema). Before we get too 
carried away, we still have a distance to go before reaching an omniscient, sentient AI, whatever we call it (including that 
new, preferred euphemism in late 2024—‘Artificial Superintelligence’—ASI) — that amorphous idea and stage when an 
AI can equal or surpass general human capabilities across an array of tasks and become recursively self-teaching and 
self-improving. Even with the recent advances in reasoning and “proto-agency” (more on that later), we’re still far from 
reaching any reasonable definition of ASI. That said, there is too much apocalyptic language being casually thrown 
around concerning ‘existential threats’ to humanity. These descriptors are overblown and unconstructive, and they 
amount to sensationalistic distractions from addressing the more imminent, even catastrophic risks that GenAI presents: 
the spread of misinformation and disinformation; the democratized design of biological weapons; interference and 
manipulation in elections, financial markets, news, and media. We can, should, and will address the dangers of AGI when 
and if we get there. But it’s important to remember AGI and GAI are not synonymous, despite what you read on X. 

AGI, however, may Already be Here – December 20, 2024’s 
Release of o3 
This date may reverberate for a long time into the future. We’ll see. I’m not suggesting OpenAI’s revelation (I use that 
word intentionally) of o3 on December 20, 2024 is the equivalent of August 29, 1997 (the day ‘Skynet’ achieved self-
awareness), but I am unhesitatingly saying it is perhaps the most important day in AI since the release of ChatGPT on 
November 30, 2022.  

This o3 model is one of the most consequential AI developments yet. It effortlessly broke several established, previously 
unassailable benchmarks and may indeed represent (by some measurements) the achievement of AGI. Experts used to 
assert we were years away from this moment, but o3 is a startling, watershed development and for some will cause an 
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‘ontological shock’ – a “profound disruption of one's fundamental understanding of reality, causing a cascading 
reassessment of basic assumptions about what is real, possible, or “natural” in the world.” 

The new model is an epiphany, scoring over 85% on ARC-AGI. ARC-AGI (good to digress here, as you’re going to be 
hearing a lot of about this benchmark) is the Abstraction and Reasoning Corpus for Artificial General Intelligence 

(ARC-AGI), a benchmark introduced in 2019 to evaluate an AI system’s ability to generalize and acquire new skills 
efficiently—akin to human intelligence. Unlike traditional AI benchmarks that assess performance on specific tasks (and 
quickly get ‘saturated’, meaning the AI systems surpass them quickly) ARC-AGI emphasizes adaptability to novel 
problems without prior training. As of December 19, 2024, the ARC-AGI benchmark was undefeated, with the highest-
achieving AI models reaching approximately 55.5% accuracy, below the human average of 85%.  

But on December 20, with the preview of o3, the new AI score is 87.5%—surpassing the generalized human score 
average. On another benchmark, GPQA, PhDs with access to the internet scored 34% outside their specialty, up to 81% 
within their specialty; o3 is 87%. Frontier Math, a gold standard benchmark of math problems that Field’s Medalists 
struggle to crack, went from a previous AI high score of 3% all the way to 25% with o3. These are just a few of the stack 
of suddenly-irrelevant benchmarks. I write this a mere 24 hours after the preview of o3–we’ll start to tease out its 
implications in the coming days, weeks and months. For now, suffice it to say I didn’t expect this for a long time. 

Sam Altman’s Five-Stage Progression to AGI: Where We Are Today 
and What It Means for Healthcare 
AGI – even without the emergence of o3 — isn’t a science fiction fantasy. Sam Altman originally predicted it in the 
‘thousands of days’ timescale. Dario Amodei perhaps by 2027. Elon says AI will surpass human intelligence next year 
and hit AGI 2-3 years later. So while there’s some ambiguity and disagreement on exact timescale, there is an implicit 
assumption that AGI is forthcoming.  

Of course, there’s a phalanx of experts like Yann LeCunn and Gary Marcus contradicting all these claims and arguing 
we’re decades — if not an eternity — away (fun to watch them squirm in the 24 hour aftermath of o3’s announcement). 
I’ll talk about this debate a bit later in this essay. But to ground us in more practical terms, Sam recently described a five-
stage progression to AGI, which I think is the smartest and cleanest articulation I’ve come across—almost a ‘cheat code’ 
on how to make sense of the firehouse of constant technical and scientific progression of AI—so I’ll repeat it in full 
below. Worth noting that Sam has recently become less sweeping and rhetorical in his AGI enunciations, almost making 
it sound pedestrian and that it “won’t change society in a dramatic way” initially. This is a more sober, graduated ascent 
toward superintelligence starting with: 

1. Conversational AI — ChatGPT — AI systems capable of natural conversations with humans; 

2. Reasoners (like o1, o3) — AI that can solve problems at a comparable level to a PhD without external tools, 
outperforming 50% of humans in skilled tasks; 

3. Agents — Autonomous AI that can independently perform tasks for users over several days, outperforming 90% 
of humans; 

4. Innovators — AI capable of developing innovative ideas and solutions, contributing to scientific breakthroughs and 
inventions across multiple disciplines; and 

5. Organizations — AI systems that can perform tasks of an entire organization, surpassing human inventions and 
scientific breakthroughs.  

We’ve rocketed from stage 1 to 2 within 21 months of ChatGPT’s release on Nov. 30, 2022, to o1’s release on Sept. 12, 
2024 — a mere 652 days. From o1 to o3 (announcement, at least) was a telescoped 99 days. Sam is foreshadowing the 
migration from stage 2 to 3 (reasoners to agents) will come sometime in 2025 (indeed, OpenAI is rumored to be gearing 
up a January release of its ‘operator’ agentic system).  
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However you measure it, we’ve been in a period of unprecedented technical acceleration, and while there are some 
rumblings that we may be hitting an asymptote in AI research (Ilya Sutskever — one of the generational minds leading 
this charge — implied to Reuters in November 2024 that we may be finding the edge of the scaling laws; even the WSJ 
on December 20 published a long screed on the litany of problems with OpenAI’s Orion GPT-5 model, ironically the 
same day as their o3 reveal), there’s almost overwhelming evidence (as I’ll argue in depth below) that progress will 
continue unabated. I’ll argue further that even if the rate of technical progress decelerated or stopped today, current 

AI capabilities and innovations are already so significant and so powerful that we have more than a decade ahead 

of us of ROI refinement and application—particularly in substituting AI for labor—that will alter economy-wide 

GDP. Ray Kurzweil — perhaps the most encyclopedic and visionary thinker on AI today, postulated the Law of 

Accelerating Returns (LOAR) — each new invention or iteration contributes to the invention of the next version, 

precipitating an accelerating and exponential improvement. We’re seeing the same in costs per token of generated LLM 
content, which has fallen 97% in the past year. That suggests Sam’s timeline is far from unrealistic. 

Let me just say for now that if the above holds true, then the ramifications for healthcare incumbents are profound, even 
revolutionary. First, given the human-centricity and human dependency described earlier, the data superabundance, and 
the historic imperviousness of healthcare to sector-wide productivity improvements, it’s clear that this accelerating 
timeline will dramatically shorten the amount of time that incumbents have to prepare and adapt. Full chapter(s) on this 
below.  

If Artificial General Intelligence (AGI) is impending, then the logical 
corollary is this may be the most important moment in history 
I’m stepping into some dangerous, science fiction terrain here. And while I’m trying to avoid hyperbole — but if you 
simply take this discussion to its logical end, you arrive at a disquieting conclusion. Yes, AGI is a notoriously elusive idea 
— it is a bit of a Rorschach test in which people see whatever they want to see. Again, for our purposes, we’ll define AGI 
as an AI that surpasses generalized human capabilities across multiple domains and is also able to improve itself 

autonomously. This last phrase is the important part. If AGI can recursively self-improve — iterate and backpropagate 

its new insights and capabilities — then it won’t stop simply at ‘super-intelligence.’ This voracious new AGI—Mustafa 
Suleyman (now of Microsoft) analogized it to a ‘new species’ — will relentlessly advance, discovering new insights into 
physics, chemistry, and biology — and will perhaps represent humanity’s last invention. From that point on, the AGI will 
do the inventing, and humans need not apply. 

But we are getting way ahead of ourselves here. For now, let’s content ourselves by acknowledging the pace of tech 
advancement is quite unprecedented and extrapolating outward from current and emerging applications (not 
hypothesizing some future huge technical breakthrough) that the implications are vast. This is the moment — for 
however long we have before we hit AGI escape velocity —where we have, as I mentioned earlier, some degree of 
agency, self-determination, and jurisdiction to influence and help shape the course of events. And, as I will argue more 
fulsomely below, for the healthcare 150 to have some degree of ‘co-creation’ in this tech phase shift (a privilege, I might 
add, that the oligopoly has abdicated over every past tech phase shift of the past generation).  

A sobering coda on this idea that I feel obligated to mention: this notion of human co-creation and instrumentality may 
ultimately prove to be a quixotic, unrealistic ambition. The newly minted Nobel Laureate Geoffrey Hinton points out that 
“there are no examples of a more intelligent thing being controlled by a less intelligent thing” in biological or evolutionary 
history. Hinton’s one qualification to this observation is the biological relationship between a mother and a baby. If so, 
perhaps the best we can hope for is benevolence?). But the point is that efforts and exertions we make today to shape 
and mold this Pygmalion-like entity before it exists will be far more important than any efforts made after it hits today’s 
version of August 29, 1997 (the day ‘Skynet’ in the Terminator movie became sentient. Sorry, couldn’t resist). 
Economically, culturally, humanistically — this would be the most important moment in history to prepare.  

I’m fully prepared to admit we might be wrong here. We’re hyperventilating about some tech that may peter out. We may 
indeed hit a data wall. Ilya’s warning that we’re finding the outer limits of the scaling law may be true. And if we’re indeed 
wrong — and this is just another moment of Silicon Valley tech hyperventilation — then so be it. Some of us (me 
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included) may be embarrassed. We got out way in front of our skis. But the evidence is mounting that this is the real 
thing, and if it proves to be, then the rational act is to prepare expeditiously. The consequences of getting this wrong are 
catastrophic. And the cognoscenti are arriving at this conclusion, fast: Sergey Brin reputedly said he would rather 
Google “go bankrupt” than miss this tech phase shift. Stanford economist Erik Brynjolfsson has predicted that 250 out 
of the Fortune 500 will turn over by 2030. I think both have the right idea. 

Of course, this isn’t just about healthcare. GenAI’s implications are so vast, so oceanic, they reach into every human 
domain and sector of the economy. When you are engineering or creating a nonbiological “intelligence,” and replicating 
or surpassing the one thing that has given dominion to humans over the Earth and all life on it, it’s hard to argue about 
what AI won’t touch going forward. The geopolitical and geo-economic implications are as broad as the imagination. And 
looking across history, almost every GPT — general purpose technology — is ultimately industrialized and militarized. 
The power unleashed by splitting the atom created limitless energy to power electricity or destroy cities with a single 
detonation. And this particular GPT is unmatched in potential scale. So, if technological progress and military power are 
concomitants, then what now? After all, in 1500, Cortés needed only 500 Spaniards to conquer an Aztec empire of 
millions. Pizarro was more efficient in his brutality, subjugating millions of Incas with a mere 300 soldiers. Superior 
technology in the hands of a few has across history been a force multiplier. Will the same be true in 2025 in US industry 
when agentic AI hits maturity? Will a startup of a few visionary and inventive entrepreneurs create a virtual, agentic staff 
of thousands (or tens of thousands) that displace an equivalent number of human laborer in established competitors? 
(hint: we’re not too far away from this reality). How will incumbents respond? How will you?  

When Past is not Prologue 
Recent history may not be of much help here. In fact, Silicon Valley’s propensity to trumpet every recent tech phase shift 
as the most important and epochal — the one that will wash away everything that preceded it — puts us in a 
disadvantaged position. It understandably makes us a bit skeptical and assume a “show me” posture. Sure: eventually, 
most of the tech phase shifts of the past generation—Internet, mobile, social, cloud, blockchain, big data, and enterprise 
SaaS — do ultimately permeate across and reshape society. This is Amara’s law in action: “We tend to overestimate the 
effect of a technology in the short run and underestimate it in the long run.” And the hour for GenAI, as I’ll argue ad 
nauseum in this paper, is closer than most think. 

For healthcare, the incrementalism and skepticism are particularly entrenched — and, in fact, quite justified by history. 
The Healthcare 150 has done just fine by reacting slowly to an oncoming tech stimulus, watchfully waiting, and 
assessing the prismatic impact once it makes its way through the refraction of regulation, litigation, and the social mores 
of our industry. Many CEOs remember the most recent (and infamous) hyperbolic AI moment in healthcare was IBM’s 
Watson, which was supposed to revolutionize oncology and usher in a new age of medical superintelligence. That didn’t 
happen. A lot of capital was incinerated ($70m invested by MD Anderson alone) and a lot of disillusionment ensued. So 
we shouldn’t be overly surprised that while there is a certain sense of elevated awareness among the 150, the industry 
hasn’t mobilized in the way that other sectors have.  

The four most dangerous words in the English language are “this time is different.” But this time, it is different. This isn’t 
IBM Watson, an antiquated ’expert system’ incorporating a rules-based symbolic and deterministic ontology, at best a 
proto ‘medical librarian’ (of limited breadth and efficacy), created by a company that marketed first and built second. 
Let’s be careful not to extrapolate the wrong lessons from past experience. We’ve just had a decade of dizzying AI 
advances, one in which deep learning emerged ascendant (convolutional neural networks, ImageNet, RLHF, supervised 
and unsupervised learning, transformers, state-space models, etc.). The foundation was laid for something categorically 
different. The tech this time is ready. And even if we somehow unexpectedly hit an asymptote in technical 

progress—no more non-linear breakthroughs—the advancements to date are consequential enough to reshape 

entire industries (especially US healthcare) over the coming years.  
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A final prefatory word on why I wrote this 
Ah, the purpose question. Which, of course, is always the hardest to answer. Let me first say that some people think 
deductively (I like to think I’m one)—contemplating first principles, theorizing on general truths and trying to reason 
downward from there. But in this case, I’ve found the subject of GenAI non-conducive to this kind of thinking—it is too 
new, too qualitatively and categorically different from its predecessor tech shifts in its scope and implications. (That 
doesn’t mean we can’t draw lessons from historical and analogical thinking, which I try to do in this essay). But overall, 
I’ve had to work inductively/abductively — starting without preconceived endpoints, reading widely, conversing with 
everyone, collecting evidence and observations and trying to tease out signal from noise. Much of what follows is more 
exploration than explication. This has been a hard, painstaking, fascinating (and occasionally dispiriting) process. But it 
has clarified my thinking, as well as what I want to accomplish with this monograph.  

And that is the following: I find it unconscionable that we spend 17.3% of US GDP on healthcare in the US. If people loved 
the product we got for this expenditure, and care was democratized, integrated, accessible and affordable, then great — 
roughly one-fifth of our GDP would be well-spent. No reasonable person would assert this to be the case. And while 
we’ve had decades of handwringing about this problem, we are yet without an effective (private or public) solution. I 
believe GenAI, even in this early and messy manifestation, represents a solution to this. The subject terrain is 
forbidding—the tech surrounding GenAI is complicated and esoteric; the advances come with unrelenting speed; the 
CapEx deployed is unprecedented in scale; and the commentariat is not making this easier to understand (more 
‘shrieking’ than measured analysis.). So, my purpose is to reconnoiter the battle frontier, try to disentangle all these 
variables and then arrive at a set of predictions on how this will play out. And how it should play out, if we act with agency 
and determination. 

Yes, there will be negative externalities: much of what I will write about is predicated on the idea of technology 

substitution for labor—that the singularly unproductive, labor-intensive US healthcare industry is ready for this 

revolution. That means that there will be widespread labor dislocation. But this is just one instantiation of GenAI: I’ll talk 
about the synthetic and computational biological implications; the possibility of augmenting (and automating) the role of 
the physician; the empowerment of consumers in (finally) navigating their own healthcare journey; the profound 
ramifications for costs and affordability, with potentially 3-400 basis points of US GDP reallocated away from healthcare 
to more productive uses (infrastructure, education, military, science and research, etc.).  

But in healthcare, the path to any change of this magnitude moves through a small group of CEOs. I’ll argue that power 

in US healthcare is concentrated in the hands of few CEOs — the most personality-dominated and oligopolistic 

industry in the US. And so the purpose of this essay is to elucidate for the 150 CEO’s what is at stake. I want to share 

what I’ve learned about the direction of travel in tech, tease out and forecast second and third-order consequences, and 
begin to dimensionalize how to approach this. I want to go deep (perhaps too deep) into the technology to demystify 
what is happening — make it less opaque and impenetrable — so CEOs are more facile on taking advantage of it. My 
hope is that at least a few of the 150 hear this message and become first movers. Or move from the tentative “pilot 
stage” to a bigger industrial mobilization. The character of the 150 is predominantly conservative. The industry has 
rewarded incrementalism, not dynamic, aggressive moves. My hope is that a few will mobilize and then precipitate a 
broader industry-wide competitive shift. That is the upside. 

The inverse here is also true – I hope to elucidate for the Silicon Valley technologists, founders, capital allocators, and AI 
cognoscenti (and all other insurgents of this stripe) what the psychology and mindset of the incumbents are. I hope to 
help bridge the chasm between the two in mutual understanding, so we can more easily see transformation across both 
parties. The two camps should be natural allies—but unfortunately history (and personality) militate against this. We have 
some shuttle diplomacy work to do.  

I’m an optimist that we’ll be successful in mobilizing together, and that this alliance will be mutually transformational. If 
not, lots of not-so-good things happen for both sides. For incumbents, if we don’t take advantage of this moment (and I’ll 
articulate a theory of how we can do that in these pages), then eventually, we may find a more draconian solution 
imposed on us (Bernie Sanders has some suggestions on this). I’ll argue that incumbency in US healthcare is a head 
start, not an immutable law of nature. This is where we will break with historical precedent — unlike past attempted 
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incursions into our industry (by Big Tech, retailers, and an armada of well-capitalized startups), the forthcoming 

generation of AI agent-enabled companies, both incumbent and insurgent alike, will have a firepower US healthcare 

hasn’t yet seen. And there is, of course, the possibility that regulatory and legislative change, historically quite slow and 

incremental, may be different under a Trump presidency (with first buddy Elon, plus the super-talented delegation of 
David Sacks, Sriram Krishnan and others prudently guiding policy/strategy). For the technologists, the downside is 
equally unattractive—capital incineration, a third ‘AI Winter,’ and perhaps losing out in the most important modern 
geopolitical ‘great game’—Sino-US race for AI supremacy. All unattractive outcomes indeed.  

So, I present the following with equal parts humility, curiosity, teachability (non-dogmatism on conclusions here), and 
optimism for what may come next. I hope you find this useful.  

**A preemptive apology—I will occasionally repeat data, statistics and/or arguments in multiple chapters. The repetition 
is intentional (if annoying to the reader) in case some may choose to read only certain chapters and skip others. So read 
sequentially, or jump around (chapters in table of contents are hyperlinked). Pick your poison.   
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2 
 
 

Healthcare CEOs: Follow the 
OOMs (Orders of Magnitude) 
Follow the OOM’s 
I’ll talk more about Pascal and his famous wager later (and why some are analogizing AGI to an impending “digital god”). 
For now, suffice it to say I’m unequivocally on the side of the bettors—this tech phase shift is the one, and we would be 
prudent and wise to prepare accordingly. In this chapter I’ll frame some of the characteristics of exponentials and how 
they may manifest in US healthcare. I’ll do a rapid-fire recapitulation of some of the key technical terms and 
characteristics of recent GenAI advances (especially the momentous one, as we move from reasoners to agents in 
2025). And I’ll offer some historical antecedents which might shed some light on our current predicament (and 
opportunity). For the techno-sophisticated among you, you might find this a little elementary and wish to skip. But for 
most healthcare leaders, some of this might be terra incognita. Either way, I’ll summarize the message succinctly for 
healthcare CEOs: follow the OOMs (‘orders of magnitude,’ defined as a tenfold increase, or an exponent of 10, such as 
an increase from 10 to 100, 100 to 1,000, and so on. But for our purposes it means the exponential progress of GenAI). 
Time is not on your side. 

The Exponential Growth of AI—from Moore’s Law to the Scaling 
Hypothesis 
I’ll start with some foundational definitions: Moore’s Law—the postulation that computing power (transistors on a 
microchip) doubles roughly every two years, while costs are halved—proved remarkably relevant and resilient in the six 
decades since Gordon Moore famously articulated the idea in 1965. While many predicted its obsolescence (or at least 
deceleration) over time, the pace of technology marched on and Moore’s law stayed prophetically accurate. And instead 
of a decelerating rate of progress, the opposite occurred: the past decade of epochal research breakthroughs in deep 
learning (and step-function jumps in the power of GPUs) exponentially accelerated progress, leading to the formulation 
of a new empirical and predictive law to describe what was happening—the so-called Scaling Hypothesis. This asserts 
that core AI capabilities improve predictably as models ingest more data, add more compute, and grow larger (in 
parameters). Data, compute and algorithms—the alchemy of GenAI. 

Leopold Aschenbrenner, Silicon Valley insider and OpenAI dissident, wrote a trenchant piece in July 2024 titled 
“Situational Awareness.” In it, he admonishes us to “follow the OOMs.” The OOM advances in compute, algorithmic 
“unhobbling” (surely the best word of 2024–meaning incremental improvements to the model like reinforcement learning 
with human feedback, ‘scaffolding’ and other technical enhancements), and data efficiency are leading to exponential 
jumps in capability. He analogized GPT-2 to a preschooler, GPT-3 to a high schooler, and GPT-4 to a college student. 
Later, after the release of OpenAI’s reasoning model, o1, the world’s preeminent mathematician Terence Tao extended 
the analogy further, calling it a “competent PhD assistant.” 

We’re simply racing through the OOMs; the pace of progress is almost incomprehensible. Jensen Huang contrasted the 
math of Moore’s Law, which would have predicted a 100x increase in effective compute over a decade, with what we’ve 
actually experienced: a 100,000x increase—no exaggeration—this is the actual mathematical increase in GPU effective 
compute since 2014. Framed differently, global AI training compute has doubled every 3.4 months during this period (so 
much for Moore’s Law). And now we arrive at late 2024—the capability leap from GPT-4 to o1 (let alone the superior o1 
Pro, released December 5) was roughly a 10x improvement in established reasoning benchmarks. I use o1 (and now o1 
Pro) every day—I’ve come to think of it as a 10x improvement in intelligence. 

Let us weigh the gain and the loss in wagering that God is. Let 
us estimate these two chances. If you gain, you gain all; if you 
lose, you lose nothing. Wager, then, without hesitation that He is. 

Blaise Pascal, 1650 
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Summing up, this paradigm shift means that while we previously would have forecast a 1-2 OOM jump in a decade, we’re 
now instead tracking toward 4-5 in four years and perhaps double that across a decade. The numbers get cosmically 
large, and correspondingly incomprehensible—10 OOMs, as an example, is a 10,000,000,000x advance. And yet that 
may be what’s in store (that is if we don’t hit an asymptote in the Scaling Laws—a discussion I’ll have in an upcoming 
chapter). 

A quick addendum, just in case this all sounds implausible: consider Google’s December 11 announcement of their 
quantum computer chip “Willow,” which performed a standard benchmark computation in five minutes that would 
otherwise have taken today’s fastest supercomputer 10 septillion (10^25) years to complete—a number greater than the 
age of the known universe. I mention this just to underscore how quickly, as Vinod often says, the impossible goes to 
improbable, to possible, and then real. Follow the OOMs, and we begin to perceive where things are heading—with these 
step-function advances in capability and capacity, the use cases will inevitably follow. And faster than we are prepared 
for—especially in US healthcare. 

Understanding Exponentials – The Back Half of the Chessboard 
Permit a quick digression to illustrate the point. I personally find exponentials a bit incomprehensible because they 
contradict all my lived experience. We age linearly. In 2024 I went from 51 to 52. Our education system advances us 
from first to second grade and on (hopefully). Our seasons advance one by one. You get the picture. 

One of my favorite metaphors for understanding exponentials is a (probably) apocryphal story about the 6th-century 
inventor of my favorite game, chess. The story goes that an Indian Maharajah was so enchanted with the game that he 
offered the inventor any reward he wished. The inventor, whose name has been lost to the ages, disarmingly said that he 
only wanted one single piece of rice on the first square of his chessboard, and for the Maharajah to double it on each 
square: two pieces of rice on the second square, four on the third, etc. The Maharajah thought this the request of a fool 
and granted it. 

The point: the first part of any exponential curve is flat and unremarkable. One square, one grain of rice. After eight 
squares, the reward grew to 256 grains. Still inconsequential. But by the 32nd square—or halfway through—it was more 
than eight billion grains. And here is where things get interesting—the so-called “back half of the chessboard.” By the 
final, 64th square, it reached 18 quintillion grains—more rice than has ever been farmed in the history of the world—or, 
metaphorically, more rice than would fill the volume of Mt. Everest. 

The Maharajah—like most of us—didn’t understand exponential growth. And varying endings of the story say the 
Maharajah lost his kingdom—or the game inventor lost his head.  

In short, all our conventional understanding in society and within biological systems is predicated on linear functions—
not the best preparation for what we’re about to experience.  

Innovation Cycles Hitting Unprecedented Velocity 
The corollary of all this—the defining characteristic of the exponential age—is speed. One reason for its fast diffusion is 
its intuitive accessibility—just pop onto ChatGPT and have a perfectly natural language conversation (by voice, text, and 
as of the early December upgrade, video). Vinod captures this well when he says humans used to have to “learn 
computer,” but now computers “learn human.” This is qualitatively different from past historical transitions, which tended 
to move imperceptibly slowly—at least until the Industrial Revolution, at which point we saw a vertical acceleration. More 
on that in the next chapter.  

And as fast as progress has been, until recently, paradigm changes required a generation or more to take hold. It took 
about 50 years—from 1881 to the mid-1920s—for electricity to reach 75% of U.S. households. In 1900, 40% of the U.S. 
workforce was employed in agriculture. By 1950, that figure had declined to 4%, taking two full generations to assimilate 
the change. Wide adoption of the internal combustion engine and the telephone took about the same amount of time 
(two generations). Microwave ovens debuted in 1946 but were still rare in the 1970s (data from Azeem Azhar). 
Accelerating timescales, but still enough time for society to adapt. 
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Things sped up appreciably in the early 2000’s as digital technologies proliferated. These technologies diffuse faster 
because they involve ‘bits, not atoms’ (once Amazon digitized books, or records moved to CDs and then MP3s, 
distribution/diffusion gets a lot easier). But the timescale here was still manageable: the Internet required almost 25 
years to reach 75% of households. Smartphones were faster, taking only eight years to hit that threshold. Social media 
even quicker, requiring only seven years (Azhar). But even by these accelerating timescales, we still have no precedent 
for what we are experiencing now with GenAI. 

And now to the 2020s. OpenAI’s ChatGPT needed only two months to reach 100 million users and today hovers around 
300 million. Zuck talks about hitting 600 million monthly active users for MetaAI. This is, without argument, the fastest 
adoption and propagation of a technology in history. And it will only speed up from here. GenAI, with its natural language 
interface, is intuitive, easy to understand, and (and soon to be) ubiquitous. It is anthropomorphic (people endow it with 
human traits)—computers “speak human.” This implies that there may no longer be a need for a highly skilled class of 

programmers or translators or experts between us and our AI—we can all go straight to the divinity—no 

priesthood intercession needed. 

This speed of diffusion as a theme will recur repeatedly as we begin to deconstruct GenAI and healthcare, where a 
winner-take-all (or at least a winner-take-most) competitive dynamic is forming. These technologies diffuse super fast, 
and because there are no geographic boundaries to that diffusion, there’s also nowhere to hide. Minor performance 
differences get magnified and ruthlessly punished: the example of 2024 is the spate of acqui-hires by Big Tech of once 
well-capitalized startups that fell behind in the god-model competition (e.g., Inflection.ai acquired by Microsoft; 
Character.ai by Google; Adept by Amazon). Expect many more of these transactions (capitulations) in 2025, as laggards 
fall behind the pioneers. When the competition is this merciless, small performance differences are fatal, and there’s no 
hiding behind imperfect or opaque markets—everything is transparent for everyone to see.  

Healthcare: The Opposite of an Exponential Technology 
This feels like a good time to point out the corollary of all this: healthcare is definitively not an industry defined by 
exponential technology. Eminent AI futurists like Ray Kurzweil, and technology experts like Azeem Azhar and Peter 
Diamandis, talk about the intrinsic characteristics of disruptive technologies. Diamandis outlines his ‘Six D’s’ of 
exponential technologies: Digitalization; Deception; Disruption; Dematerialization; Demonetization; and 

Democratization. Azhar discusses their digital, exponential, and combinatorial characteristics—they are fast, they are 

ubiquitous, and they combine in unexpected and compounding ways. A GenAI tech innovation can theoretically diffuse 
and propagate around the world overnight. They are combinatorial and synergistic when they come together (think the 
outgrowth of conversational AI and reasoning capabilities, combining to evolve agentic AI—which will be the story of 
2025). 

Ray Kurzweil postulates a Law of Accelerating Returns (LOAR), arguing that technological progress is exponential and 

not linear because one generation of technology directly contributes to the design and perfection of its successor. We 
see it with NVIDIA: Jensen has said the A100s were used to design and train the current generation of H100s, which will 
in turn train the GB200s; Sundar in a Q3 analyst call said that 25% of all programming at Google is now performed 
autonomously by AI; and so on. Kurzweil points out that deflation is a natural concomitant of the LOAR in all 
instantiations of this principle: except in healthcare: $1 in 2022 buys you 50,000x more computing power than an 

(inflation-adjusted) dollar in 2000. But $1 spent on healthcare in 2022? It bought you 81 cents worth of healthcare 

it would have in 2000. 

Yes, we’ve seen almost miraculous advances in certain areas of medicine over this period (immuno-oncology, mRNA 
vaccines, gene therapy and CRISPR, etc.). But most Americans experience conventional healthcare with x-rays and 
hospital stays, which are qualitatively unchanged from a generation ago. In other words, we aren’t seeing commensurate 
exponential gains in healthcare—not by a mile. And while technology in most other sectors of the economy has been 
deflationary, or at least disinflationary, healthcare is the opposite. And in a country with $37 trillion in debt, and healthcare 
comprising nearly a fifth of US GDP, this is simply unsustainable. 
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The Collision of Exponential Tech and Linear (Healthcare) 
Institutions 
This brings me to a philosophical reflection about what may happen as this exponential GenAI tsunami makes landfall on 
healthcare. It will collide directly into US healthcare institutions accustomed to stability, gradual change, and a slow, 
deliberate reaction to oncoming stimuli. This tension, which I think will have a deeply destabilizing effect in healthcare, is 
the imbalance and opposition between the exponential technology we’re seeing emerge and our linear healthcare 
institutions. Convention, tradition, incrementalism, and hyper-regulation are the governing dynamics of the establishment 
in healthcare. 

At the same time, dissatisfaction (even anger) about American healthcare is growing. The target of the vitriol changes—
sometimes it is (alleged) predatory billing and collection practices of hospitals; other times it is the opacity and perceived 
self-dealing of PBMs; and recently, in the wake of the tragic and incomprehensible assassination of a healthcare 
insurance executive, an eruption of anti-health insurance company sentiment. The point is that Americans are deeply 
frustrated with their healthcare system. And suddenly we have the emergence of a technology that may enable us to 
reshape it in fundamental ways. But our healthcare institutions that have been almost omnipotent in the US market—
insurers, doctors, and hospitals—are primarily conditioned to preserve the status quo. 

Many of the establishment “guilds” in healthcare have rich, storied histories—the American Medical Association was 
founded in 1847. The American Hospital Association was founded in 1898. The prevailing medical curriculum framework 
was famously enshrined in the 1910 “Flexner Report.” And, of course, the real medical antiquity starts with Hippocrates, 
who enjoined his profession 2,400 years ago to “first do no harm.” Our institutions—hospitals, payers, doctors, 
biopharma companies, et al—have existed for a long time and take pride in their durability, their resistance to outside 
forces, their “permanence.” A collision is coming between tech that moves at hypersonic speed and institutions built to 
stand the test of time. One will have to give way (hint: it won’t be the tech). Will the leaders of these venerated US 
healthcare institutions have the adaptability, resiliency and courage to move in concert with the technology, not in 
opposition? 

We first need to overcome the awareness gap among our CEOs, which is part of the purpose in this essay. We also 

need to acknowledge that many CEOs have become anesthetized to the very pace of progress: it is moving with such 
disorienting velocity, we may be missing its true significance. Because humans are so adaptable, technology that was 
once considered science fiction (as Arthur C. Clarke said, “any sufficiently advanced technology is indistinguishable from 
magic”) quickly becomes pedestrian. But this dynamic is especially pronounced in healthcare. We have some work to do 
for our industry to get prepared, let alone take a ‘co-creative’ role in the evolution of this paradigm shift. 

Commoditization — the corollary of fast tech advancement 
Indulge me while I draw attention to what might sound like a paradox. I just finished arguing that the pace of 
advancement is relentless and disorienting. That is the input side: the trillion dollars in CapEX in 2024 alone, the theology 
of the scaling hypothesis, and the industrial mobilization across AI research. But so far, the output—certainly in 
healthcare—has been uninspiring. I’m referring to the phenomenon that many CEOs have been dismissive (or at least 
not fully evangelized) on GenAI in healthcare given how pedestrian the “application layer” is right now—documentation, 
summarization, ambient listening, coding, and some early clinical augmentation capabilities. These applications, to many 
CEOs, are relatively basic—their deployment can be delegated to subordinates and front-line users. This may be true—
but it is utterly besides the point. Pay attention to the CapEx and investment in infrastructure, and corresponding 
advances in foundation model capability—the use cases are going to evolve very quickly. Eventually and inevitably we 
will find the “killer app” in healthcare (including the emergence of a ‘medical Superintelligence’—full chapter below). But it 
hasn’t yet happened, and it also explains why the current healthcare application layer is commoditizing so quickly. 

Think about ambient listening and AI. Microsoft bought Nuance for $19.7 billion in 2021. This was the pioneer in the 
space of ambient listening, transcription, and documentation. Dragon Ambient Experience (DAX) became the industry 
standard, and almost ubiquitous (550,000 global users) as a product. But now, there is a rapid proliferation of 
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competitive offerings, all courtesy of GenAI—Abridge, Nabla, Ambience, and Commure are each racing to differentiate 
in a space heading fast toward demonetization. Abridge’s recent nosebleed $250 million round at a $2.5 billion valuation 
suggests the market is still bullish (for now). Doctors love this ambient listening capability—interviews suggest it has 
“restored joy to the practice of medicine.” But given the sophistication of the technology, the perceived low barriers to 
entry, and the concomitant multiplication of players, price is dropping fast. One player (Commure) is rumored to be 
giving ambient listening away for free as part of a broader partnership. Would Microsoft pay nearly $20 billion dollars for 
an ambient listening company today? No chance. 

The corollary of fast tech advancement is commodification of once-novel solutions. What was mesmerizing yesterday 
becomes ho-hum today. And as commodification accelerates, it becomes a race to the bottom. The winners won’t be 
those who can merely transcribe a clinical encounter, but those who can interpret its context, relate it to the patient’s 
history, and automate follow-up actions that previously demanded manual intervention. In a commoditized field, the only 
escape from a race to the bottom in pricing is to ascend toward more specialized, integrated, and outcome-driven 
offerings. This puts pressure on both startups and incumbent vendors to innovate beyond the baseline capabilities that 
are rapidly becoming table stakes. We’ll see which of these competitors (if any) make the jump. 

Incumbents vs. Insurgents: a Preview 
A second key dynamic beyond exponential tech vs. linear institutions is the oppositional tension between incumbents 
and insurgents in healthcare (I’ll dedicate an entire chapter to this in fact). This conflict between established players and 
aspiring newcomers has long defined the sector’s strategic landscape. And a critical corollary is the remarkable 
impenetrability of healthcare incumbents to the innovations of these aspiring insurgents, both large and small.  

Healthcare’s complex ecosystem—replete with regulatory landmines, entrenched and conservative stakeholders, 
kafkaesque reimbursement models, and creaky legacy IT infrastructures—has rendered it notoriously resistant to 
disruption. Complexity has kept outsiders at bay: Repeated attempts by innovative entrants have stumbled against a 
fortress-like incumbency that seems immune to even the most well-capitalized and dynamic entrepreneurial assaults. 
Much of the incumbency advantage in US healthcare centers on “ownership” of the patient, either by holding the purse 
strings of reimbursement (payers) or through reputation, relevant clinical expertise and geographic proximity of the 
delivery of services (providers). Many would-be disrupters have found access to the patient an insurmountable 
challenge. 

The Past Impenetrability of Incumbents to Insurgents 
Why? Let’s start with the small guys: the startups. During the COVID-19 pandemic, 13,000 digital health companies burst 
onto the scene—a veritable explosion of innovation spanning diagnostics, therapeutics, care augmentation, and 
clinical/nonclinical workflows. Sure, much of it was duplicative and undifferentiated, fueled by the sugar-high hyper-
liquidity of the peri-pandemic period—some 30 distinct diabetes companies, a dozen MSKs, and 400 behavioral health 
startups—leading to marketplace exhaustion and confusion. Yet we should lament the missed opportunity that the 
healthcare establishment wasn’t more open or agile in partnering with these innovators. One particularly discouraging 
data point: it takes an average of 23 months for a hospital to deploy a digital health solution once it signs a contract—an 
eternity in startup time. Consequently, more than 90% of these new entrants are heading for a mass extinction event. 

It wasn’t just the entrepreneurs who failed to crack healthcare’s fortress. Consider the multi-hundred-billion-dollar 
retailers (Walmart, Walgreens) or the multi-trillion-dollar hyperscalers (Amazon, Microsoft) whose expensive, high-profile 
forays ended in ignominious surrender. A graveyard of once-celebrated announcements by Big Tech—Tim Cook’s 
pronouncement “Health will be Apple’s greatest contribution to mankind” comes to mind—now lies piled alongside 
euthanized initiatives like HealthVault, Haven, and Google Health. Fascinating to note that these companies—with the 
CapEx and deployable capital of sovereign countries—have found their competitive advantages irrelevant when trying 
to penetrate healthcare. Amazon, with 200 million (devoted) Prime customers; Apple, with 1.5 billion global iPhone users; 
Google with 8.5 billion searches per day; each has failed to covert its consumer market dominance into an enduring D2C 
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business model in US healthcare—the grip, dominance, and hegemony of the incumbents has made that impossible (to 
date). 

In retrospect, these failures reflect the deep structural complexities of healthcare. Its payment structures defy 
straightforward insertion of new solutions. Hospitals often cling to archaic infrastructures due to compliance mandates, 
data security obligations, physician workflow complexity, and the fear of operational upheaval. Healthcare data 
standards (HL7, FHIR), PHI safeguards, and HIPAA compliance all constrain the rapid adoption of new technologies. 
Whoever “owns” the patient—payer or provider—has control. These friction points prevent many newcomers—no 
matter how brilliantly engineered their offerings—from scaling and supplanting incumbents (or worse…even helping and 
enabling incumbents). In short, the healthcare environment’s gatekeeping mechanisms have rendered it a near-
impregnable castle. 

Impenetrable no more—the Dawn of the Agentic Era 
So, what might interrupt or alter this dynamic? Given the history, the 150 or so incumbents can be forgiven for not 
anticipating what is about to happen: The emergence of a new generation of agentic startups—those that deploy AI 
systems that can act autonomously, perceive their environment, and perform actions aimed at achieving specific 
objectives—is on the horizon. And it won’t just be startups; big tech and retailers will be reinvigorated and ready to attack 
healthcare incumbents’ battlements once again. I expect the migration to agents—stage three of Sam Altman’s five-
stage progression toward AGI—to be the single most consequential competitive dynamic change in 2025. 

Unlike reasoners, agents will be sophisticated, general-purpose AI systems functioning as personal assistants, software 
programmers, and virtual drop-in employees. They can pursue multifaceted objectives in complex environments, plan 
independently, create sub-goals, and adapt to real-world conditions by taking appropriate actions. In other words, 
agents won’t just reason; they’ll act. They are also (at least theoretically) infinitely replicable—generate as many as you 
need (at the cost of compute). In an agentic world, healthcare incumbents will find themselves far less insulated from 
technological disruption. 

Agentic AI represents a shift toward dynamic, interactive systems that do not merely respond—they engage with the 
environment. Consider a hospital’s revenue cycle management problem: a reasoning model might help analyze claims, 
but an agent could autonomously file appeals, reorder supply inventories, and negotiate payments, all without human 
micromanagement. Same for IT, IS, legal, marketing, compliance, coding, RCM…and on. By becoming active participants 
in organizational, non-clinical workflows (more on the clinical dimensions later), agents unlock radically new operating 
models, with the corollary that organizations will need far fewer human laborers. Even partial automation could unlock 
hundreds of billions in savings, through systematic substitution of agentic AI for knowledge workers. Within the coming 
years, almost any cognitive task done by a healthcare worker may be automatable, eliminable, or augmentable by an 

AI agent. Agents will become an exogenous, deflationary force, transforming incumbents’ historic advantages—large 
workforces, codified processes, and extensive infrastructures—into liabilities. 

The 450,000 US healthcare administrators will find their ranks reduced, as AI agents can swiftly execute tasks that 
once required human gatekeepers. The time from conceptualizing a strategic shift to implementing it could shrink 
drastically. Administrative overhead, compliance checks, and even research tasks could become fluid, on-demand 
computations. In this environment, incumbents who fail to embrace agentic platforms risk a fatal mismatch: they will find 
themselves lumbering under the weight of expensive, labor-intensive processes while technology adopters glide ahead. 

It’s Coming Faster Than You Think 
On Friday, October 18, Brad Gerstner and Bill Gurley bet on their (excellent) BG2 podcast that a fully autonomous agent 
wouldn’t arrive for at least two years—one that could book Brad a room at the Mercer Hotel in NYC without human 
intervention. Startlingly, just 72 hours later, Anthropic released its Claude 3.5 agent, which independently controlled a 
computer cursor and keyboard and, after some thwarted attempts, succeeded. Although this proto-solution was 
imperfect, its mere existence so soon after a “two-year” bet shows how fast the agentic era is approaching. 
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If the very Silicon Valley insiders who spend their livelihoods studying and deploying capital into this space get the timing 
so wrong, what about the non-experts on the outside looking in? 

Yes, the Anthropic prototype was riddled with issues, but the (slightly theatrical) juxtaposition of a two-year prediction 
and a three-day reality is what matters. Agents are imminent. Once higher proficiency is achieved, a new wave of 
formidable startups—faster, more agile, and less encumbered with legacy staff and infrastructure—will emerge. This 
may also obviate some of the ‘pre-agentic’ startups that have raised $97 billion in 2024 (excluding the capital allocated 
to true frontier models, like the $6.6 billion for OpenAI or the $5 billion for xAI); some look concerningly like “thin-
wrapper” plays, sitting precariously atop god-models and vulnerable to instant disintermediation with each new step-
function model release.  

This speed underscores a key truth: forecasting the timeline of AI advancements is at best an inexact science, even for 
Silicon Valley cognoscenti. Especially for healthcare, where decisions traditionally require painstaking planning, this 
speed will be disorienting. The sector must learn to pivot rapidly or risk being blindsided by agentic competitors. 

From Thinking Fast to Thinking Slow 
Let me detour for a moment and share for my healthcare readership some of the key themes in the AI discussion right 
now. Until now, foundation models were heavy on pre-training and light on inference, akin to Daniel Kahneman’s “System 
One” thinking—instinctive, reflexive, instantaneous. Type in your question, you get an answer in milliseconds (sometimes 
correct, occasionally contaminated with ‘hallucinations’). The o1 model (and even more so o1 Pro) embodies a “System 
Two” approach: decelerating, pausing, “thinking,” and deliberating during inference time. This shift to greater ‘test time 
reasoning’ yields richer intuitions and insights. 

Now we have a new scaling hypothesis centered on test-time or inference-time compute. By engineering deliberation 
into the system, we can evaluate logic, correct errors, and uncover deeper intuitions. This is a step-function increase in 
power: Noam Brown of OpenAI said having the AI system think for just 20 seconds in a hand of poker showed the same 
improvement in performance as scaling up the model by 100,000x and training for 100,000x longer. While boosters (me 
included) hail this as ‘intelligence,’ detractors still stubbornly see advanced autocompletes or ‘stochastic parrots.’ Again, 
this is a bit of a Rorschach test for how you think about AI. But philosophical or epistemological debates aside, this 
emergent capability—slowing down, backtracking, and reasoning more deeply—is a precursor to agentic models that 
move from mere intelligence to dynamic action, with seismic implications for healthcare and beyond. 

Not only is this a foundational step (and an enabling precursor) to agentic models, there’s another corollary that is of 
enormous value to healthcare —the mitigation of hallucinations and confabulations (the propensity of the models to 
make stuff up). Turns out, when you ask the model to be more contemplative, take its time, and not spew out an 
instantaneous answer, it gets more accurate (kinda like my teenagers).  

The intellectual shift from reactive to contemplative AI signals a deep and consequential methodological evolution. For 
healthcare, this might mean AI agents that do not simply produce a hasty discharge summary but instead pause, analyze 
subtle clinical patterns, confirm compliance with regulatory standards, provide citations, and integrate multiple sources 
of information before taking action. The introduction of “System Two” thinking into AI pipelines could reduce medical 
errors, improve resource allocation, and deepen trust between clinicians and their machine partners. This is about 
cultivating a new generation of AI that not only acts but reasons, self-corrects and learns with greater sophistication. 

From ‘Thin Wrappers’ to ‘Cognitive Architectures’  
In previous papers I’ve argued that 2023-4 AI startups were predominantly “thin wrapper” companies, precariously 
perched atop protean god-models that ritually rendered them obsolete with every new release. Sam Altman warned “if 
you aren’t excited that the new model is 100x more powerful, you’re going to get steamrolled.” But now, as 
conversational evolved into reasoning models, and now metamorphose into agentic platforms, we need what Sequoia 
Capital calls “cognitive architectures”—and what others refer to as “ontologies”—deep domain and regulatory-specific 
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competencies that help horizontal models verticalize properly. In a complex, highly regulated industry like healthcare, 
cognitive architectures can become the source of enduring competitive advantage. 

This isn’t something healthcare incumbents will have to do alone—a new phalanx of companies—some big ones like 
Palantir, with its December $176 billion market cap—and some rocketship newer entrants like Bret Taylor’s Sierra AI, 

are quickly marching into the space by building out ontologies and frameworks to harness proprietary unstructured data 
for their corporate (or nation-state) owners, and build autonomous agentic systems atop this data. 

Building cognitive architectures means embedding specialized logic, compliance frameworks, reimbursement codes, 
and standards of care into the agent’s ‘mental’ infrastructure. This goes beyond generic language understanding: it 
requires alignment with clinical guidelines, payer requirements, and diverse patient populations. Such architectures 
might allow agentic AI to navigate the labyrinth of regulatory agencies (FDA, CMS, NIH), standardize decision-making, 
and ensure that rapid, autonomously generated actions remain accountable and safe.  

A quick cautionary note on scale: while hyperscalers invest trillions in AI infrastructure—building billion-dollar leviathan 
models, sprawling data centers and new alternative energy sources to power the equivalent of a small city—healthcare 
use cases (ambient listening, summarization, coding, etc.) don’t need this much firepower. Smaller models like 
Microsoft’s Phi are faster, cheaper, and more customizable. GPT-4 mini is reportedly 30x cheaper than GPT-4, with 
tokens priced 99% lower. Until the real killer app emerges, going small might be more pragmatic and profitable for the 
healthcare sector—which doesn’t need to overpay for world-conquering compute just to generate clinical summaries.  

The virtues of smaller models are particularly pronounced in hyper-regulated environments like healthcare, where data 
sovereignty, avoiding data exfiltration, and operational control matter. Smaller, more specialized models can be handily 
deployed on-prem or within secure hospital clouds, reducing risks associated with data transfer, latency, or vendor lock-
in. By tailoring models to specific departmental needs—like radiology coding, lab result interpretation, or patient 
scheduling—health systems can achieve remarkable efficiency gains at a fraction of the cost. This tactical approach—
scaling down rather than up—aligns well with the demands of an industry that values reliability, explainability, and cost-
effectiveness over sheer horsepower. 

From ‘Software as a Service’ to ‘Service as Software’  
Another key construct for healthcare—this migration from SAAS to SAS (rolls off the tongue, no?). Healthcare’s massive 
21.7 million-strong workforce (and beset with negative productivity growth) is ground zero for these transformations. As 
agents mature from co-pilots to autopilots, we’ll see a shift from “Software as a Service” augmenting human labor to 
“Service as Software” essentially replacing it. SAAS has been one of the most lucrative, predictable terrains for VC 
investment: an estimated $300 billion industry producing 337 unicorns. A lot of these are hugely lucrative, but 
pedestrian—customer relationship management, revenue cycle, systems that automate in a capital-light way processes 
that used to be human-dependent. US Healthcare is fertile ground—an estimated $1 trillion spent annually on these 
administrative processes. The first wave of “technological unemployment” will affect administrative workers—but it will 
inexorably move to clinicians as well. An entire chapter on that below. 

This migration from human-centric processes to entirely agent-driven workflows will have profound cultural implications. 
The healthcare industry, long accustomed to stable roles, job titles, and departmental silos, will be confronted with fluid, 
on-demand “workforces” composed of intelligent agents. Quality improvement committees, credentialing teams, or 
compliance groups may soon rely on autonomous problem-solvers that continually refine processes, spot inefficiencies, 
and implement corrections. The economics of care delivery will change as well, potentially freeing capital to invest in 
better patient experiences, improved clinical outcomes, or cutting-edge research. If harnessed responsibly, this shift 
from human-dependent services to scalable digital labor could catalyze a long-overdue improvement in healthcare’s 
productivity and affordability. 
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Open-Source vs. Closed Models: Strategic Gambits and 
Geopolitical Risks  
The ethos of Silicon Valley—giving away IP via open source—stimulates inventiveness and progress but also opens 
Pandora’s box geopolitically. Mark Zuckerberg’s meta-strategy: when behind, open-source your LLM (Llama 3, trained 
on 15 trillion tokens) to incinerate competitors’ margins. Free or ‘freemium’ models force rivals to justify premiums, 
capping monetization. Meanwhile, Zuck monetizes through improving his recommender engines and embedding 
multimodal LLMs to lock users into Facebook, Instagram, and WhatsApp (and its working – in Q3 2024, he announced 
time spent on FaceBook increased 6% YoY, and Instagram 8% YoY – his digital ad business is booming). But the 
brilliance of his gambit is to demonetize the space, and limit what competitors like Gemini and ChatGPT can charge for 
premium access—when free is almost as good as premium, why pay? It forces a competitive commodification and a 
race to the bottom on pricing (one of the reasons the price per token today is 97% cheaper than a year ago). 

But what is great for domestic competition and innovation can be pernicious for geopolitics and great-state jockeying. 
Foreign competitors, notably China’s tech giants (Tencent, Baidu), can appropriate these open-sourced advancements 
at lightning speed. Some frontier models—like o1 reasoning—were reportedly matched by China’s DeepSeek within two 
months. Policy makers and industry leaders must now consider both market dynamics and geopolitical competitive 
realities. Under open-source, some say it only takes 18 hours for a Silicon Valley tech innovation to find its way to Beijing. 
Why 18 hours? That’s the time zone difference between Beijing and San Francisco.  

This tension between open and closed innovation models has consequences for healthcare. If a health system adopts 
open-source models, it might gain cost advantages and customization freedom but forfeit proprietary control. Global 
diffusion of such technologies could lead to uniform solutions easily replicated elsewhere. On the other hand, relying on 
closed, proprietary models risks long-term vendor dependency. Strategy now involves balancing openness for agility 
with guardedness for sustained advantage. 

Revisiting Moravec’s Paradox and Robotics  
I’d be remiss if I didn’t at least quickly talk about stunning advances in robotics and what it may portend for healthcare. 
Roboticist Hans Moravec in the 1980s postulated his prescient (and suddenly famous) theory known as ‘Moravec’s 
Paradox’: sensorimotor tasks easy for humans (walking, object manipulation) are hard for robots, while cognitive tasks 
hard for humans (chess, Go) are easy for computers.  

Now, that paradox may be up for reconsideration as multi-modal LLMs advance with astonishing speed and can be 
inserted into humanoid robots. Elon’s debut of dancing and drink-serving Optimus robots at his Robotaxi debut on Oct. 
10 is illustrative (even if slightly staged). But even here, the US is behind. Chinese companies may be going faster than 
their US counterparts: UBTECH Robotics has its Walker X robot, a bipedal humanoid robot that can walk, climb stairs, 
and perform various tasks, including object manipulation and facial recognition. Hanson Robots (Hong Kong) has its 
famous Sophia robot with advanced facial expressions, AI-enabled language models for conversation, and human/robot 
interaction capabilities. CloudMinds (Beijing) has XR-1, one of the most advanced humanoid robots in the world. Agile 
Robots, Pudu, and Unitree are others to watch. Given the labor dependency and persistent job vacancies in American 
healthcare, this will be an area of continued and vigorous investment. Having upended transportation, manufacturing and 
mining, robotics will finally come to healthcare. 

Jensen recognizes the ‘next thing’ and is mobilizing accordingly – he will launch his newest generation of compact 
computers to be embedded in humanoid robots in mid-2025, appropriately called ‘Jetson Thor.’ Another example of 
Jensen’s constructive paranoia – he sees the competition level rising in his core accelerated computing chip business, 
with more competent offerings from AMD, as well as internally-built hyperscaler chips from MSFT, Google and Amazon, 
and is diversifying faster and more presciently than competitors – Into the Impending ‘physical AI’ and robotics wave. 
And as per usual he isn’t just authoring his own stuff, he (along with MSFT and OpenAI) participated in the humanoid 
robotics play Figure AI $2.6 billion valuation round. Expect more mobilization by other players as training in simulated 
environments and embodied AI advances quickly.  



24 

 

 
© 2024 TowerBrook 
The GenAI Juggernaut: US Healthcare is not Prepared 

Imagine a healthcare environment where not only administrative tasks but also certain physical tasks—delivering 
medications, transporting samples, restocking supplies—are handled by semi-autonomous robots guided by agentic AI. 
Overcoming Moravec’s paradox doesn’t just mean better robotics; it means a blended future where digital and physical 
agents collaborate seamlessly, reducing human drudgery and ensuring more consistent quality and safety. The 
combination of agentic AI and advanced robotics could alleviate caregiver burnout, improve operational efficiency, and 
ultimately transform the patient experience, from check-in to discharge. 

Pascal’s Wager Revisited 
Let’s return to Pascal’s wager, and the quote at the top of this chapter: If we bet that this tech phase shift is 
transformative and prepare accordingly, we stand to gain immensely—or at least mitigate catastrophic risks. If we treat 
it as a passing fad and do nothing, we may lose everything. The odds favor betting big on this transition. 

In healthcare, where delays can cost lives, capital, and trust, there is a moral and strategic imperative to engage with this 
agentic revolution. Prudently experimenting with agentic AI, designing new cognitive architectures, and recalibrating 
organizational structures to handle autonomous capabilities might secure a healthcare system that is more efficient, 
equitable, and patient-centered. The cost of complacency is high: failing to adapt in time could leave incumbent 
organizations marginalized. 

By recognizing the unprecedented power of agentic systems, healthcare leaders, investors, and policymakers can 
position themselves for a future in which technology autonomously enhances the sector’s operations. The shift from 
reasoners to agents, from incumbents to insurgents, from commoditized tools to cognitive architectures, and from 
service labor to “Service as Software” is more than a technological evolution—it’s a deep structural transformation. 
Preparedness, adaptability, and a willingness to rethink old assumptions will separate the winners from the newly 
vulnerable incumbents as we enter this next great chapter of healthcare innovation. 

Healthcare CEOs, wake up and follow the OOMs.  
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3 
 

An Historical Retrospective 
on Tech Revolutions—Why This 
One Is Different 
*NB – this is a quick historical retrospective. The more time-pressed of my readers may wish to skip this. Although I 
personally find the historical contextualizing an enormously valuable exercise. Up to you. 

GenAI as the Seventh Industrial Revolution  
One last retrospective, historical look before we get super current and up to the minute (and feel free to skip this 
chapter if you’re purely pragmatically-minded). Arguably the four most dangerous words in the English language are 
“this time is different.” Historically, that hubris (and historical myopia) has led to grave sins of both commission and 
omission in human judgment. And we’re particularly susceptible to that seduction today, as we enter the GenAI era. But 
there are undoubtably elements of this tech phase shift for which there really is no precedent—a leitmotif throughout 
this entire essay—e.g., creating a nonbiological intelligence greater than our own, or the potential of pervasive 
‘technological unemployment’ on an industrial and societal scale. Still, while technology evolves at dizzying speed, human 
nature and psychology do not. By recognizing that GenAI is the seventh Industrial Revolution since the late 18th century, 
we can look back on past transformations—their patterns and pitfalls—and extract lessons to help us navigate the 
present. Yes, this may be the most powerful and far-reaching shift yet, but it also has archetypical echoes of the past.  

From Hobbesian Misery to the Upward Swing of Humanity  
Let’s recall just how unpleasant life was before about 1800. For millennia, except for a tiny firmament of monarchs, 
priests, and potentates, most of humanity languished in grim poverty. Thomas Hobbes’s infamous description of life as 
“nasty, brutish, and short” was apt. Prior to the Industrial Revolution, economic progress moved at a geologic pace. A 
peasant in Roman times scraped out an existence not so different from a peasant in 18th-century Britain. The 
correlation was stark: for 10,000 years prior to 1800, world GDP rose roughly 200-fold, but so did population—also 
200-fold—yielding a Malthusian stasis. No real increases in per capita prosperity. According to Nick Bostrom and other 
historians, this was essentially a 1:1 correlation of GDP and population, meaning no productivity gains and no true 
improvement in the human condition. 

Then Arkwright’s Mill in 1771 helped trigger the first Industrial Revolution. For the next 250 years, we experienced 
unprecedented transformations in productivity and well-being. Over the past two centuries, global GDP soared 15-fold, 
lifting 90% of the world’s population out of poverty. We saw a roughly 10-fold increase in population but a 100-fold 
increase in GDP, finally decoupling economic growth from mathematical population growth. Technology—those 20 to 
25 eponymous GPTs (General Purpose Technologies) like the wheel, writing, agriculture, animal husbandry, the printing 
press—had always nudged humanity forward, but after 1800, that nudge became a rocket thrust. What used to be 
imperceptible progress morphed into a vertical trajectory of literacy, sanitation, wealth, health, and democracy. 

A Sequence of Seven Industrial Revolutions. To understand our present moment, consider the six earlier industrial 
revolutions, each marking a new tech-infused age of civilization (the nerdier among you will recognize my allegiance to 
Carlota Perez): 

• 1771: Arkwright’s Mill and mechanization (proto-factory system) 

• 1829: The ‘Rocket’ steam locomotive inaugurating the age of railroads 

• 1875: Bessemer steel, electricity, and heavy machinery 

Those who cannot remember the past  
are condemned to repeat it. 

George Santayana, 1905 
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• 1908: Ford’s Model T and mass production 

• 1971: The microprocessor and the computer age  

• 1994: The Internet era, starting with Netscape Navigator 

• 2022: The GenAI era, ignited by ChatGPT’s release on November 30, 2022 

Each revolution followed a pattern: initial invention sparks fascination among technologists and engineers, attracting 
capital and speculative investment. Overcapacity, over-industrialization and unrealistic expectations ensue, leading to 
crashes, recessions, and consolidation. Eventually, new equilibrium emerges as technology diffuses and transforms 
society. In effect, every new GPT displaces old infrastructures, redistributing wealth and power and eventually 
democratizing its benefits. 

From Kondratieff Waves to a Compressed Timeline  
Historically, these seismic shifts occurred roughly every 40 to 50 years, often called Kondratieff cycles. Consider that 
from year 0 to 1800, global growth was so sclerotic that per-capita improvements were invisible. By 1800, with growth at 
0.66%, it would take 107 years to double GDP. By 1900, growth was 1.66% (doubling every 66 years). From 1950 to 
2000, 2.1% (doubling every 33 years), and from 2000 to 2024, around 3% (doubling every 23 years). This acceleration, 
as illustrated by Javier Milei’s 2024 Davos speech, shows not just a steady ascent of living standards, but an ever-faster 
doubling time. 

Now we’re facing a potentially 10x contraction in the timescale. What used to unfold over half a century might now occur 
in five years. As Moore’s Law gives way to more aggressive scaling laws—in which compute capacity doubles every 3.4 
months and costs plunge correspondingly—this new Industrial Revolution sprints rather than marches across the globe. 
Societies that barely adapted to the Internet era’s 25-year diffusion now confront a GenAI revolution that might 
reconfigure entire industries and professions in a handful of years. Our civic and social institutions, shaped by centuries 
of relatively linear progress, struggle to comprehend exponential growth. Humanity’s adaptability is legendary, but can 
we scale up our training, social safety nets, and regulatory frameworks at exponential speed? 

The Emergence of Machine Intuition and Creativity 
Ada Lovelace famously said in 1843 that these “machines have no pretensions whatsoever to originating anything.” They 
were mere calculators. But GenAI, powered by large language models, can produce outputs that seem genuinely 
creative and intuitive. Is this creativity or just stochastic approximation? Perhaps we humans are also, in some sense, 
predicting the next word or concept, assembling learned patterns. This rattles our human-centric worldview. If machines 
can approximate creativity, are we still at the center of the cognitive universe? 

Another view: for over a millennium, humanity accepted the Ptolemaic, geocentric model of the universe. Copernicus, 
Kepler, and Galileo challenged that dogma, eventually shifting us to a heliocentric model and altering our understanding 
of the cosmos. Today, we face a similar upheaval in understanding intelligence. Is human intelligence the apex, or merely 
a stage en route to a more powerful machine-based intelligence? The debate mirrors the shock of learning Earth is not 
the universe’s center. We may need to accept that intelligence—once our proudest monopoly—might no longer be 
exclusively human. 

Broad Lessons and Future Directions  
History’s revolutions share common rhythms: exuberance, overinvestment, disillusionment, and eventual assimilation. 
What’s new is the speed, scope, and the nature of GenAI. Our institutions will be tested as never before. We might need 
new approaches to education, work, and social cohesion. Instead of decades to adjust, we might have mere years. 
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As technology lurches forward, policymakers, ethicists, and leaders must prepare for sudden dislocations. We must ask: 
how do we manage a workforce transition from people to ‘cognitive co-pilots’? How do we preserve human dignity and 
agency in a world where machines can perform complex tasks once believed to require a human mind? 

Conclusion: Embrace the Transformation with Eyes Wide Open  
GenAI may indeed be different in its velocity, scope, and potential to spawn intelligences greater than our own. But if we 
study the preceding six industrial revolutions, we find recurring patterns and broad themes: while the initial shock feels 
destabilizing, society eventually reorganizes. We’ve gone from 100,000 years of hunter-gatherers to 10,000 years of 
agriculturalists, from the geologic pace of pre-industrial history to the breakneck transformations of the last two 
centuries. Each era’s “impossible” change later becomes mundane. 

Yes, our present challenge is formidable. But we are not entirely unprepared if we can contextualize this shift historically, 
understand its exponential dynamics, and remain flexible and bold in our responses. A new paradigm of intelligence 
beckons, and like the move from Earth-centric to Sun-centric cosmology, it demands we adjust our perspective. If we 
do, we might once again harness technology’s power to uplift humanity—on a timescale that would astonish our 
ancestors, and very possibly, ourselves. 
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4 
 

Incumbents as Insurgents 
(until Agents Arrive) 
Cui bono? Incumbents — not insurgents — will asymmetrically 
profit from GenAI 
I foreshadowed this theme earlier in the essay, and I’d like to do a deeper dive here to try to understand at the US 
economy level this GenAI-stimulated competition between incumbents and insurgents. This is an important foundation to 
understand before we apply this heuristic more specifically to healthcare. 

There is an applicable academic construct around the notion of appropriability — who benefits most commercially, 
monetarily, or strategically from inventions? The startup inventor(s) or the incumbent implementer(s)? With GenAI, the 
answer is crystallizing — the latter. Incumbents, so far, are winning, though not uniformly; certain phenotypes of 
incumbents and industries with specific characteristics are outdistancing competitors in a sort of Darwinian natural 
selection process. 

As I’ve argued in past papers, LLMs tend toward their own commodification—with a multitude of competitors (both 
foreign and domestic) all converging around the same proficiency level, driving down pricing. But the deployment of 
LLMs and other GenAI applications by incumbents is the real story, with certain entrenched competitors with 
established business models quickly automating and amplifying their structural advantages. Here are two examples: 
Sophisticated sales and distribution channels reinvigorated with AI-enhanced products; and structured and unstructured 
proprietary data repositories systematically mined and exploited to fine-tune models for actionable insights. These are 
weaponizable advantages in a post-LLM world. And don’t underestimate the competitive edge of capital access and 
investment time horizons of big companies: with liquidity still tight and capital expensive (even as the Fed slowly moves 
us out of our punitive rate environment), and chastened banks stay parsimonious in their lending, incumbents’ robust 
balance sheets will provide the needed financial firepower. 

It’s no coincidence that Big Tech has capitalized swiftly on GenAI — deploying $255 billion in CapEx in 2024 alone to 
build out their tech armamentariums and power preexisting products. From an R&D perspective, out of the total $720 
billion in global expenditure in 2023, Microsoft, Apple, Amazon, Meta, and Alphabet alone accounted for more than 
$200 billion. And the market has applauded: in the two fateful years since an oddly named app called ‘ChatGPT’ 
launched, the six Big Tech companies have added $8 trillion in incremental market cap. In short, so far it has been the 
application, not the invention, that matters here. And we can extrapolate this outward to other will alert and fast-moving 
incumbents beyond Big Tech — manufacturing, industrials, financials, and especially healthcare — who are in a position 
to capitalize disproportionately (whether or not they do so!) from this emergent tech, with stratification within categories 
and markets based on who moves smartest and swiftest. 

This isn’t to say startup insurgents will be irrelevant — look no further than OpenAI or the $76 billion invested in VC-
backed AI companies across the first three quarters of 2024. But those startups who break through will need the 
alliance of well-capitalized incumbents with fortress-like balance sheets to buttress and enable them. The same will be 
quintessentially true, as we’ll see in upcoming chapters, for US healthcare—incumbents must learn to partner with these 
startups, something they have signally failed to do over the past decade. 

GenAI — Creative Agglomeration, Not Creative Destruction  
This has been one of the most unexpected and confounding paradoxes of this phase shift so far — contradicting most 
past tech revolutions — advantage seems to disproportionately accrue to incumbents, not insurgents. This is a “Game 
of Emperors,” suffocating smaller, less abundantly capitalized startups (yes, despite $97 billion invested in VC-backed AI 

The process of Creative Destruction is the 
essential fact about capitalism. It is what 
capitalism consists in and what every 
capitalist concern has got to live in. 

Joseph Schumpeter, 1942 
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plays in 2024… read on). Perhaps this shouldn’t be surprising in healthcare — the stranglehold of the 150 is well-
established. But in other industries and verticals, this has been a contradiction of recent tech history.  

Usually, it’s the iconoclasts — the young entrepreneurs with bold ideas, unencumbered by legacy domain expertise and 
financed by otherwise idle capital — who have been the vital economic engine of free markets since the launch of the 
Dutch East India Company in the early 17th century. This is the process of renewal and Darwinian evolution embodied in 
Joseph Schumpeter’s notion of creative destruction. It came to perfection in the American model, epitomized by Sand 
Hill Road and Silicon Valley. There’s a reason the current tech revolution originated here and not in Europe or in China’s 
attempted simulacrum of Silicon Valley in Beijing — Zhongguancun. We’ve enshrined this as a tenet of our capitalism, 
and outside of Bell Labs and the invention of the transistor, just about every major tech advance of the past 50 years 
has originated in Silicon Valley — the microprocessor, internet, mobile, social, cloud, and…GenAI. 

Clay Christensen’s “Innovator’s Dilemma” has been the narrative — big, sclerotic, complacent companies get caught 
asleep at the switch, and insurgents stealthily build minimally viable products which gradually, and then suddenly take 
market share, eventually obsoleting and supplanting the incumbents. Great story. Except that hasn’t happened with 
GenAI so far. Why? 

GenAI Is a Game of Emperors  
So it seems creative destruction has been replaced by creative agglomeration (also a Schumpeter term): The big get 
better. And in this case, it makes sense—you need the CapEx firepower of a hyperscaler with a multi-trillion dollar 
market cap (or a sovereign nation with the power of taxation) to afford the legions of H100s and GB200s going into 
today’s superclusters. It used to be that pre-training a frontier model cost $10 million. Now it’s getting to be three or four 
OOMs (just checking to see if you read the previous chapter!) more expensive — first $100 million, then $1 billion, now 
perhaps $5-$10 billion for Elon’s “Colossus” project with 100,000 H100s (plus another 100,000 next year) connected by 
RDMA and liquid-cooled in a single, unified and ‘coherent’ supercluster — the largest supercomputer in the world. Sam 
and Satya are rumored to be talking about a $100 billion data center and supercluster called “Stargate.” This is the 
Scaling Hypothesis in action, and only a few players can afford to ante into the game. The hyperscalers have splashed 
$255 billion in 2024 alone on data centers, GPUs, and power. And everyone is forward-deploying into nuclear energy: 
Microsoft is resurrecting a reactor at Three Mile Island in Pennsylvania; Google is aligning with Kairos Power LLC to 
purchase energy from small modular reactors (SMRs); and AWS announcing partnerships with Energy Northwest and 
X-Energy Reactor Company for SMR projects in Washington state and Dominion Energy in Virginia. This isn’t exactly the 
story of two shaggy-haired entrepreneurs setting up shop in a garage—this is industrial mobilization at a great game, 
nation-state scale. 

Anyone without access to a non-GenAI-originated ATM — cloud (Google, Microsoft, Amazon); social media and a 
$1.5 trillion market cap (Meta); an armada of controlled companies and a nearly half-trillion-dollar personal net worth 
(Elon was at $468 billion, at least as of December 2024) — need not apply. This is an irresistible, centripetal force pulling 
the insurgents into the incumbents’ gravitational force field. OpenAI and Microsoft got married (although there’s some 
polyamory on both sides); Anthropic practiced bigamy with Amazon and Google (taking $8 billion from the former, 
$2 billion from the latter); Inflection gets subsumed into Microsoft for a $620 million ‘licensing fee’; Adept into Amazon 
(another licensing fee); Character.AI into Google (yup, another licensing fee—or, viewed differently, a $2.7 billion apology 
for letting AI luminary Noam Shazeer defect in the first place…but I digress). Mistral, Cohere, and other aspirants are 
next—almost all of these early innovators will be subsumed into the Death Star of Big Tech. 

Said differently, to play the big model game—this Game of Emperors—you need a cash machine, and it cannot be your 
GenAI business. Each of the protagonists here has their own private money-printing device — the hyperscalers 
Microsoft, Google, Amazon, and even plucky Oracle (whose market cap has doubled to almost $500 billion in 2024) 
with their collective $250 billion annual cloud bonanza; Meta with its stranglehold on social; Google with search 
advertising (although we’ll see how long this holds up with Perplexity and SearchGPT threatening to torch the sector’s 
economics). In other words, you need endless subsidies from another, uncorrelated (or in cloud’s case, synergistic and 
round-tripping) source to fund this grand AI industrialization — a super-lucrative preexisting business that can both fund 
and ideally later benefit from augmentation by GenAI. 
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This is a Game of Emperors (I wish I could say Empresses; alas, all the hyperscalers and big tech leviathans are run by 
men). Moreover, the pace of advancement of the god-models is so fast and so exponential it is simply steamrolling VC-
backed “thin wrapper” companies that sit precariously atop the frontier models — every new release obsoletes a 
generation of startups built to optimize (temporary) insufficiencies or shortcomings in the foundation models. The 
generalizable capabilities of the frontier models mean life as a startup (until we hit agency) is short and uncertain. But the 
real reason advantage accrues to incumbents is more subtle. 

Why Incumbents Will Continue to Win in a GenAI World — for Now  
This isn’t some immutable universal law. Some incumbents (and entire industries) are about to be disintermediated 
imminently — think of the $110 billion call center sector which has little to defend itself against conversational AI and 
GPT4o advanced voice capabilities. Other industries have more structural moats, where entrenched competitors have 
time to deploy GenAI applications that augment productivity, eliminate tasks and entire roles, and lower overall cost to 
serve. In fact, incumbents will find that the more regulatory, capital, reputational, technological, or historical barriers they 
have, the better their chances. 

There’s a direct correlation between traditional (non-tech) barriers to entry — I’ll call it the complexity moat — and how 
much time incumbents have to adopt and deploy GenAI improvements to avoid external disruption. To the extent 
incumbents and industries don’t benefit from the complexity moat — think content creation and journalism, or customer 
service and support — they are wide open to attack and disintermediation. But lots of industries — healthcare 
paramount among them — don’t (yet) have this vulnerability. 

And part of the explanation here is there’s not yet a GenAI ‘killer app’—we’re still hunting for and experimenting with 
early GenAI use cases. History suggests this will take some time. The emergence of agentic AI across 2025 will be a 
massive acceleration of this process of discovery, but until then, there is a discordance between CapEx and generated 
revenue — $1 trillion projected to deploy next year in data centers, GPUs, and energy — and an incommensurate $100 
billion in sales on the other side. Of course, sales is a crude and incomplete measurement of GenAI impact—more 
impactful will be the ‘counterfactual’ of how many people were not hired because of GenAI-stimulated productivity. 
Jensen Huang, in a recent interview, said he expected to increase Nvidia’s revenues by ‘2-3 times’ but would only add 
25% to staffing. Satya and Microsoft are now starting to say the ‘quiet thing aloud,’ which is co-pilot can be a 
replacement, not just an augmentation, of certain staff functions. 

There is a more subtle insight to mine here. Yes, to date, the GenAI application layer empirically is early and incremental 
at this point — ambient listening, voice, summarization, documentation, coding. These solutions are spreading quickly, 
vendors are proliferating and therefore the sector is demonetizing (the example I gave in the previous chapter of 
Commure essentially ‘giving away’ ambient listening capabilities and thereby starting to commodify the market). The 
same trend applies to (non-monopolistic) incumbents who deploy commoditized GenAI applications: If Delta Airlines 
deploys a GenAI solution to automate certain back-office functions and improves its pricing or positioning, it will be 
mimicked the next day by United, Southwest and everyone else. In a pluralistic, competitive marketplace, undifferentiated 
GenAI improvements get competed away quickly. Depending on how democratic and competitive the sector is, those 
improvements are captured in rents or given to purchasers as consumer surplus. 

But in concentrated, oligopolistic, incumbent-dominated, regulation-protected spaces, the GenAI improvements accrue to 
the owners behind their moats. If there are structural barriers to entry from insurgents — capital, regulatory, cultural, 
reputational, history of extensive horizontal/vertical concentration — then the advantage accrues to incumbents while 
they improve their products, command premium pricing, lower costs, and improve distribution. They have time to 
enhance their offerings. 

How does GenAI amplify and magnify your preexisting competitive advantages? If you had pricing power before GenAI, 
you will likely have magnified pricing power after — at least until agents mature and proliferate, lowering structural 
competitive barriers to entry. For now, incumbency endures as an advantage. And if incumbents move fast enough, then 
the inertia and ease of staying with them (versus taking a bet on an unproven insurgent) will be a prophylactic. Lock ’em 
in. 
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Microsoft is the canonical GenAI example so far, deploying a drone swarm of co-pilots to augment the power of GitHub, 
Office, Azure, Dynamics 365, and deploying across its billion-plus user base. Its reward (so far) is a $1.5 trillion accretion 
in market value since November 2022. Meta has deployed stronger GenAI in its recommender engines, embedded 
multimodal LLMs, advanced voice modes into its 3-billion-user base. Its reward has been (proportionally) even greater — 
a sixfold increase in market cap, from $235b to $1.48t over the same period). Oligopolists who deploy GenAI behind 
their competitive moats are asymmetrically the winner so far. 

In short, incumbency is a head start, not a law of nature. The more complex or oligopolistic your industry, the more 

time you have to prepare. It buys you time, not permanent insulation. I’ve argued US healthcare is the most oligopolistic 
industry in the economy. And yet we’ve seen almost no industrial-scale mobilization in applying GenAI to this 
incumbency advantage (with the possible exception of big pharma using computational and synthetic biology to drive 
AI-designed molecules and biologics, explored in chapter 16 below). The question remains: Which provider or payer 
incumbents in US healthcare will mobilize first? 

Big Tech Got This One Right — Sidestepped the 
‘Innovator’s Dilemma’ 
Lots of lessons for healthcare to extract from Big Tech. No lesson is more compelling than that of how Satya Nadella 
has magisterially navigated this tech moment. Satya — who sometimes speaks in Delphic turns — says all tech phase 
shifts are won or lost in the first couple of years. He should know — Microsoft infamously whiffed on search, mobile, and 
social under his predecessor’s inglorious interregnum (Steve Ballmer’s meme-ified 2007 video making fun of the first 
iPhone and its $500 price point hasn’t aged well). Satya — in my view, incontestably the greatest CEO of his generation 
— not only internalized this lesson but was the one who broke Big Tech’s cartel-level complacency and went all-in on 
GenAI. 

He rode roughshod over his own 2,500 eminent AI data scientists and engineers, who were more in love with research 
than shipping products and plowed $1 billion into 135 AI researchers at OpenAI when no one was paying attention. (By 
the way, it’s worth noting that Big Tech collectively employed 33,000 AI researchers — and it was still a plucky, 
anonymous startup led by Sam Altman that got the jump on all of them). Satya consequently has been rewarded with a 
1,500x return on that investment, with an incremental $1.5 trillion in market cap since November 2022. Were it not for 
Satya, the Nash Equilibrium for Big Tech would have ruled the day — Sundar would have kept Google’s 
search/advertising monopoly printing money; Tim Cook would have kept extracting nickels out of pennies in supply 
chain optimizations and shipping inch-forward improvements in iPhones, Apple Watches, and iPads; and Zuckerberg 
would have been content to keep us glued to our Facebook and Instagram pages with ever more sophisticated 
recommender engines and attention-economy necromancy. 

Instead, Satya precipitated the greatest industrial mobilization since WWII: In 2024 alone the hyperscalers invested 
$255 billion in CapEx. Satya has bought 485,000 Blackwell chips in 2024, double the next purchaser (Meta). And now 
everyone is in on the act. Larry and Sergey are back (Sergey reputedly saying he would “bankrupt the company” rather 
than miss out on this phase shift); Elon in full Elon mode with Optimus, xAI, and daily fulminations on X; Zuck as the self-
appointed arsonist, spending around $40 billion on CapEx in 2024 to buy 600,000 H100s and then give it all away 
through open source (fine, if the pedants insist — open weights); and even Jeff Bezos is back wandering the halls of 
Amazon, spending ‘95% of his time’ on AI. This is an industrial mobilization on a scale the world hasn’t seen since WWII, 
and we have one person — Satya Nadella — to thank for precipitating it. 

Since then, Big Tech got it right. No Innovator’s Dilemma. No insurgents sneaking up on them unawares. In fact, the 
opposite — they are appropriating the insurgents. Mustafa Suleyman is now with Microsoft. Noam Shazeer is back with 
Google. Dario and Daniela Amodei are independent — for the moment — but their future home is most likely Amazon 
(after an $8b infusion of capital and compute). The incumbents got this right — and then appropriated the whole game 
by throwing so much capital at it that only sovereign countries can compete against them (and even that is an open 
question). 
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Startups and Capital Incineration  
Let’s pivot for a moment from incumbents to the insurgents themselves. I’ll start with an unpopular, contrarian view: 
Early-stage startups are in a precarious moment now. Sure, by any measure this is a moment of tremendous 
exuberance right now in the investment community over AI—$97 billion has been ‘foie-gras’d’ into startups through 
2024. But my intuition is that many of these won’t survive to adulthood (again, I’m obviously excepting the frontier 
models like OpenAI and xAI, or infrastructure plays like Databricks, which on December 17 announced its epic $10b 
raise). The ones I’m concerned about, the ones who may not make it, are the ones precariously sitting atop frontier 
models who are getting obsoleted with every new frontier model release — those “thin wrapper” companies that get 
steamrolled (to use Sam Altman’s term) when their capabilities and services are subsumed into the leviathan models. 
We’ve seen a lot of these in generation one — Jasper, Tome, etc. The new generation of pre-agentic startups may very 
well suffer the same fate. Most of these companies boasting stratospheric revenue growth may find it is not as durable 
as past revenue — ARR (annual recurring revenue) is more like ERR (experimental recurring revenue) — to paraphrase 
David Sacks. 

Of course there are prominent exceptions, including in healthcare—some deep tech, pioneering startups that are taking 
on behavioral AI therapists (Limbic), or pioneering new administrative simplifications (Qualified Health) or building out AI 
doctors (Curai Health). There will undoubtedly be a few surviving, even category-defining winners in this bunch. But the 
market ‘stickiness’ of some of these offerings are so ephemeral — surpassed in weeks if not days — there is no 
durability yet in their product-market fit. Wearing my VC hat, I’m proceeding circumspectly. History would suggest this is 
prudent posture. Chase Coleman of Tiger Global provided an interesting historical analysis— he said that of all the 
global 2024 market cap from Internet-related companies, less than 1% of those companies can trace their existence 
back to within two years of the Internet’s Big Bang moment — the launch of Netscape Navigator in 1994. 

In the fog of war, it’s hard to pick which search engine will be the winner. Remember, Google wasn’t the first or second, 
but the seventeenth search engine. As the god models advance in omni-capability and general purpose, many of the 
current generation of startups will vaporize. The ones who survive will be in hyper-regulated sectors (like healthcare) 
where they figure out adoption and diffusion amid the regulatory thicket and align with incumbents (and are thereby 
“market-made”). 

When agents come, the surge will begin. Because the productivity of workers will be so magnified, the cost to serve will 
be commensurately lower. Think of cognition.ai with its Devin agent product — 17 employees serving (reputedly) several 
hundred clients. When agents diffuse and democratize, this class of startups will be formidable. Until then, expect a lot of 
capital incineration. And despite the capital deployment ebullience, some very credentialed VCs are patiently on the 
sidelines, waiting for the chaos to subside. No one wants a repeat of 2021. 

 

Why the VC “Power Law” May Not Work in Healthcare  
Permit a short editorial digression on healthcare and venture capital. VC investment is conventionally governed by a 
concept profoundly alien to healthcare incumbents — the Power Law. This phenomenon dictates that a small number of 
investments within a venture fund generate most of the returns while the rest languish, return a modest sum, or vanish 
altogether. This distribution follows the Pareto principle or a long-tail distribution, where financial outcomes are not 
evenly spread but are heavily concentrated in a few outlier successes. This stands in contrast to a normal distribution 
and underpins much of venture capital decision-making and strategy. 

This is part of that “mutual incomprehensibility” I described earlier — healthcare incumbents are conditioned to be 
hyper-cautious, incrementalist, and ever-mindful of regulatory or public perception landmines. One symptom of this 
caution in their relationship with startups is the near-impermeability: It’s notoriously hard for startups to break into payer, 
provider, and life sciences incumbents. And when they do, that’s when the real bureaucratic morass begins. I mentioned 
the average 23 months to deploy a digital health solution in a hospital after the contract is signed — a lifetime in the fast-
paced world of tech startups. 
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I’ll go further — I’m hard-pressed to point to a single successful “disrupter” or “disintermediator” in healthcare VC, using 
a more rigorous (perhaps unfair) definition of an insurgent who graduated to the ranks of incumbent. The one example 
might be Livongo, which sold to Teladoc in 2020 for an astounding $18.5 billion. But even this success story has a 
sobering postscript — Teladoc, at its high-water mark, traded as high as $45 billion; today, it languishes around $1.5 
billion, 97% off its all-time high, reflecting the volatile nature of the healthcare market and investor skepticism about 
sustainable growth. 

Sure, there are companies that have ascended the valuation ranks to unicorn status — or even the rarer mythological 
creature, the decacorn. And some of these are well positioned like Ro (with a charismatic and smart founder/CEO), 
Sword Health (another dynamic founder/CEO), or Aidoc (yup — you guessed it, a dynamic founder/CEO). Ro has made 
waves with its direct-to-consumer telehealth services, targeting men’s health issues with a sleek digital platform. Sword 
Health has innovated in the digital physical therapy space, using AI and wearable sensors to guide patients through 
exercises remotely. Aidoc leverages artificial intelligence to enhance radiology workflows, assisting in the detection of 
critical anomalies in medical imaging. The fate of even these pacesetters isn’t secure – but they are emblematic of a 
different quality of founder/company. 

But the proliferation of digital health companies — more than 13,000 as of the end of the pandemic — have struggled to 
hit escape velocity. According to Rock Health, digital health funding reached record highs during the pandemic but has 
since seen a correction, with many startups facing difficulties in scaling and achieving profitability. The few who have 
graduated to public ranks have shown variable performance. Doximity, a professional network for physicians with a near 
$10 billion valuation, is one of the few survivors thriving in the public markets. Yet even Doximity’s success is tempered 
by market fluctuations and the constant challenge of user engagement in a niche professional network. And really, have 
any of these fundamentally changed the industry? 

The point is that the Power Law, which governs investment dynamics in most industries, seems to break down in 
healthcare. The structural barriers — complex regulations, entrenched incumbents, and lengthy sales cycles — create a 
hostile environment for the kind of disruptive innovation that the power law rewards. Unlike sectors such as software or 
consumer Internet, where a startup can rapidly scale and capture significant market share, healthcare startups face 
obstacles that slow down adoption and limit scalability. 

Part of this is the impenetrability of the industry by outsiders — including VCs. Startups have to figure out how to get 
access to, partner with, and become indispensable to the oligopoly. They must align with the incentives of multiple 
stakeholders, prove clinical efficacy through rigorous studies, and navigate a byzantine reimbursement landscape. This 
is equally true for AI startups in healthcare. 

The promise of AI in healthcare is immense — ranging from predictive analytics and personalized medicine to advanced 
diagnostics and workflow automation. However, the integration of AI solutions into clinical workflows faces significant 
hurdles. Regulatory approvals are stringent, requiring evidence from clinical trials that can take years to complete. Data 
privacy concerns under laws like HIPAA add another layer of complexity. Furthermore, AI models require large, high-
quality datasets for training, which are often siloed and difficult to access due to interoperability issues. 

I worry that many of these healthcare AI companies will stumble in the same way as their more pedestrian, non-AI 
predecessors. The healthcare industry demands not just technological innovation but also deep domain expertise, 
regulatory acumen, and an understanding of complex human factors. 

Capital Incineration Is OK (Even Necessary) — It’s a Mark of Our 
Entrepreneurial Society 
Let’s build on the VC Power Law concept and talk about the corollary – capital incineration. This is part of the beauty and 
brilliance of American capitalism — idle capital finds its way into the hands of restless, brilliant, iconoclastic 
entrepreneurs who want to destroy or reinvent the status quo. Capital incineration has marked every great tech phase 
shift since the Industrial Revolution — people get intoxicated with possibilities and throw capital at a bunch of 



34 

 

 
© 2024 TowerBrook 
The GenAI Juggernaut: US Healthcare is not Prepared 

unworkable ideas until they find the right path. It’s just that there’s going to be a lot more capital incinerated this time 
around. 

But there are inarguably some powerful, positive side effects of this — the building out of the infrastructure for 
innovators to build atop; the attraction of the brightest minds in the world to work on AI; Washington DC focus on 
achieving U.S. supremacy in this tech phase shift (although, as we’ll see in a bit, we continuously let China catch up by 
open-sourcing all our breakthroughs). Besides, the organizations that are expending the most capital — the Magnificent 
Seven, consisting of Amazon, Alphabet, NVIDIA, Tesla, Meta Platforms, Apple, and Microsoft — hold approximately 26% 
of the $1.8 trillion in cash and liquid investments of the S&P 500 (excluding financials). Their free cash flow for 2024 is 
estimated to be $309.2 billion, a 34% increase from the previous year, so it’s not like they are impoverished. 

Incumbents, Insurgents, Big Tech and Startups—So What?  
Let’s land the plane here. There is no more incumbent-dominated industry than healthcare (ok, maybe Big Tech). There 
is no more oligopolistic sector than healthcare (um…ok again…maybe Big Tech). Juxtaposing the two sectors is 
revealing. One seized this emerging new tech with vigor, appropriated its power, dispersed it into its pre-existing 
structural advantages (array of products, distribution, credibility, regulatory navigation, etc.), and has propelled itself into 
nation-state size (the Mag7 plus three has a market cap bigger than the GDP of China). The other (healthcare) has been 
tentative, assuming a ‘watchful waiting’ posture, and has internalized all-too-well some of the past (inapplicable) lessons 
of history—that they can wait out this tech phase shift. 

The correct posture, in my view, for healthcare CEO’s is to mobilize, and fast. Meet with the frontier AI labs. Read 
voraciously on what’s happening with the direction of the technology. Talk to CEO peers in other industries that have 
moved more quickly. Meet widely with innovative startups. And invest in those startups. 

Remember Satya’s prescience in putting $1b into OpenAI in 2019–that was a masterstroke. It encapsulates the idea that 
innovation, self-disruption, and fast-moving agility aren’t necessarily characteristics synonymous with size and scale. 
Healthcare incumbents would do well to build a culture of partnership with startups, especially as we move to agentic AI. 
Step into the stream, meet with category-creating AI companies, work with preeminent capital allocator partners 
(VC/PE) to identify the innovators and winners. Culturally, think about it as speedboats surrounding the core battleship, 
darting around with speed and agility, prototyping new AI technologies, business models and processes, ‘failing fast,’ and 
driving innovation into the core enterprise – all the while compounding in value (which will benefit the incumbent as a 
minority equity holder, with optionality for acquisition as appropriate).  

The selection of these speedboats will emanate directly from the strategic priorities of the incumbent (listed later in this 
essay); indeed, advancing the overall core enterprise strategy will be a precondition for investment. Instead of trawling 
the market for best-in-category companies, some incumbents may choose to partner with select industry-leading 
venture capitalists who are expert in the identification of breakthrough companies and high-quality leadership teams. 
The fact is, the 150 CEOs I constantly reference each helm enterprises that are big enough and reputable enough to 
market-make winners by providing access to their distribution network. 

Optimizing Strategic Ambidexterity—the Best of Big and Small  
Cutting across this essay is a recurrent theme of ambidexterity: preserving what is best and most powerful about 
incumbents’ size, scale, and operational/financial discipline, while at the same time catalyzing (and challenging) 
ourselves with an infusion of external, entrepreneurial innovation. 

I’ve noted some of the characteristics and strengths of Big Tech, as well as looked at the digital health ecosystem as a 
source for impending AI agentic disruption. The synthesis and fusion of these two camps is as follows: create a 
meritocracy of ideas and stimulate a sense of ‘constructive discomfort’ in your own bureaucracy. This will require a 
reformulated CorpDev approach (flowing directly from and in support of the redefined AI enterprise strategy), partnering 
with dominant incumbents in adjacent industries (e.g., Microsoft), and scanning the entrepreneurial community for 
breakthrough agentic AI innovations. All this thinking, plus the detailed additional internal/external developments 
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described below, have converged to make this the perfect moment for the 150 to take an additional step: Deploying a 
more aggressive and intentional capital allocation strategy – both as an LP in leading venture capital and private equity 
funds, as well as a direct investor in select companies – with an eye not just to securing market-leading returns, but 
vastly more important, to catalyzing our own innovation and growth agenda. 

Some incumbents are already directly investing in an array of market-leading venture capital and growth equity firms. 
The logic and justification for investing as an LP is compelling, for at least two reasons. First, the sheer proliferation of AI 
startups makes it smart to partner with an array of professionals – VCs who do nothing but source and evaluate 
hundreds of entrepreneurs and startup ventures. Let’s draft behind their work and benefit from their distillation. And 
second, intentionally spreading our capital over multiple players creates a strategic advantage, in that we will have 
access to a multitude of companies, in multiple portfolios. Keeping an eye on their deal flow and pipelines, listening for 
emerging trends and breakthrough technologies or capabilities, and maintaining a panopticon view of the digital health 
market will help keep us fresh and alert to disruptive market developments—to a far greater extent than we would be 
able to achieve with one homegrown team. 

The reality is that no Silicon Valley VC, no matter how well-capitalized or preeminent, can ‘market-make’ companies the 
way the 150 in healthcare can. With their unrivaled distribution network and industry-wide relationships, they have 
enormous (unrealized) potential to launch and ensure the success of healthcare AI startups through their commercial 
channels. At the same time, incumbents can singlehandedly vault the value of our equity positions overnight by 
announcing their adoption into their platform – and do so in enduring, sustainable ways by mentoring, supporting, and 
positioning the startups for long-term success. 

Create ‘Constructive Discomfort’ with Internal Bureaucracies  
Part of the motivation for this approach is to intentionally force our own internal bureaucracy to ‘compete’; we want to 
create ‘constructive discomfort’ and force our internal management teams to constantly raise their game. This is one of 
the tactics to deploy to disrupt our own complacency and bureaucracy, and force a relentless, meritocratic, constant 
evaluation of better alternatives. If we identify a company, technology, process, or entrepreneurial leadership team that 
does something better than we do, we ought to embrace this and either force our internal team to increase its 
competency and performance or replace it with the superior offering. This will force a profound and consequential 
culture shift in the enterprise, with far-reaching implications. As an example, we should make this evolutionary process 
non-punitive for our existing management; our KPIs and evaluative criteria should incentive them to constantly look for 
superior ideas and processes; not incentivize them to be territorial and protectionist. More on this later. 

There are few, internally or externally, who would call the 150 a set of entrepreneurial companies. This has not 
traditionally been our strength. And most of the 150 haven’t been overly hospitable places for entrepreneurs and 
founders – these ‘move fast and break things’ personalities are much more attracted toward founding their own 
startups, or joining fast-growth, agile, unstructured operations. Healthcare hasn’t traditionally availed itself of this 
community – most of the acquisitions we’ve done in the past several years are of more mature, accretive, add-on 
companies – less so for startups and entrepreneurial ventures. Part of the benefit of the strategy I am recommending is 
to access this elusive talent pool of engineers, programmers, technologists, and iconoclasts who would conventionally 
avoid employment by a company of our size, complexity, and bureaucracy. 

For these AI startups, having access to a curated, supported, and expansive ecosystem – accelerates their go-to-
market and adds a layer of domain-specific intelligence to help them evolve a tight service-market-fit. The concentration 
we will create among top startups within our ecosystem will generate a synergistic effect – these players can learn from 
and push each other. This is immensely valuable to the pure play solution struggling to both discern an optimal point of 
market entry and determine how to maximize their value proposition in the overall healthcare industry. As these players 
refine their strategies and augment their value, the 150 will be the beneficiary as we deploy their solutions across our 
enterprise. 
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We Need to Embrace the Insurgents — Healthcare Cannot Self-
Disrupt  
Final note here. Healthcare’s impenetrability to outside innovation is lamentable. We need to make ourselves more 
accessible to these innovators. Channeling Vinod, seldom has an expert disrupted her own industry — experts and 
insiders know the litany of reasons the innovation shouldn’t work. They think empirically, historically, and extrapolate 
things forward linearly. We need analogic thinkers, iconoclasts, outsiders. They are the catalysts for true innovation.  

Experts don’t disrupt their own industry—the force has to come from the outside. One of the reasons Satya is so 
exceptional is his embrace of self-disruption. He did it famously once before when he championed cloud as the future of 
Microsoft — not Office. But he’s contradicting most of the history of innovation — most established leaders are too 
encumbered with their knowledge and hard-won expertise of ‘what has worked.’ They think empirically and 
longitudinally; they extrapolate forward; they know too many reasons why an iconoclastic idea won’t work.  

The resolution may be in this synergy between big and small, incumbent and insurgent. And GenAI brings this needed 
collaboration to the fore. 
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5 
 

GenAI, Productivity and GDP – 
Buckle up 
MIT Socialists vs. Silicon Valley Capitalists – Who’s right? 
Let’s move from retrospective historical musings and academic conceptual constructs to the here and now—and the 
disquiet this current, super-powerful tech shift is occasioning. I’ll dedicate this chapter to trying to discern if we’re in an AI 
bubble, how long it may take for the investments to generate commensurate revenue (let alone profits), and what the 
economic and social implications of what GenAI at maturity might look like. All of this is a prelude to taking a deep dive 
into US healthcare. But important to start at a higher altitude and look at this at an economy-wide level.  

I’ll start by acknowledging how divisive this question is. The current social dialog is filled with lots of warring, mutually 
contradictory estimates flying around regarding GenAI’s impact on GDP, the degree of economic and societal 
dislocation it will cause, and the timescale over which these changes will occur. These predictions aren’t just divergent, 
they are fundamentally orthogonal. It might be simplistic to paint this debate as black and white, but the degree of 
difference between the prognostications is so great that I’m going to have some fun and personify it: Vinod Khosla vs. 

Daron Acemoglu. 

Vinod, who’s been more prescient (and right) than just about any other technologist, talks about 80% of jobs dislocated 
and automated in the next 25 years. Daron Acemoglu of MIT—and a newly honored 2024 Nobel Laureate in 
economics—predicts a modest 5% dislocation. His rationale? While 25% of jobs may be automatable by GenAI, only 
about 25% of those will be affected over the next decade. 

Of course, there’s a multiplicity of variables here—technology, regulation, sociology, etc.—but at the core of this 
divergence lies belief—or lack thereof—in the scaling hypothesis. Vinod, along with Sam, Elon, Satya, Sundar, and Zuck, 
all have religious conviction this will continue—and they (and their allies) are backing the hypothesis with serious 
capital—$1 trillion next year alone. Meanwhile, East Coast (and they do seem to congregate on the East Coast) 
professors are deprecating this strategy, principally by extrapolating past historical trends and empirical data forward. 
The problem is that this phase shift doesn’t resemble past paradigms. 

The question comes down to this: Do you believe the scaling hypothesis or not? And to answer that, we need to follow 
the OOMs (orders of magnitude…just making sure you read the earlier chapters!). By the way, Daron Acemoglu is a 
brilliant writer and magisterial thinker; his book “Power and Progress” is a must-read—it’s just that all his conclusions are 
socialist and wrong. But I digress. 

Navigating the AI ‘Air Pocket’: Overinvestment or Infrastructure? 
So, who’s right—Vinod or Daron? I’ll stipulate that yes, we’re in what Brad Gerstner characterizes as an ‘AI air pocket’—a 
period of frenetic overcapitalization and over-industrialization, with its soon-to-come concomitant—capital incineration. I 
mentioned the $1 trillion on AI infrastructure next year. The hyperscalers alone in 2024 have spent $255 billion on 
CapEx—data centers, NVIDIA H100s and B100s, and even nuclear power (e.g., Microsoft resurrecting Three Mile Island, 
etc.). The air pocket is the distance between CapEx invested and revenues coming out the other end of the pipe. And that 
is where the current asymmetry lies. Perhaps—if we’re lucky—we’ll hit $100 billion in incremental AI revenue in the next 
year or two, though even that might be a generous assumption. 

David Cahn of Sequoia trenchantly called this AI’s $600 Billion Question. He estimated Nvidia’s 2024 run-rate revenue 
forecast and multiplied it by 2x to reflect the total cost of AI data centers (GPUs comprising half the total cost of 
ownership, the other half including buildings, power, etc.) to hit $300b expenditure. Then he multiplied it by 2x again to 

When the train of history hits a curve, the 
intellectuals fall off 

Karl Marx, 1870 
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reflect a 50% gross margin requirement for the end-user of GPU (whoever is buying AI compute from the hyperscalers, 
who also need to make a margin as well). So where will this $600 billion revenue come from, and how soon? 

Almost no one is forecasting that kind of AI revenue imminently. Even the behemoth Microsoft is ascribing only 
$10 billion annual revenue these days to its AI investments. Extrapolating out a number 60x this is wildly premature and 
won’t materialize in the next year or two. But investment continues apace, with NVIDIA briefly becoming the most 
valuable company in the world (toggling back and forth with Apple of late); with Microsoft, Apple, and NVIDIA all cresting 
the Olympian $3 trillion market cap level (and each likely to top $4 trillion in the coming months before the euphoria 
ends); with the Magnificent Seven pushing the S&P 500 and NASDAQ to 56 all-time highs in 2024; and Buffett (the 
oracle) warning that stock market capitalization at 2x GDP (a level we’re at now) is the precursor to a major correction, 
one would think this air pocket is approaching ineluctably. Sure, the Fed wields an outsized cudgel, and monetary policy 
can prolong the levitation (a full 100bps of fed funds rate reduction in 2024), but eventually, the air pocket will empty. 

But given the GPT (general-purpose technology) nature of this moment, the air pocket will amount to a pause. The 
upward march will resume as GenAI diffuses across economies and its ability to augment productivity grows. I’m voting 
100% with Vinod on this one (and I think you should, too). Read on. 

Beyond Revenue: Measuring GenAI’s Return on Invested Capital 
(ROIC) 
It is also worth pointing out a hole in Cahn’s (otherwise incisive) article: Revenue is too narrow and rudimentary a 
measurement of GenAI impact—more impactful will be the ‘counterfactual’ of how many people were not hired because 
of GenAI-stimulated productivity. I noted above that Jensen Huang, in a recent interview, said he expected to increase 
Nvidia’s revenues by ‘2-3 times’ but would only add 25% to staffing. Satya talks about lowering total employee costs, but 
‘per capita’ employee costs rising (fewer but better-compensated workers). He also has introduced one of my favorite 
new metrics—GPUs per researcher (having bought 485,000 H100s in 2024 alone, he’s justified in showing off his new 
metric). 

Bottom line, it is possible for this simultaneously to be a speculative bubble, with lots of attendant capital incineration, 
and also a prudent infrastructure investment. Eventually, we will grow into the capacity we’re building. Accelerated 
compute GPUs used today to pre-train models will tomorrow be used for inference. ROIC for hyperscalers continues to 
be robust. And as extraordinary as this period is, perhaps it isn’t entirely without precedent: useful to remember that 
80% of the broadband built between 2001 and 2005 was unused until 2020—when internet use jumped 300-fold. 

Back to the History Books: The Overbuilding Phenomenon 
It isn’t just Internet-era precedent that offers an instructive example. Looking over a longer historical arc, overbuilding 
followed by a correction has been a hallmark of every tech phase shift since the Industrial Revolution. From the 1929 
crash to the dot-com bubble of 2000 and the COVID-era tech surge of 2020, crashes metronomically follow 
breakthroughs. It’s a necessary, even unavoidable stage, and this time will be no different. Just like with steam power, 
electricity, or the transistor, the inventors and early applicators only had a vague idea of its ultimate uses—and we’re in 
that exact same liminal moment with GenAI. 

Wise to remember that less than 1% of the total market cap of Internet-related companies in 2024 originated during the 
first two years of the Internet gold rush of the 1990s—and today, the internet has fundamentally reshaped all aspects of 
our society and economy. What is occurring now is more of a timing mismatch, a question of the slow pace of societal 
and economic absorption, than an indictment of the technology itself. The hyperscalers can afford it, and honestly, what 
other options do they have? Share repurchases and dividends? Boring. This is so much more fun. 

But I do acknowledge a little cognitive dissonance here. Is it possible for this moment to be simultaneously one of over-
investment, over-financialization, inevitable capital incineration, speculation, an AI bubble—and at the same time, all of it 
is ultimately justified as infrastructure build-out for the most important tech phase shift in history? Yes. And further, 
taking the expenditure and investment at the aggregate level ($1 trillion in 2025) belies the fact that not all CapEx is 
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created equal. We will start to see a lot of stratification in terms of who is investing in what aspects of this phase shift—
eventually we’ll see performance dispersion, and a small group of winners. And if this does come to pass, expect to have 
an impact and transformation at a society- and economy-altering level of scale. 

GenAI could spur the Greatest Productivity Surge in History  
I’m trying (and failing) to use temperate language here. I’ll qualify this section by underscoring the massively provisional 
nature of these predictions. So much is assumed in terms of continued scaling laws, societal and economic deployment, 
impotence of regulatory capture, etc. But … if the direction of travel is maintained, GenAI is indeed positioned to mark the 
greatest upward movement in productivity in history. This $1 trillion investment next year will be handsomely rewarded 
indeed. McKinsey estimates that GenAI will boost global GDP by $4 trillion (equivalent to Germany’s GDP) a year by 
2030. Including non-generative AI and other automation, McKinsey tallies another $11 trillion (closer to the GDP of 
China) in additional projected annual global impact. 

Goldman Sachs is no less restrained in its optimism, projecting a 1.5% – 2.9% annual boost in US productivity in the 
coming years. If that proves correct, this will double or even triple the average productivity growth we’ve seen during the 
past 20 years (1.8% jumping to as much as 4.7%). The consequences of this kind of leap will create enormous wealth 
transfers and could consequently reshape the global balance of power. For advanced Western economies like the US, 
which have struggled with sclerotic productivity growth (U.S. labor productivity has been stagnant for a generation, 
compressing from 1.7% in the early 2000s to 0.5% in the years between the GFC (2008–09) and the pandemic (2020)), 
this could be the long-awaited stimulus to reignite post-WWII growth rates. While past GPTs took time to diffuse across 
the economy—40 years for electricity to show up in national productivity data (1881–1920), and 30 years for the 
microprocessor—consistent with the theme across this paper, GenAI will propagate at least 10x faster. 

Already, the divergence between the US economy and the sclerotic European bloc is showing. US GDP grew 2.7% in Q3 
2024, almost 3x faster than each of the next six largest advanced economies (including China). Disproportionately, this 
is because of productivity jumps—2% in Q3 2024, after an average of 2.7% in each of the preceding four quarters. 
Another juxtaposition is more macro. No EU company worth more than $100 billion was founded in the past 50 years, 
whereas all six of the US companies worth more than $1 trillion were. These companies are rapid adopters and 
deployers of technology and are already harnessing early primitive applications of GenAI. The surprise is that the 
productivity boost seems to be showing up in the national data sooner than expected. Again, we see the recurring 
theme of America innovates, Europe regulates (and later I’ll add the corollary to this: China appropriates). 

Redefining the Economy and GDP  
The very definition of the economy and GDP will have to evolve as well. Today, GDP is defined as total economic 
production divided by population. If productivity surges as much as we’re speculating, and if the progress of humanoid, 
bipedal robots proliferates as much as Elon and Vinod are projecting (a bit treacherous to mention these two in the 
same sentence, given their mutual antipathy of late, but here’s at least one area they agree), then the very ways we 
conceptualize ideas like GDP and indeed the economy itself become obsolete. After all, if we have a billion bipedal 
robots doing human work that is dangerous, dirty, or boring—and technologically substituting for a lot of otherwise 
human labor—how do we measure per capita GDP? Traditional economic metrics may fail to capture the real output 
and well-being in such a transformed society. 

The real-world implications of this kind of productivity and GDP surge are huge. Hypothetically, increasing GDP growth 
from 2% to 5% a year implies that per capita GDP in 50 years hits $1 million. And for those armchair economists out there 
(like me) who begin to speculate on how little $1 million will actually buy in 50 years because of purchasing power 
erosion by inflation, consider that this AI-fueled period will be massively deflationary. Goods and services will become 
much cheaper because of productivity increases, the deployment of humanoid, bipedal robotics supplanting expensive 
human laborers, and a diffusion of digital services. Furthermore, advances in technology tend to drive down costs, 
making high-quality goods and services accessible to a broader population. 
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But Not Without Unprecedented Dislocation and Wealth 
Redistribution  
But this Utopia doesn’t come without massive disruption of both the economic and cultural varieties. The possibility that 
GenAI could automate portions of between 30% and 80% of current jobs (again, depending on which analysis is most 
persuasive to you) with massive amplification of wealth inequality, brings with it enormous hardship and instability. Past 
tech dislocations took generations to unfold. In the US, we went from 40% of the economy employed in agriculture in 
1900 to 4% in 1950. It was dramatic, but we had half a century to adjust and adapt. 

As LLMs advance in proficiency and robotic automation strides relentlessly forward, we are likely to see the dislocation 
go from “bits to atoms”—with the automation of human physical labor obsoleting the need for boring, dangerous, and 
repetitive work (e.g., factory work, construction, maintenance), and gradually encompassing more cognitive and 
specialized spheres such as surgery. It isn’t far-fetched to imagine a domain-specific LLM encompassing the sum total 
of human medical knowledge—a super-intelligent, curated, synthesized, real-time distributor of all biomedical, clinical, 
pharmacologic, genomic, proteomic, and metabolomic data and advice to human and machine caregivers (check out 
Chapter 12). This, combined with advances in autonomous robotic surgery (already incipient today), will have far-
reaching implications for medicine. 

The worker dislocation caused by GenAI will mirror the disappearance of agricultural jobs in the US—just a lot faster 
than 50 years. Will society be ready? The speed of this transformation could outpace our ability to adapt, leading to 
significant social upheaval if not managed properly. 

Golden Age or Gilded Age?  
Lots of intemperate language on this topic too of late: Will the advent of AGI usher in some utopian society? A post-
scarcity, abundant society where work is not an existential imperative, where the subsistence and hardscrabble fight for 
survival gives way, and work becomes a hobby or avocation? Interesting that the main protagonists in this AI play (Sam, 
Vinod, Dario, Elon) tend to spend a lot of time opining on this. 

The cynics and detractors insinuate these AI pioneers emphasize the threats to humanity to distract from the clear and 
present “merely catastrophic” harms of disinformation, misinformation, deepfakes, etc.—to set everyone’s eyes on some 
halcyon (or apocalyptic) future. Even John Maynard Keynes, in his seminal 1930 essay “Economic Possibilities for Our 
Grandchildren,” speculated that by 2030, we would have so much mechanization that we would have an abundant 
society, one in which he encouraged us to allocate 15 hours a week for work, just for the spiritual fulfillment of it. 

I do think that as the productivity transformations diffuse across society, and as we see a remorseless march to 
substitute technology for labor, and as we advance toward humanoid, bipedal robotics with multimodal LLMs and other 
embodied AI, we will see widespread economic dislocation— a major exacerbation of wealth inequality. We will see the 
minting of dozens of centi-billionaires (and perhaps the first trillionaire—Elon). We will also see widespread technological 
unemployment. At this point, it will become a societal question of redistribution. Society will have to decide how much we 
reallocate from the haves to the have-nots. 

The timing of this is paramount. Move too slow, and we risk deep societal resentments, divisions, and perhaps even 
insurrection. Society has never faced a tech paradigm moving as fast as this one. It isn’t at all clear how prepared we are. 
A Gilded Age will magnify societal and economic inequalities. A Golden Age will be more democratized, with benefits 
diffused more pervasively. 

Wise to remember that freedom and equality are orthogonal—if you prioritize the former, the latter falls apart. If you 
mandate equity, freedom is curtailed. Past economic shifts have magnified inequity. The top 1% of the US today 
captures 19% of all pre-tax national income. The top decile holds 47%. This has increased from 11% and 35%, 
respectively, over the past two generations. GenAI will be an amplification of this trend—at least until society intervenes 
to redistribute. 
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The challenge lies in steering this technological revolution toward a Golden Age rather than a Gilded One. Policymakers, 
technologists, and society at large must collaborate to ensure that the benefits of GenAI are broadly shared. This could 
involve rethinking education, social safety nets, and perhaps even our fundamental economic structures. Otherwise, we 
risk exacerbating existing inequalities to a breaking point—think January 6, but on a massively expanded scale. 
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6 
 

Why US Healthcare has the 
Greatest ‘Surface Area Exposure’ 
to GenAI Disruption 
The US Healthcare Colossus and the Productivity Dilemma 
To my healthcare readership, you made it! Thanks for persevering (took a mere 30,000 words to get here). Now, let’s 
turn to the “so what?” — how might GenAI rip through our healthcare industry? First, consider the colossal size of US 
healthcare. With $4.9 trillion in revenue, consuming 17.3% of GDP, and employing 21.7 million Americans, it is the second 
largest industrial sector (after combined federal, state, and municipal government). It is the biggest, most regulated, most 
monolithic sector in the U.S. economy. 

More problematic, it remains notoriously impervious to productivity improvements: It is the only major US industrial 
vertical with negative productivity growth over the past generation. Between 2001 and 2016, healthcare delivery 
contributed 9% of the $8.1 trillion ($4.2 trillion in real terms) growth in the US economy but accounted for a 
disproportionate 29% of the 14.4 million net new jobs (McKinsey). Healthcare’s reflexive tendency is to employ more 
people — adding over 4 million new workers over the past 20 years, including 850,000 (a 3.9% increase) in 2023 alone 
— superimposed on an inefficient, administratively intensive set of processes. American healthcare, in short, has been 

a story of job creation and insourcing non-core capabilities, not of tech-enabled labor productivity advances — the 

anthesis of the exponential advances described in the first chapters of this essay.  

This is our insoluble dilemma (at least to date) and a significant reason healthcare costs have become a runaway freight 
train in the United States — rising from $353 per person in 1970 ($2,400 inflation-adjusted) to over $14,000 today. And 
it’s only getting more expensive: Employers and employees now pay $25,000 annually for coverage; costs inexorably go 
up (2025’s estimated 8-9% price increase is the highest since the Global Financial Crisis); and the industry’s divergence 
from the broader disinflationary trend in the economy widens. On a macroeconomic level, inflation in the broader US 
economy has been tamed to 2.4% (via a medicinal dosage of austerity and sustained high-interest rates, at least until 
2025 fiscal profligacy restarts unless Elon and Vivek succeed) in every sector except healthcare. On a microeconomic 
level, the personal toll of high healthcare costs are oppressively and unconscionably high. The Kaiser Family Foundation 
(KFF) reports that the average employer premium payment has risen to $25,000 per employee, and employees, by 
some credible measures, spend 30% of their income on healthcare (premiums, out-of-pocket expenses, co-pays). The 
consequence? One in three adult Americans is submerged in medical debt — a staggering $220 billion in total. 

Viewed over the past generation, we are unambiguously getting less for our purchasing power. In contrast to other 
industries (e.g., tech), which have been the beneficiary of exponential increases in purchasing efficiency, healthcare has 
retrograded. In 2022, $1 bought 50,000 times as much compute as in 2000, inflation adjusted. Healthcare? $1 in 2022 
could buy only 81 cents of a healthcare unit it could in 2000 (Kurzweil). 

When we contrast US healthcare with other OECD countries, who nationally spend an average of 50% less than the US 
(with far less inequality and variance in access and outcomes) we find some bitter, uncomfortable but instructive truths. 
The discrepancy in performance is largely attributable to higher prices, which are inextricably linked to higher 
compensation. We compensate our doctors 2.6 times higher than other OECD countries, our nurses 1.6 times higher, 
and our staffing ratios are cumulatively higher as well. This is not about over-utilization, intensity of utilization, or expenses 
associated with superior technologies. It is about prices and costs. And disproportionately, those costs come from 
salaries multiplied by the number of employees. Therefore, the inflation we lament in healthcare is inextricably tied to its 
human intensity. 

US Healthcare is the tapeworm of 
American economic competitiveness. 

Warren Buffett, 2017 



44 

 

 
© 2024 TowerBrook 
The GenAI Juggernaut: US Healthcare is not Prepared 

Enter GenAI 
A consistent theme in this paper is the impending decoupling between productivity gains and compensation — the 
former will increase sharply, and the latter will increase by smaller, incommensurate percentages or decrease altogether 
(I elaborate on this dynamic in the productivity chapter below, borrowing Larry Summers’ characterization of this 
phenomenon as the “great divergence”). The irreducible truth is that US healthcare is so expensive because of its labor 
dependency and the high compensation our workers receive. GenAI will potentially automate, eliminate, and augment 
many of the tasks provided by workers — and stimulate deflation (wages will decrease because demand for labor will 
decrease). This will happen in most industries with a predominant concentration of knowledge workers but will 
disproportionately impact US healthcare. Why? 

Three Reasons Healthcare Has the Greatest Surface Area 
Exposure to GenAI 

Labor Addiction 

Healthcare, with its signature human-intensity/centricity — 21.7 million US employees, 14% of the US labor force, 45% of 
new job creation over the past decade — has the greatest susceptibility of any modern industry to disruption by GenAI. If 
this tech phase shift is singular in its potential to substitute technology for labor, then it stands to reason that the 
industry with the greatest labor dependency is most vulnerable to dislocation.  

Technology, deflationary (or at least disinflationary) in every other sector, accomplishes the opposite in US healthcare — 
we have historically superimposed technology atop human-centric processes, thereby creating even more Byzantine 
complexity and inefficiency. Look no further than the $50 billion in stimulus to create the modern, non-interoperable 
EHR thicket we have today.  

When you look across the economy, it’s not hard to imagine how this will play out in healthcare. In 2023, Big Tech — at 
arguably its most ascendant moment in history, when the Magnificent Seven (plus three) comprised more than $16 
trillion in market capitalization — laid off 262,000 employees (plus another 137,000 in layoffs in 2024 so far). Healthcare, 
in opposition, added 850,000 employees — a 3.9% increase to its 21.7 million employee base. 

The predominant input into US healthcare is non-tech-enabled labor employment. There’s been much handwringing 
about the impending shortage of 137,000 physicians by 2033 (something I disbelieve, by the way). And while there are 
1.8 million job openings in the industry annually, headlines in the US healthcare trade press sounded alarm bells over a 
slowdown in hiring when “only 30,000” new jobs were added in August 2024. 

In a tech phase shift, the industries (or countries) with the most onerous labor costs get disintermediated first. It is worth 
remembering that the Industrial Revolution originated in England precisely because of high labor costs. The same will be 
true of US healthcare: Where labor is costly or scarce, automation follows. We will see this fungibility between capital and 
labor in subsequent chapters. 

Impermeability to Past Tech Phase Shifts 

Healthcare has skipped (or waited out) every tech shift of the past generation. Enumerate them: Internet, Mobile, Social, 
Cloud, Blockchain, Big Data/Analytics, and Enterprise SaaS. Healthcare has largely ignored them all. When these 
technologies eventually penetrate (even a little), they are superimposed from the outside and widely resented (or 
sabotaged) by incumbents. Look no further than the EHRs — with $36 billion in incentives (bribes) from HITECH in 
2009 — the slowness of diffusion, the pitched battles and recriminations around interoperability, and the justly 
condemned two-three hours of “pajama time” physicians spend in the evening fighting with the EHRs. 

The healthcare incumbency has retreated behind its ramparts — hyper-regulated, litigious, and quick to demonize errors 
or mistakes. This industry has indeed been a laggard behind other industrial sectors in the deployment of new (non-
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medical) tech and has, therefore, missed the deflationary and productivity benefits (as evidenced by the unedifying 
macro numbers shared earlier). 

The explanations here are manifold. Some are noble, some ignoble. For example, consumer reticence and the 
disinclination of highly trained and highly compensated clinicians to embrace new tech. Then there’s the Kafkaesque 
regulatory framework coupled with incumbent domination leading to complacency. It’s hard for disrupters to penetrate 
our space, so we can move at our own speed. We also have too little standardization of administrative and clinical 
processes alike. And of course, the long history of physician autonomy creates an infertile ground for standardization, 
which is a prerequisite for pre-GenAI automations. 

Counterintuitively, the accumulated “tech debt” from skipping the enterprise SaaS generation may enable healthcare 
incumbents to move faster in adopting GenAI and NLP-fueled applications. There’s no expensive tech infrastructure to 
write off, nor is there ingrained training to undo. This opens up the possibility of leapfrogging a technological generation 
— going from fax to LLM-enabled agents and skipping interim SaaS automation products. Paradoxically, healthcare 
incumbents who waited out a tech generation may find themselves fortuitously unencumbered by now outdated and 
obsolete functional processes that must be unwound. 

Superabundance of Data 

There are 150 zettabytes of data in the world, careening toward 175 by 2025. One-third of it is in healthcare. Much of this 
is unstructured and proprietary — locked up behind the protective ramparts of healthcare incumbents. The average 
hospital produces 50 petabytes of data per year, which is twice the amount held by the Library of Congress. And 97% of 
this hospital data, pre-LLM, went unused. As a sector, the mix of EHRs, diagnostic results, genomic sequencing data, 
and wearables (to name a few) generate petabytes of data annually; estimates pin the growth rate of healthcare data at 
36% per year. 

So, if we have so much data and accumulate more of it every day, why aren’t we using it? It’s because most of it is messy 
and inaccessible. About 80% of this data is unstructured, like medical images, written text narratives such as clinical 
notes and discharge summaries, etc. The laborious process of organizing, labeling, sorting, and storing for machine 
readability made this a forbiddingly impractical exercise for most healthcare organizations. And to be fair to healthcare 
leaders and administrators, they focus on what they’re incentivized to do. CIOs can point to the protections and 
compliance around this data. But beyond that, the work to organize, structure, normalize, de-duplicate, tokenize, and 
query that data is all cost with an unclear benefit. Data storage costs are another real variable. Hence, healthcare sits on 
an ever-rising mountain of data that remains dormant, waiting to be activated. 

One of the superpowers of NLP (natural language processing) is its ability to assimilate, synthesize, and extract insights 
from unstructured data repositories. Yes, there is some vector enablement (we won’t go down the data engineering 
rabbit hole here) — but it is a simplified process that makes it possible to harness these vast repositories of semi- and 
unstructured healthcare data that previously sat orphaned and virtually unusable. I will have more details on this below in 
the chapter on “God-Models and Healthcare.” 

A Call to Co-Creation 
Healthcare — do not abdicate your co-creative responsibility in this tech phase shift. I’ll go further — I think it is a 
dangerous abdication of responsibility that healthcare hasn’t engaged more constructively with technologists to co-
create and co-design technologies that will be adopted and diffused in healthcare. Now, we are confronted with what is 
potentially the most powerful technology ever to impact healthcare: The multiplication of intelligence and the automation 
of much of what white-collar healthcare labor has traditionally been employed to do. And the 150 are so far sitting on the 
sidelines. 

Every time the 150 has sat impassively as tech has reshaped other industries and then belatedly adopted a watered-
down or emasculated version, we’ve regretted it. Electronic medical records are openly decried. Much of the labor-
saving tech that has revolutionized manufacturing and industries — think robotics in the automotive sector — has 
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glanced off healthcare. And what ultimately shows up is a weak, skeuomorphic tech that is safe but ineffectual. Example: 
EHR interfaces or medical training simulations. If healthcare continues its prideful disengagement, this one will not go 
well. Do we really want the techno-solutionists from Google building out the medical superintelligence? They will 
consciously and unconsciously embed their own ideas, prejudices, and narrative preferences into the model. 

Healthcare must co-design this, or we may be consigned to irrelevancy and perhaps eventual disintermediation. We 
cannot let the technologists prosecute this without the care, supervision, and co-creation of the leaders who have 
dedicated themselves to democratizing healthcare and serving their communities. 

Conclusion 
As GenAI accelerates the automation of knowledge work, the sheer scale and inefficiency of the US healthcare system 
combine to create a uniquely large “surface area” for disruptive transformation. High labor intensity, long-standing tech 
impermeability, and the treasure trove of unstructured data all but guarantee that healthcare will be among the first—
and most profoundly impacted—industries to feel the GenAI wave. Whether that impact yields a meaningful drop in 
costs and improvement in patient outcomes, or a chaotic scramble that leaves incumbents behind, depends on whether 
the sector chooses to co-create rather than passively absorb new technologies. The overriding imperative is clear: 
Healthcare leaders cannot wait for Big Tech or newly minted AI startups to design solutions in isolation. The industry 
must actively engage with GenAI, shape it to fit clinical realities, and ensure it is deployed ethically, effectively, and at 
scale. In so doing, US healthcare might finally break its historical pattern of skipping pivotal tech shifts—and transform 
from an intractable “tapeworm” of costs into a more efficient, technology-enabled collaborator in American economic 
growth. 
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7 
 

Healthcare’s labor addiction – 
cutting the Gordian Knot 
Removing 200-300 Basis Points from the U.S. Economy Allocated 
to Healthcare?  
 Let’s take a closer look into US healthcare’s debilitating labor dependency. I mentioned in the preceding chapter the 
sheer forbidding size of the US healthcare military-industrial complex; but at the same time, the (almost unchallenged) 
conventional wisdom holds that one-third of this $4.9 trillion sector is wasteful—a figure that predates foundation models 
and GenAI. As we begin enumerating the multiple categories of probable AI disruption in healthcare—administrative 

simplification, care augmentation, drug development and discovery, and consumer activation—it is no longer purely 

theoretical that a substantial percentage of GDP allocated to healthcare could be freed up. Quantifying the 
administrative bloat, inappropriate and unnecessary utilization, hyper-litigiousness, and exploitative, opaque pricing 
yields a theoretical elimination of about $1 trillion. 

I mentioned healthcare’s predilection to simply add employees. Let’s compare that with Big Tech, which is moving in the 
opposite direction, shedding employees while boosting productivity, earnings, and growth. Zuckerberg, as usual, was the 
instigator, announcing his “year of efficiency” in 2023 and culling Meta’s total employee base from 84,000 to 66,000, 
while simultaneously increasing market cap fivefold from $300 billion to $1.5 trillion—catapulting him to second-richest 
person in the world at $200b net worth (*depending on the day…Forbes updates these rankings daily so we can 
voyeuristically track which centibillionaire is on top).  

Healthcare, meanwhile, reflexively returns to its old solvent: more labor. We’ve seen this for 50 years—adding more 
people whenever confronted with a new business need. Given healthcare’s impermeability to tech phase shifts, it is 
simply more people layered on old processes and accumulated tech debt. The cycle repeats, creating sedimentary 
layers of employees and superannuated tech. Not great. 

Baumol’s Cost Disease 
Why is this labor dependency so intractable in healthcare? Let’s time travel to the 1960s and the economic theory that 
explains why the cost of services in healthcare is so entrenched and problematic. William Baumol, along with William 
Bowen, postulated that industries with slow productivity growth—like healthcare and the performing arts—experience 
inexorably rising costs without corresponding improvements in quality or output. Their value equation stagnates without 
productivity growth, yet they must compete for workers with sectors that do achieve higher productivity (and can afford 
higher wages). As wages rise across the economy, service sectors with minimal productivity gains must raise wages to 
compete, even though their production hasn’t improved. Hence the persistent rise in costs—projected at 8% in 2025 for 
healthcare, the fastest since the global financial crisis. 

Healthcare, unlike the arts (my other passion project; I’ve been chairman of The Washington National Opera for the past 
six years), has options. George Bernard Shaw once said, “The only thing more expensive than opera is war,” mainly 
because you cannot make an orchestra more “efficient.” You can’t have five violinists instead of ten or have them play 
twice as fast. Meanwhile, wages go nowhere but up. The same is decidedly not true in healthcare. The persistent labor 
shortages—including a projected 1.8 million job openings in healthcare in 2024, 45% of all estimated new jobs—will soon 
vaporize as GenAI begins to supplant human labor. 

It is difficult to get a man to understand 
something when his salary depends upon 
his not understanding it. 

Upton Sinclair, 1935 
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Healthcare Hasn’t Been Incentivized to Reduce Labor  
To date, recruiting endlessly, lobbying vociferously for regulatory relief or more generous reimbursement, and tolerating 
anemic operating margins cross-subsidized by portfolio income has been easier than improving efficiency. Healthcare is 
not a free market. There isn’t any exogenous force (like the quarterly interrogations of publicly traded Big Tech firms or 
Brad Gerstner’s open letter to Zuckerberg) pushing labor efficiency. And the performance shows. HCA, now a near-
$100 billion market cap juggernaut (depending on the day), spends 42% of net patient service revenue (NPSR) on 
salary, wages, and benefits. Not-for-profit health systems hover between 57% and 59%. The same holds for span of 
control: HCA from CEO to Environmental Services is something like 3.5 management layers; the average community 
health system has five; academic institutions, 6.5. As productivity trended negative—healthcare added $1.3 trillion in 
revenue and 4 million staff over the past generation—costs and salary, wages, and benefits all rose, affirming Baumol’s 
cost disease. 

Some of this is idiosyncratic to healthcare: high regulations, high capital requirements, poor interoperability, historical 
aversion to standardization, and the sacrosanct nature of physician autonomy. It has been tough to automate in prior 
tech eras, especially with the variation and inconsistency in processes. Part of this is the enshrinement of physician 
judgment and independence. But as we’ll see in the physician section, this is not an immovable object. Standardization 
leads to automation in past phase shifts, and that is less onerous in a post-GenAI world. 

From Keynes to Khosla—80% of 80% of Jobs May Be Automated  
Vinod Khosla wrote over a decade ago (pre-LLMs) that AI would inaugurate a period where “80% of 80%” of jobs—
including doctors, lawyers, consultants, accountants—would be automated. Kai-Fu Lee, a clever and indefatigable 
GenAI propagator in China, predicts 50% tech replacement for jobs by 2025. And perhaps the most prescient of all was 
John Maynard Keynes, who a century ago foresaw that within 100 years (2030), humanity would enter a halcyon era 
where work becomes optional. He proposed people work 15 hours a week “just for spiritual fulfillment,” though he 
worried about an existential crisis if humans no longer had to labor for subsistence. Keynes’s phrase, “technological 
unemployment,” is one we will become very familiar with. 

This then becomes a question of societal redistribution. Hence the talk around “UBI” (universal basic income) and 
whether it’s still just a quixotic hobbyhorse of the far left. Early results (including one commissioned by Sam Altman) are 
ambiguous about how people adapt to a guaranteed minimum income (GMI). If we achieve a post-scarcity society, it 
may not be a panacea. These issues are beyond the scope of this paper, but I worry we’re not ready for the speed of 
this transition, given how fundamentally our species is wired for scarcity, subsistence and competition. 

Saying the Quiet Part Aloud—GenAI Is About Eliminating Jobs in 
Healthcare  
There are plenty of comforting stories about GenAI as a “copilot,” not a cause of widespread job loss. This isn’t uniformly 
true across all sectors. Life sciences companies, for instance, will see breakthroughs in computational and synthetic 
biology augment their scientists. The cost transformation there won’t come through layoffs but through biomolecules 
discovered and designed by AI. The time and expense of getting a new drug to market (currently averaging a decade 
and $2 billion) could be cut significantly—one-third in time and up to 90% in costs. 

For payers, SG&A may drop 15–20%, MLR may drop 5–11%, and enrollment will be supercharged by AI-enabled hyper-
personalization, ranging 3–8%. At the providers—employing 7.2 million people and 300,000 hospital administrators—
technology will substitute for labor. Healthcare’s labor addiction is both its greatest challenge and opportunity. When the 
first incumbents adopt technology to replace labor and show savings in quarterly reports, the rest will follow. This won’t 
happen voluntarily in NFP healthcare, but when publicly traded companies demonstrate the return, NFPs will respond. 
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Zuckerberg’s “Year of Efficiency” is a Harbinger for Healthcare  
In all previous tech phase shifts, displaced jobs were often replaced by new ones. Indeed, 60% of current professions 
didn’t exist 80 years ago. But this phase shift is unprecedented: it automates knowledge work. As AI evolves, more jobs 
will be augmentable, automatable, or eliminable. 

Meta offers a useful illustration. When Zuckerberg proclaimed 2023 his “year of efficiency,” Meta had 86,482 
employees and $117 billion in revenue. It was slow and bureaucratic. By laying off 21,000 employees starting in 
November 2022, he brought headcount down to 66,000, and market cap soared, eventually quintupling to $1.5 trillion. 
Other hyperscalers followed suit. Amazon laid off 27,000, increased revenue from $469 billion to $570 billion, and 
boosted revenue per employee to $351,000. Microsoft laid off 10,000, grew from $168 billion to $232 billion in revenue, 
pushing revenue per employee to $930,000. Alphabet laid off 12,000, growing from $257 billion to $302 billion, with 
revenue per employee at $1.5 million. Apple, without layoffs, still rose from $365 billion to $383 billion in revenue, 
reaching $2.4 million in revenue per employee. 

The market-cap increases were just as dramatic: Amazon from $1.7 trillion in October 2021 to $2.2 trillion by November 
2024, Meta from $900 billion (dropping briefly to $300 billion) to $1.5 trillion, Microsoft from $2.3 trillion to $3.2 trillion, 
Alphabet from $1.9 trillion to $2.06 trillion, and Apple from $2.4 trillion to $3.56 trillion. This presages a period of hyper-
growth in productivity led by recursively self-improving AI. Healthcare, with the greatest surface area exposure, will not 
remain immune. 

Capital vs. Labor—Advantage Capital in a Post-GenAI World  
This is a centuries-old contest. Capital, in its many incarnations, has been ascendant since long before the Industrial 
Revolution. Landowners vs. serfs, aristocrats vs. peasants, business owners vs. workers. The 20th century saw some 
mitigation with unions and collective bargaining, but power has generally drifted back toward capital. Historically, two-
thirds of the spoils went to labor in salary and wages, and one-third to capital in rents and profits. This ratio proved so 
consistent that it lulled economists into a belief that it was an immutable economic law. Not anymore. Since 1960, labor’s 
share has eroded to 58% from 66%. Larry Summers calls this the “great divergence”—when productivity grows (1.8%) 
but wages don’t keep pace (0.5%), the gains accrue asymmetrically to capital. Past automations usually boosted 
knowledge workers’ wages, but GenAI is a massive accelerant in favor of capital. 

Cognition.ai’s “Devin” coding platform is a harbinger of this new dynamic: 17 employees serving (reputedly) hundreds of 
enterprise clients. As agentic AI solutions advance, substitution of technology for labor will spread, affecting an industry 
like healthcare that employs 450,000 administrators (a 3200% increase since 1970) and has perpetually stagnant 
productivity. This will define the era, driving widespread automation, augmentation, and job elimination. The result will be 
deflationary. 

Longshoremen, Boeing Machinists, The Screen Actors Guild, and … 
Nurses  
We can expect more acrimony as GenAI marches forward. We’ve seen preliminary signs: the Screen Actors Guild and 
Hollywood writers striking over AI’s incursions, longshoremen striking over gate and crane automation, and Boeing 
machinists striking over partially automated processes. In healthcare, tension lies with nurses, whose unions are 
increasingly militarized. The National Nurses United (NNU) and SEIU opposed hospital-at-home movements and even 
“virtual nursing,” ostensibly citing “quality issues,” though these moves also threaten their negotiating leverage. In 
November 2024, some nurses protested “algorithms,” even when the relevant pilot program had already been 
discontinued. HCA nurses claimed victory by getting “assurances” of AI non-deployment. This pattern of self-interested 
pushback will continue, especially as AI gets strong enough to eliminate roles in labor-intensive healthcare. 

Healthcare will move from labor-intensity to capital-intensity. Quality will improve; o1 reasoning for differential diagnosis 
can surpass humans. Costs will drop. Access will democratize, but disintermediation of specific constituencies is 
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inevitable. GenAI will destroy jobs and likely not replace them at the same volume. Yes, 60% of current occupations 
didn’t exist 80 years ago, but this new transformation is broader. Society is not prepared. 

Autonomous driving offers a parallel. The U.S. has 42,915 traffic fatalities annually, mostly from drunk driving, texting, and 
distracted driving. Autonomous vehicles eliminate these, but 8 million Americans rely on driving for income, and an entire 
infrastructure of gas stations, motels, and roadside stores would become obsolete. Benefits (safer roads, less pollution, 
more leisure time) are widely diffused, while harms (disemployment, lost revenue, stranded assets) are localized and 
acute. Similarly, in healthcare, it won’t be the technology that is the barrier, but rather the cultural and regulatory 
environment. Labor unions are already signaling a more belligerent posture, and that’s a harbinger of what’s to come. 

Disinflation—If Not Deflation—Is the Result  
If we can overcome stakeholder opposition, healthcare’s upward cost spiral will finally be arrested. If not, this year’s 
trends will persist, and 2024 will show the fastest growth in healthcare inflation since the global financial crisis, at around 
8%. U.S. employers spend $1.3 trillion annually on healthcare for their employees, making it the second-largest line item 
on their P&L after salaries, wages, and benefits. This is a geo-economic competitiveness issue for U.S. companies. If the 
above predictions hold, we will see not only disinflation but actual deflation. A back-of-the-envelope calculation: 55% of 
our $4.5 trillion spend on healthcare goes to labor; substituting one-third of that with agentic AI solutions yields about 
$825 billion, translating to roughly a 200-basis-point reduction in U.S. GDP allocated to healthcare. The difficult truth is 
that trimming healthcare’s share of GDP will largely come from labor reductions. 

Klarna’s Many Applicable Lessons for U.S. Healthcare  
Klarna is a Swedish fintech buy-now-pay-later (BNPL) VC-backed decacorn. Well, sort of. It suffered all the vicissitudes 
of a 2021-vintage sugar-high investment when its value peaked as high as $45.6 billion; That valuation fell to $6.7 billion 
after a 2023 raise led by Sequoia, SoftBank, and Silver Lake. I mention this valuation roller coaster ride because it may 
be a sign of things to come with U.S. healthcare. 

Klarna aligned with OpenAI early on. CEO and founder Sebastian Siemiatkowski led the charge. Lesson one for 
healthcare: CEOs must be the architects of transformation—no delegation. Klarna built atop OpenAI to mimic, then 
amplify, and ultimately eliminate the work of 700 customer service reps. Lesson two: They began at the lowest end of 
the business, targeting repetitive, encodable tasks in a non-core, lower-risk domain outsourced to a partner company. 
They automated a process with conversational AI and multimodal LLMs that listened to calls to resolve disputes, initially 
as a co-pilot that gathered meta-data to detect patterns. Klarna had been facing a 30-day backlog, which vanished in 
weeks. They replaced an antiquated IVR system—“Press 1 for this, press 2 for that”—with AI. Lesson three for 
healthcare: Use GenAI to leapfrog outmoded technology. 

Customer satisfaction remained stable or improved, so the Net Promoter Score did not deteriorate, but costs dropped 
significantly. Klarna’s disruption of its vendor’s 700 outsourced jobs saved around $40 million. The blast radius widened 
when publicly traded vendors lost more than $1 billion in market cap upon hearing the details. Customers loved it: wait 
times plummeted from 14 minutes to 2. Each person was served by a single bot, whereas humans were juggling multiple 
calls. 

Klarna carefully ‘lobotomized’ the AI to prevent hallucinations. Next came AI-driven marketing, with 80% of the copy 
composed by ChatGPT. Staff was cut in half. Then, translations into 20 languages eliminated another entire external 
team. Lesson four for healthcare: Start where tolerance for error is highest, gather experience, and move on to more 
complex domains as confidence grows. For instance, Klarna eventually applied AI to analyze unstructured employee 
feedback, diffusing ChatGPT usage to 90% of employees, and progressed to higher-consequence tasks like legal (86% 
of the work). 
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Implications for healthcare?  
Begin by automating non-core, repetitive tasks. Use AI to leapfrog legacy technology. Ensure patient satisfaction 
remains high, mitigate risk by controlling hallucinations, and proceed to more complex domains as organizational 
competence increases. This playbook, proven at Klarna, stands ready to transform healthcare—once we overcome its 
reflexive labor reliance and labyrinthine regulatory and cultural barriers. These are some of the lessons to be internalized 
by the leaders of the US healthcare establishment. Let’s turn to those folks now. 
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8 
 

Understanding the Illuminati – the 
US Healthcare Oligopoly of 150 
Healthcare comes down to the oligopoly of 150  
I admit this might sound like a paradox — I just wrote a (long) chapter discussing the size, heft, and impenetrability of this 
seemingly monolithic $4.9 trillion sector. And in the next breath, I’m telling you it is controlled by (okay, “guided by,” in 
case Lena Kahn is reading this in her retirement) a small coterie of 150-some leaders? Yes. And I’ll go further. 

If you want to understand US healthcare, I’d encourage you to start with the following: US healthcare is the most 
personality-driven, incumbent-dominated, oligopolistic, incrementalist, Hippocratic oath ‘first do no harm’ ethos-
governed (vs. Silicon Valley’s ‘move fast and break things’) industry in the US. It is a stunning concentration of control 
and personality domination, unmatched anywhere else in the U.S., with the possible exception of Big Tech (more on that 
below). I’ve already listed the protagonists in this little play, but as a reminder, they are: The 7 publicly traded managed 
care company CEOs comprising $1 trillion in market cap; The 33 BCBS CEOs guiding care for 119 million Americans; 
The top 100 health system CEOs representing $926 billion of the $1.6 trillion sector; The top 10 life sciences companies 
with an aggregated $4 trillion in market value; For fullness, I’ll honorarily include the CEOs of Epic and Cerner as well, 
given the EHR’s entrenchment; And some capital allocators across the PE and VC spectrum. These are the top 150 — 
the “Illuminati” who are gatekeepers to change and disruption in healthcare. 

There is a fun variety and heterogeneity of personality archetypes in this bunch — some altruists, some autocrats, some 
megalomaniacs, and some true servant-leaders. Some are guiding their organizations with self-sacrifice and deep, 
unaffected concern for their communities, especially the marginalized and disenfranchised. Some are serial acquirers 
and imperialists, loving to see their revenue denominator grow with every quarterly and annual earnings report. This is 
part of what I love about our industry: In no other sector of the economy can you have such a consequential influence 
just by talking to a handful of people. They exert an almost deterministic influence over the industry’s evolution, 
sometimes overtly but mostly quietly. Like many concentrated power bases, they prefer stability and incrementalism, 
using the instruments of regulation, advocacy, social convention, and capital deployment to shore up existing assets and 
advantages. 

The question is — is this tech moment so irresistible that the 150 will have to engage? And if they don’t, will we look 

back on them as the final example of an ancien régime that got swept away by a historical wave, ushering in a new 
generation of leaders? 

And the oligopoly is unhurried and unconcerned — and part of me 
doesn’t blame them 
Let’s start by trying to capture the zeitgeist among the 150. Having spent time on this topic with almost all of them over 
the past year (individually and collectively) — in immersive 1-1 conversations, CEO dinner group discussions specifically 
organized around AI and healthcare, and more board retreat keynotes than I can count — I’ve come to a somewhat 
disheartening conclusion. 

Most of the 150 are atmospherically cognizant of what is happening in San Francisco and have some conception of the 
monumental capital deployment underway. They have people like me evangelizing to them about the urgency, have 
enterprising subordinates discussing emerging applications they are deploying, and lots of board members asking 
questions and pontificating about what the CEO must do. But my overall assessment is that the oligopoly is not moving 

with alacrity and decision. I think this is most true of provider CEOs. Payers are a little more alert and engaged. The most 

Man cannot control the current of events. 
He can only float with them and steer. 

Otto von Bismarck, 1875 



53 

 

 
© 2024 TowerBrook 
The GenAI Juggernaut: US Healthcare is not Prepared 

evolved are the life sciences CEOs, whose industry is already getting upended (I’ll drill down on this in a chapter below 
on Life Sciences).  

But the predominant posture is one of watchful waiting, particularly surveilling peers to see who moves first — who will 
be the first CEO to jump out of the trench and into the demilitarized zone? —to see if they take the hill or are mowed 
down by enemy fire. It’s not obvious who the enemy is in this metaphor because there are many candidates: 
Competitors allocating capital differently; analysts scrutinizing every dollar of CapEx; Civic society surveilling healthcare 
big business for irresponsible algorithm use; Government regulators or progressive politicians looking to score election-
year points with constituents. There are lots of potential opponents and landmines everywhere. 

The point is that the healthcare incumbency has learned to react slowly to any oncoming stimulus. And more often than 
not, this reticence and circumspection has been rewarded. As noted above, every tech revolution has largely bounced 
off the perimeter of healthcare or was slowly assimilated into our institutions (Internet, mobile, social, cloud, blockchain, 
enterprise SaaS, etc.). Inertia is deeply institutionalized. The industry’s convention is to move slowly, avoid any regulatory 
or public policy backlash, wait for other industries to experiment and prototype, and then, with deliberation, adopt 
external technology. Is this the prudent posture in the face of GenAI? 

Epic as one of the few contradictory examples in healthcare  
Permit one digression. Of course, there are exceptions to the general rule of healthcare incumbents who are slow off 
the draw with GenAI. The most obvious counterfactual is Judy Faulkner and Epic. This is a quintessential example of 
how an incumbent can commandeer the momentum from an oncoming technological paradigm shift. 

I would go so far as to compare Judy to Satya in each CEO’s deep appreciation of the profundity and consequence of 
the tech shift and the acumen she and her outstanding number two, Sumit Rana have shown in mobilizing. Their data 
aggregation service, aptly named “Cosmos,” has assimilated longitudinal data covering 270 million lives. They have 
deployed 65 GenAI applications. They have also aligned with impressive upstart AI companies like Abridge (although 
we’ll see the fast commodification in some of these companies below). 

Regardless, Epic understands its centrality in the industry and its market-making capabilities. I’ll have more say on this 
below. But for now, it suffices to say that Epic is the canonical example — one of the only ones in healthcare — to 
respond adroitly to the GenAI phase shift. And because of their first-mover decisiveness, they added 83 hospitals to 
their network in 2022 an additional 14,300 hospital beds, and now cover 36% of acute care US hospitals. And yes, 
Oracle has hit half-trillion-dollar market cap status, on the strength of its cloud business and certainly not because of 
Cerner. The other 149 CEOs in our cohort should be watching what Judy is doing. 

So, if the oligopoly isn’t going to be a first mover, who will be? 
Incumbents in healthcare — our designated 150 — will not move with volition on this. They will not be a voluntary first 
mover — the gestalt is against this, and it would be countercultural, if not revolutionary, to overcome this conditioned 
response. Of course, there will be contradictions to this — I see a few health systems and payers mobilizing (See the 
chapter on “What To Do” below), and without argument, life sciences companies are scrambling to deploy solutions in 
computational and synthetic biology, and biomolecular drug design (See chapter on Pharma below). But outside of 
these rare examples, who will move first? The ones who own the assets. The ones with control. The ones with 
ownership and situational awareness. 

Think of certain PE-owned companies that own the means of production and can move decisively. TowerBrook has 
several such companies in our portfolio. Without the distractions and vicissitudes that come with being a publicly-traded 
company, these focused CEOs can mobilize with speed and decision to embed AI solutions that improve productivity by 
a step-function, and that augment, automate or eliminate a broad range of tasks (even occupations). The cost-to-serve 
will drop precipitously; operating and total margins for partner health systems and payers will grow; total cost of 
administration in healthcare will decline, creating a virtuous cycle. I expect incumbents will watch case studies like this 
closely. 
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AI agents and “Agentification” will be a major precipitating factor in 
getting incumbents to move 
What I mean by that is as AI systems become more omnicompetent, with more generalized capabilities, and as they 
move to agency — a state where an AI system can operate autonomously, with goal-directed behavior, decision-making, 
and adaptability — the reliance on human labor will commensurately decrease (See the chapter above on healthcare’s 
Labor addiction for more details. 

Incumbency is going to be tenuous in this new competitive environment until this happens. But as AI becomes 
competently agentic (to be clear, it is not competent right now, including the new Anthropic Claude 3.5 release — as 
impressive a first foray as that is), incumbency will be under siege. All those expensive, high-caliber employees attracted 
and retrained will become a liability. Small, agile, well-capitalized, and unsentimental startups with agentic AI will 
eventually cut slow-moving, bloated, high head-count enterprises to ribbons. Incumbents will have their reputation, 
credibility, mature products, and sales forces. Insurgents will have ideas and tech. The smartest incumbents will self-
disrupt with new tech or acqui-hire their would-be assailants.  

But as this paper argues ad nauseam, it is largely about the substitution of technology for labor that will define the next 
competitive chapter, creating massive free cash flows, and dramatically lowering the cost to serve. Much will be given to 
the market as consumer surplus, but much will be retained and reinvested into the business. The oligopoly will sit 
cautiously, timidly, and watch this play out. They will see the benefits accrue asymmetrically to some of their suppliers in 
revenue cycle, supply chain, IT&S — the non-clinical infrastructure they contract for — and will likely absorb the lessons 
through observation, not direct experience. 

As a concomitant, we will see a Golden Age of healthcare outsourcing brought about by adroit, fast-moving incumbents 
who weaponize GenAI to dramatically lower the cost to serve or from the forthcoming generation of “Agentic AI” 
startups who harness the emerging power of AI agents to fulfill non-clinical functions at a lower cost and are 
unencumbered by big labor forces.  

Healthcare and Big Tech are the two most personality-dominated 
industries in the US economy  
Just so I don’t make healthcare feel like a total outlier here regarding its idiosyncrasies, I’ll suggest an analogous 
dynamic in another industry — Big Tech. There are lots of parallels here, and I’ll indulge in this digression because what 
happened in Big Tech may be a precursor and harbinger for US healthcare — with some lessons we can learn. 

Both sectors are leviathans — US healthcare is at 17.3% of US GDP; Big Tech weighs in at 12%. Both are hyper-
concentrated in market share — earlier, I listed the dominance of the biggest payers, providers, and life sciences 
companies. The analogs on the tech side are even bigger, with international, not just domestic, hegemony: Meta has 3 
billion daily active users (almost half the planet); Google holds 93% of search; Apple has some 1.4 billion iPhones dotting 
the earth. Collectively, the Mag7 accounts for $12 trillion in market cap, equivalent to the GDP of China. 

But it is in their comparative personality domination that the two industries converge. Sure, Big Tech is peopled with 
global celebrities (or villains) — who earn first-name status like Elon, Zuck and Satya. Even Sundar, the least charismatic 
of the bunch, gets referred to by his first name. Now, unlike healthcare, you have a few other dimensions that entrench 
the personality domination even more — dual-class voting shares, super-voting rights, and the (re)ascendancy of 
“Founder mode” — Elon, Zuck, Larry Ellison, and the return of Sergey and Larry. 

The point is that never has there been more concentration of power and decision rights in the hands of so few. This isn’t 
a veiled leftist or socialist criticism here — while I’m not blind to the problems that have come with digitization, social, 
mobile, etc., especially around recommender engines that stimulate outrage and addiction (and by the way, they’re 
getting better — Meta in its Q3 2024 reported 6% and 8% growth in time spent on Instagram and Facebook, 
respectively) — overall, I think this group has done more to uplift and advance civilization than most. I’m a big believer 
that search has democratized information and knowledge, social media has brought the world closer, and while there 
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are unquestionable abuses, the good outweighs the bad. My point is that a small group of charismatic and visionary 
creators/leaders is shaping a hugely consequential part of the economy and society, and when one of them — Satya — 
chose to go all in on GenAI, it precipitated a mass mobilization in this sector that has been astonishing. And as I argued in 
Chapter 5, Big Tech – and specifically Satya – got this phase shift right, and didn’t succumb to the ‘innovator’s dilemma’ 
(and allow itself to get outcompeted by agile, iconoclastic startups. Instead, they appropriated (and acqui-hired) their 
insurgents and got stronger as a result (adding $8 trillion in combined Big Tech market cap since the launch of 
ChatGPT).  

The 150 – Transformational Vanguard or Ancien Regime?  
This is the crossroads question – will the 150 embrace the transformative power of GenAI and co-create and co-lead the 
transition, or will they cling to old paradigms and risk becoming relics of a bygone age? The example of Epic and the 
lessons from Big Tech suggest that bold action and visionary leadership can reshape entire sectors. It remains to be 
seen whether the healthcare Illuminati will seize this moment or watch from the sidelines as the future unfolds without 
them. 
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9 
 
 

Rx for Healthcare CEOs – 
Getting Tactical 
First Mover or Fast Follower? Why a 17th-Century French 
Philosopher May Have Something to Tell Us 
So many of the 150 leaders I talk to seem to be waiting for someone else to go first. No one wants to be the impetuous 
first mover in an industry that embodies what the Japanese call the tall poppy syndrome —the nail that sticks up gets 
hammered down. Isn’t it more sensible to be watchful and circumspect? Deploy capital slowly and revise strategy as we 
get more evidence, data, and perhaps even certainty? Wait for clarity on regulations and some of the swirling social 
questions of AI? These are the orthodoxies that have governed U.S. healthcare for generations. 

But throughout this paper, I’ve argued that passivity is a risky strategy, that events are unfolding fast — and that value 
asymmetrically accrues to incumbents in highly regulated and impenetrable industries that move decisively and quickly. 

Brad Gerstner, in a recent BG2 podcast (again, a must-listen), likened this state of affairs — the CEOs’ decision to 
believe or not — to Pascal’s Wager. I’ve shamelessly appropriated this. Blaise Pascal, a mathematician, physicist, 
philosopher, and overall polymath, pondered the rationality of a belief in an omnipotent God in a series of meditations 
published in 1657-58 entitled Pensées. On balance, he reasoned that pragmatism dictated belief: If one was right, you 
get eternal salvation; if wrong, eternal damnation. Easy wager in his book. 

The analog today is about this AI digital god the frontier labs are racing to build — the evidence is indeed mounting that 
we’re on a path to AGI, but the journey is marked with ambiguity and uncertainty on the timescale. If we’re right, and 
powerful AI (I’ll go with Dario Amodei’s more temperate language) is approaching, this will be the biggest disruption that 
healthcare and many other industries have ever experienced. I’ve enumerated many of the ways this will manifest. Thus, 
it is prudent and advisable for CEOs to prepare and invest accordingly. This sentiment is shared by the hyperscalers, 
with Larry and Sergey re-immersing themselves in Google, and Bezos now air-dropping back into Amazon, spending 
‘95% of his time’ there on AI.  

I’ve spilled a lot of ink in this essay arguing that powerful AI is indeed coming, and it would be pragmatic to wager on the 
side of yes, versus risking disruption and obsolescence by wagering no. Said differently, for healthcare it comes down to 
this: Do you believe the scaling hypothesis? Are you following the orders of magnitude? If yes, get educated fast and start 
deploying applications. If no, you’d better be sure you’re right. 

CEOs — Not CTOs or CIOs — Must Guide This  
“War is too important to be left to the generals.” Clemenceau was right in World War I, and the maxim is even more true 
for GenAI — healthcare CEOs cannot abdicate their responsibility on this one, like the previous tech phase shifts they’ve 
sat out. Healthcare has proven impenetrable to past tech disruptions — we have a cemetery stacked high with would-be 
insurgents trying to revolutionize our industry. But this one is ineluctable in my view. It must be architected by the CEOs, 
who will exercise their managerial prerogative and their managerial privilege to orient the organization on how they will 
harness GenAI — and avoid disintermediation or disruption from outsiders. This managerial privilege means the 
organization isn’t closed off, isolated, or in denial about this approaching juggernaut. 

This is especially true in healthcare, with its cult of personality. CTOs and CIOs have an understandable propensity to 
stick to the tactical: They deploy existing models and partner with application-layer providers for incremental gains. 
Given the general-purpose nature of this technology and its potential for widespread employment dislocation, CEOs 
need to set the tone for how the organization will confront this. They need to be conversant, get educated quickly, and 

It is not the strongest of the species that 
survives, nor the most intelligent, but the 
one most adaptable to change. 

Charles Darwin, 1859 
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begin to war-plan how this will affect their space. CEOs must step into the stream on this one — no abdication or 
delegation of this responsibility to subordinates. 

Two Possibilities of Disruption; First, Exogenous  
So, if healthcare has been impervious to tech shifts in the past, why should this time be any different? Two possibilities 
arise. First, exogenous disruption — the tech becomes so powerful in the hands of insurgents that incumbents finally get 
disrupted. The threat comes from without — either from hyperscalers and Big Tech leviathans with the CapEx of large 
sovereign countries, or an armada of inventive entrepreneurs and insurgents with the CapEx of small sovereign 
countries. (OpenAI just raised $6.6 billion in its last round.) Or a combination of both.  

One might be skeptical of the probability of outside disruption. After all, we have a “lost decade” if not longer of abortive 
or deaccessioned attempts by Big Tech to penetrate healthcare: Examples include the dissolution of Microsoft’s 
HealthVault, multiple iterations of Amazon Care, discontinuation of Google Health, for starters. And we can also point to 
the 13,000 digital health companies spawned during the hyper-liquid years of the pandemic. How many of these have 
graduated from “insurgent” to “incumbent”? Answer: None. So, one might be forgiven for declining to get super-
exercised about another external threat. Except — all the reasons articulated in the preceding 50 or so pages (yes I 
need an editor). One of the irreducible challenges, as noted earlier, is the ‘ownership’ of the patient – hard to dislodge 
that from payers who write the checks and providers who (justly) inspire deep allegiance from patients.  

I mentioned that the watershed moment will come in 2025, when GenAI capabilities evolve from reasoners to agents, as 
Sam Altman diagrammed in his path to AGI. We are now at the reasoners stage with the introduction of the o1 model 
(and theatrical preview of o3) evincing chain-of-thought reasoning and fixing the “mechanistic interpretability” problem 
(wherein we don’t understand the logic or reasoning sequence of the machine). As we move to agents which able to act 
semi-autonomously and move from language to action (forming and completing sub-goals to accomplish tasks) outside 
companies will be formidable indeed in healthcare. They will impact all areas of GenAI implication: Administrative 
simplification, care augmentation, synthetic and computational biology, and consumer empowerment. A brigade of new 
companies will emerge, unencumbered by legacy systems and human labor, weaponized with virtually unlimited agents 
that become the equivalent of “drop-in” remote employees. Incumbents beware. 

Second, Endogenous Disruption (The Prisoner’s Dilemma) — Who 
Is the Satya Nadella of Healthcare?  
The more probable scenario is disruption from within — at least until agents arrive. I’ve argued that healthcare, with its 
personality-driven and incumbent-dominated dynamics, is steered by individual CEOs. Most, in my assessment (I’m 
excluding life sciences companies, more on that in chapter 16), are circumspectly watching and waiting to see what their 
competitors and colleagues do. But one may break ranks and precipitate an entirely new arms race. 

To envision how this might play out, let’s take a quick detour to talk about Big Tech. Big Tech gives U.S. healthcare a run 
for its money in terms of concentration and CEO hegemony, with the prevalence of founders (Zuckerberg, the re-
emergence of Larry and Sergey, Larry Ellison, Elon Musk—whom I’ll honorarily include) — or “re-founders” like Satya. 
Plus, the super-voting shares of Zuck, Larry, Sergey, and Elon lead to asymmetric control over these sovereign-sized 
enterprises. 

Allow a short digression as I make a further comparison between healthcare and Big Tech: I don’t think I’ve yet noted the 
fascinating historical fact that this entire tech revolution was incubated at Google with the development of the 
transformer architecture and the 2017 paper “Attention Is All You Need.” In a classic example of the Innovator’s Dilemma 
in action, where the incumbent is reticent to cannibalize or endanger its profit sanctuary, Sundar sat on it. In this case, he 
was protecting what is arguably the greatest profit sanctuary in the history of free markets: The $200 billion annual 
windfall from search ads. 

So, it took a visionary like Satya — who I’ve argued elsewhere is the CEO of his generation — to break ranks, have the 
prescience and courage to deprioritize his own 1,500 AI researchers to place a $1 billion bet on OpenAI that has so far 
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produced a $1.5 trillion ROI (not bad) and precipitated the greatest industrial mobilization since World War II. In 2024 
alone, hyperscalers have spent close to $255 billion on CapEx. 

So my question is… who will be the equivalent in healthcare of Satya Nadella? Again, it will have to be a CEO who sets 

the strategy. This tech revolution has something of an autocratic nature, so it will be CEOs who must decide personally 
on the direction to go and then mobilize their organization. On the payer side, it will be the CEO who weaponizes GenAI 
to automate or eliminate SG&A tasks and lower costs by 15% to 20%, reduce MLR through applications I’ll highlight later 
by 5 to 11%; and juice enrollment by hyper-personalization and agentic conversational AI by 3% to 8%. (These numbers 
aren’t taken out of thin air; they come from McKinsey—which is sort of the same thing—but we’ll proceed). For 
providers, it will be about technology substitution for labor — moving from 59% of NPSR spent on labor (NFP average) 
to something closer to HCA’s 42%. For life sciences companies, the war is already underway in synthetic and 
computational biology. The starting gun was AlphaFold and AlphaFold2, which won Sir Demis Hassabis the Nobel Prize 
for Chemistry in October. But the question remains — which CEO in each category will mobilize first and achieve 
asymmetric benefit? 

Breaking Healthcare’s Consensus Culture — Who Will Defect?  
The 150 are predominantly consensus-driven. They’ve internalized the lessons of incumbency — ‘move slowly and break 
nothing’ (just inverting Zuck’s ‘move fast and break things’). React slowly to any oncoming stimulus. Set up shop on K 
Street in Washington DC, advocating and shaping the narrative while avoiding the unwanted attention that inflames 
populists and progressives. But this technology is too powerful to ignore: One or a small group of incumbents will have 
to break ranks. 

For providers, with their labor intensity (especially on the administrative side), it will be about substituting technology for 
labor. For payers, deploying algorithms to automate processes around SG&A, marketing, and, to a lagging extent, MLR 
mitigation. For life sciences companies, it’s about using vast compute to embrace synthetic and computational biology, 
running millions of simulations to accelerate drug discovery, design, and development. However, given the personality 
domination of this industry, it will come down to a few CEOs willing to bring this new chapter into existence. I ask again: 
Who will break ranks? 

Automate, Augment, or Eliminate — Task-by-Task Substitution of 
Technology for Labor  
I’ve argued that GenAI, when stripped of its mesmerizing “generative” elements (the instantly composed Shakespearean 
sonnet in rap form; the photorealistic painting created by typing in text instructions; the GitHub Copilot semi-
autonomously coding a new program, etc.), is about brute-force productivity augmentation. I’ve suggested some of the 
potential GDP-level and economy-wide implications of this in earlier chapters. 

But getting tactical, this is about surveying the current and emergent use cases from GenAI (ambient AI, summarization, 
documentation, coding, etc.) and extrapolating forward how this will automate, augment, or eliminate tasks within each 
healthcare organization. This applies to white-collar administrative labor (the 3,200% increase from 1970-2024, tallying 
now 450,000 U.S. healthcare administrators) and the non-clinical aspects of how clinicians spend their time (the 60-
70% of time spent pecking away at the keyboard for the EHR, hunting for DME, walking three miles per shift as a nurse, 
etc.). 

I won’t recapitulate (for the 10th time) the argument of how healthcare’s labor addiction necessitates this exercise of 
systematically going task by task, occupation by occupation, and answering the question of which are automatable, 
eliminable, or augmentable with GenAI. 
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Grow or Cull Staff — the Impending Dilemma 
Perhaps there is another mental model to consider. Since GenAI will enable enterprises to do the same work with less 
labor, the other possibility is to keep our existing labor ratios and grow. Grow into new geographies. Grow into new 
verticals or patient populations. Grow contiguously or non-contiguously. Just grow. This is the Darwinian ethos that 
governs most free-market competitive dynamics — but in the enveloped, protected, hyper-regulated healthcare 
markets, this has been muted. This kind of calculus will be a foreign experience for many NFP CEOs. Their FP 
counterparts are already openly discussing this. 

Jensen Huang, in an October interview with Brad Gerstner, said he would increase his revenue two to threefold but 
constrain employment growth to 25%. (Given his November 21st 2024 quarterly call reporting 94% YoY revenue 
growth, he’s on the right path.) Startup Cognition.ai is already exemplifying this, reputedly serving hundreds of enterprise 
clients with a microscopic number of employees (fewer than 100). Klarna, for reasons I covered in the previous chapter, 
increased its revenue by 27% in the first half of 2024 compared to the same period in 2023 while reducing full-time 
employees from 5,000 to 3,800 over the past year and plans to further reduce this number to 2,000 using AI 
technologies. Revenue per employee also rose from SEK 4 million ($393,000) to SEK 7 million ($689,000) over the last 
year. 

This will be Darwinian — the fittest, those who serve the same number with a fraction of staff, or those who retain staff 
and grow disproportionately — will be the ones who survive. For healthcare incumbents, the dimensions of this are 
becoming clearer. As noted, HCA — which is now a $110 billion market cap colossus — spends 44% of its net patient 
service revenue on salaries, wages, and benefits: HCA’s not-for-profit counterparts average between 57%-59%. HCA 
averages an 18%-20% EBITDA margin; NFPs hover above subsistence levels, between negative and positive 1% 
operating margins. 

For NFP health systems, staff attrition is imperative. Open requisitions must be paused, and all tasks audited and 
inventoried to determine which can be augmented, automated or eliminated with a focus on creating an investable 
margin to build out ambulatory and home capabilities and move into adjacent markets in an “asset-light” way.  

As mentioned, payers will have their own variation on this theme and will be under intense pressure to cut their SG&A, 
MLR while growing enrollment. For life science companies the race in synthetic and computational biology is already on 
to see who will be first to grow by launching AI-designed biomolecules and biologics thanks to simulations, parallelizing 
processes, and reducing the cost and time to develop and approve drugs significantly.  

The particulars are different, but the central animating theme is the same: Do the same with vastly fewer staff or grow 
disproportionately with the same number. 

Breaking the “Sacred Covenant” Between Healthcare 
Employer and Employee 
The “sacred covenant” between healthcare employer and employee must be broken. It’s an unwritten rule that only in 
the most exigent circumstances can NFP healthcare employers do a RIF (Reduction in Force). Given the Eds and Meds’ 
“anchor institution” status in the community, the (perennially controversial) tax exemption, and a century or more (in 
some institutional cases) of convention and precedent, layoffs in NFP healthcare are wrenching. 

Over the past generation of frenzied horizontal consolidation in healthcare, especially among hospitals (both contiguous 
and non-contiguous), RIFs — one of the primary economic justifications of mergers and acquisitions (eliminating 
duplicate roles and thereby augmenting efficiencies and free cash flow) — are effectively prohibited in NFP healthcare. 
Therefore, we see very modest cost savings and indeed a unique phenomenon which I’ve irreverently called “Noah’s 
Ark” — in which there are two of everything: Co-CEOs, two headquarters, two EHRs, etc. GenAI will inaugurate a very 
different period. No more expectation of lifetime employment. But at least for the next few years, there’s a 
compassionate, calculated way to do this: Attrition. 
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Attrition Is Your Friend —Migrating from NFP Averages to 
HCA’s Metrics  
CEOs — especially health system CEOs, who employ 7.2 million Americans — must embrace attrition as a good and 
salutary force. Stop celebrating how big you are — every time I see a CEO bio, in the first paragraph he (it’s usually a he 
— the she’s are too enlightened to do this) writes, “So-and-so is the CEO of XYZ health system, a multi-state enterprise 
with Y hospitals and Z tens of thousands (if not hundreds of thousands) of employees.” Stop! We must stop equating 
headcount size with self-importance. 

Health systems account for 6% (!) of U.S. GDP — or about $1.6 trillion. Roughly half of this is SWB — salaries, wages and 
benefits. Earlier, I pointed out that healthcare has seen negative productivity growth over the past generation. We 
reflexively add more people to our inefficient, non-tech-enabled processes and then superimpose tech on the broken 
process without fixing them, or understanding why they’re broken first: Lather, rinse, repeat. 

Attrition is the antidote, especially in non-clinical roles (and the administrative side of the clinical domain), while we 
systematically substitute GenAI applications for human labor. Attrition is an ephemeral thing — once the labor force 
figures out the inexorability of GenAI-induced “technological unemployment” (to borrow a Keynesian phrase from a 
century ago), attrition will dry up. But over the past five years, hospitals have turned over 106.6% of staff: RNs at 18.4%, 
PTs at 12.1%, med techs at 15.9%. Most of it — about 95% — has been voluntary. 

I’m not suggesting we channel Elon Musk and remove 80% of staff (or $2 trillion from government roles if Elon and 
Vivek are to be believed). But consider roles like legal, medical records, IT, data analysis, medical secretaries, and HR. If 
the average healthcare company sees 20.9% workforce turnover per year, with most of it voluntary, it implies 
mathematically that the entire workforce turns over about once every five years.  

Situationally aware CEOs will embrace this dynamic: Put a moratorium on new hires; Close open requisitions; inventory 
all tasks, jobs, and occupations to determine which will be automated, augmented, or eliminated by applying the current 
and emergent application layer of GenAI (documentation, translation, coding, ambient listening, etc.). Embracing attrition 
will be the first deployed strategy. 

One heuristic I use (alluded to earlier but bears repeating) is the comparison between HCA and NFP health systems. 
HCA, a nearly $100 billion market cap behemoth and arguably the most efficient health system in the country (this is not, 
of course, without controversy), spends 42% of its net patient service revenue (NPSR) on salaries, wages, and benefits. 
NFP health systems? Between 57-59%. This is, of course, pre-GenAI. 

First, you embrace attrition. Then, you deploy GenAI applications, systematically substituting technology for non-clinical 
labor. Along the way, you start moving down the cost curve from the NFP average, eventually approaching the HCA 
average.  

The same will happen with clinical employees but via de-bureaucratization of their non-clinical activities. The average 
physician spends 30% of her time on direct patient care. The balance is (mis)spent on administrivia: Fighting with payers 
on pre-authorizations and denials, battling the EHR on data entry (See: “Pajama time”), hunting for DME and 
pharmaceuticals, and so on. Mitigating these burdens will allow for panel expansion and augmentation, more 
unencumbered time with patients, turning back physician shortages, and perhaps amelioration of geographic 
maldistribution (by increasing productivity), reduction in physician burnout, etc. 

Moratorium on All New Hires and Automatic Closing of New 
Position Requisitions 
Sure, this is too sweeping a comment. But when CEOs (especially health system CEOs) ask, “How do I start?” and “How 
do I afford the investments?” there is one blindingly obvious approach: Start by embracing attrition. Impose a 

moratorium on new hires. Commission a task force to methodically go from task to task, occupation by occupation, and 
determine which non-clinical roles and activities can be automated, augmented, or eliminated by applying the current 
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and emergent application layer of GenAI. Then move on to the non-clinical activities of our doctors and nurses. (We’ll get 
to the clinical augmentation potential in subsequent chapters.)  

Given the mismatch between supply and demand (too little of the former and too much of the latter) in healthcare, we 
may need to temporarily add staff in certain domains. But a systematic analysis of white-collar labor within the hospital, 
and a deconstruction of the non-clinical (bureaucratic and administrative) tasks of clinicians, is the first step. Then, an 
organized study of the interrelationships here and the possible deployment of these GenAI-stimulated solutions is a 
rational process. 

Healthcare’s negative productivity and labor addiction must finally be broken. Not only will this create an investable 
margin and a “financial hydraulic” to fund the transition to this next post-GenAI paradigm, but it will also have a nice — 
and overdue — concomitant: It will take several hundred basis points off the percentage of U.S. GDP allocated to 
healthcare. 

Paradoxically, Foster a Culture of Psychological Safety  
There is something fascinating and perhaps unexpected about the early deployment of GenAI in professional spheres 
— it disproportionately benefits your frontline staff. If they believe that their reward for coming to you with a time- or 
labor-saving application of GenAI is that their pay will be docked or their job security endangered, of course, they will lie 
to you and do the experimentation in secret. 

But if you, as CEO, promulgate the use of ChatGPT — share stories of your own exploratory use cases — and 
incentivize the organization to innovate, you’ll not only find use cases you didn’t expect, but also provoke the teams in 
the organization to be more adaptable and willing to learn. That is, until the killer app comes. 

For Now, Democratize Experimentation — Until the Killer 
App Emerges 
The application layer in healthcare right now — summarization, documentation, coding, ambient listening, conversational 
AI —isn’t revolutionary. (I’m deliberately leaving out the clinical augmentation use cases for now. Full chapters on that 
ahead.) These first-generation applications, while not perhaps imagination-capturing, are far-reaching and enormously 
consequential in their task-based substitution of technology for labor implications. But CEOs are making the mistake of 
dismissing these early experiments and case studies as delegable to lower-level decision-makers. 

The reality is that right now, staff are practicing “BYOAI”— Bring Your Own AI — to work. Sixty-four percent of staff are 
passing off ChatGPT’s work as their own. They are innovating, experimenting, and playing with these technologies. As 
noted earlier, these techs disproportionately enable the neophytes, the tyros, the beginners — the bottom of the work 
hierarchy. It elevates the performance of the weakest and newest employees. And this is good. 

Organizations that are enlightened about this will encourage experimentation. Yes, circumscribe it and draw boundaries 
around it so it doesn’t exfiltrate proprietary information or company secrets or endanger consumers or patients. Setting 
these prudent guardrails isn’t hard. Set the terms and let your team experiment. Gamify it. Stimulate it. Reward it. 
Embrace the experimentation, but you must make it safe. 

If your most junior, and therefore most insecure, employees are fearful that any efficiency-saving tactics or ideas they 
bring forward may result in their termination, reduction in hours, or compensation — in short, if they are instigating their 
own termination — they will keep their clever and perhaps ingenious use cases private. They will use AI surreptitiously, 
and the organization will be poorer for it. 

But if the CEO can set the culture that we are going to embrace GenAI, seek to find improvements, learn together, and 
grow — serve a greater geography, patient base, number of enrollees, etc. —and reward people for increased 
productivity, there will be a less fearful, more open culture. This is not incongruent with embracing attrition and allowing 
the workforce to shrink in size. 
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Permit a small psychological digression — this is deeply countercultural in healthcare, not just for the altruistic mission 
but for a perhaps more ignoble, egoistic reason. Look at the first paragraph of almost every CEO’s biography on their 
website. Within a sentence or two, it will say, “So-and-so serves as the head of a $X billion, XX,000-strong workforce.” 
It’s a self-promotional, self-aggrandizing equating of size with significance. I say the following affectionately, but among 
the top 100 health systems, this behavior is more evident in 84 men and less so with the 16 women — I’ll leave that to the 
anthropologists and sociologists to disentangle. And while we’re at it, there seems to be an egoistic correlation between 
the size of the CEO’s photograph and how many times they use the pronoun “I.” But back to our story. 

The Killer App Hasn’t Revealed Itself — CEOs Are Lulled into a 
Dangerous Complacency 
I sometimes feel like I’m on an island when I talk to the 150 — here I am, evangelizing that this is the most powerful 
technology humanity has created, a multiplication of intelligence, a destroyer of white-collar jobs, with the greatest 
surface area exposure in healthcare … and I get blank stares. I think the disconnect is that those of us convinced of the 
implications here are “following the OOMs” (orders of magnitude) and perceiving the impact from the direction of travel. 
Many CEOs are looking at the current application layer and are … underwhelmed. They see the $1 trillion in projected 
CapEx over the next three years and the incommensurate $100 billion in projected revenue and wonder when the 
bubble will pop. 

This dissonance is causing a misalignment in view. The absence of the killer app — or even a commanding, impressive 
array of applications at this early point — is lulling CEOs into dangerous complacency. Every tech phase shift since the 
Industrial Revolution has had a killer app — the use case that is so compelling and undeniable that it forces a migration 
to the new platform. The “Rocket” steam engine in 1829. Carnegie’s Bessemer Steel in 1871. Ford’s Model T in 1908. 
More recently, the VisiCalc program made the Apple II’s future in 1979. Lotus 1-2-3 in 1983 did the same for the IBM PC. 
Microsoft’s Office platform did it in 1989. Facebook and Instagram and social media for the Internet in the early 2000s, 
etc. 

There will come certain killer apps for healthcare — personally, I think it will be the emergence of a “medical 
superintelligence.” And when it does, CEOs may need to reassert centralization and control over deployment, given the 
general-purpose power of these applications. But until then, democratization and decentralization are prudent. 

From De-skilling to Re-skilling to Non-skilling 
We’ve seen this before throughout history — every major tech phase shift (Earlier, I listed six major ones since the 
Industrial Revolution) involved widespread employment dislocation, but this was a protracted, slow process — years if 
not decades. And the phase shift invariably created more jobs than it destroyed (Remember, 60% of all occupations 
today didn’t exist 80 years ago). But I am positing that there is something idiosyncratic about this particular phase shift 
that will break this pattern — GenAI is threatening to automate wide swathes of knowledge work, without 
commensurate new job creation. 

Ray Kurzweil talks about “de-skilling” — how previous high-skilled artisans saw their work mechanized (The canonical 
example is the loom craftsmen who revolted and destroyed the mechanized looms in the Luddite uprising). The idea is 
that lower-cost, lower-skilled people are enabled by the new technology to replicate the work of higher-skilled, higher-
cost craftsmen. This is deflationary — costs go down, production goes up, and prices deflate. 

Kurzweil describes the next phase as “re-skilling” — vocational training to equip workers with instructions and 
competencies in operating the machines, repairing the machines, etc. In past tech irruptions, this was the pattern — 
there was some dislocation of workers, some eliminations of industries and infrastructures, but society benefits from the 
profusion of new and varied goods, with deflationary prices in those industries that are mechanized. 

But there’s a new coda with GenAI — the “non-skilling” — in which the work is simply automated away without 
commensurate new job or infrastructure creation. Because of the automation of knowledge work, this is a phase society 
hasn’t confronted before. 



63 

 

 
© 2024 TowerBrook 
The GenAI Juggernaut: US Healthcare is not Prepared 

For healthcare, this pattern will be prominent but mitigated. By consensus, demand is robust; supply is constrained. And 
we see it all over the healthcare ecosystem: 1.8 million healthcare jobs openings annually. Inaccessible schedules for 
doctors. Insufficiency of hospital beds in some markets. Three things will mitigate and decelerate (but not stop) this 
trend in healthcare: 

1. Unions — Starting with the nurses, unions will exert a decelerating influence, and in fact they already are, with 

HCA’s October 2024 agreement stipulating certain rights and refusals that the nursing workforce will have on 
GenAI applications. 

2. Current supply/demand imbalance — GenAI will help mitigate this in the short term without widespread job loss. 

3. Attrition — With an average 21% annual attrition in healthcare, much of the labor dislocation will be invisible for a 

time. Hospitals will put a moratorium on hiring and let the staff attrit, eventually finding a new equilibrium. 

Polarization of the Middle 
This trend will likely eviscerate the middle of the occupational hierarchy — the very top and most proficient — the top 
0.01% — are likely immunized from any huge disruption. The echelon below them will start to see demonetization 
pressures as GenAI augments the capabilities of those professionals just below them in competency. But the real issue 
will happen in the middle as the de-skilling progression takes place. Lower-skilled, lower-cost employees will suddenly 
be proficient and will do the work of their superiors of which they were previously incapable.  

There will be no more bad lawyers. Nor will there be bad doctors. The middle layer gets disintermediated, and we see 
polarization, where the bottom rung benefits and the very top rung has some degree of immunity. In other words, as 
GenAI commoditizes domain expertise, the least proficient will gain the most: This is a leveling, democratizing force. 

Unlike most other tech advances, usually capitalized on and commandeered by the most skilled practitioners in a group, 
GenAI has predominantly elevates the competency of the least skilled. A GenAI co-pilot bridges the divide between the 
bottom and top of a professional hierarchy. 

A study of customer support personnel at a Fortune 500 company revealed that conversational bots boosted overall 
productivity by 14%, but disproportionately, the biggest gains accrued to new employees who improved the fastest. A 
separate study measured the cognitive and creative performance of 758 Boston Consulting Group consultants. Those 
who scored worst in capabilities before using AI improved the most afterward — by 43%. The experienced consultants 
improved as well but by a smaller 17% increment. 

Extrapolating outward, yes, certain top practitioners will harness this technology and augment their productivity and 
value. But the overall narrative will be about the elevation of lower-skilled practitioners into the highest-quartile 
performers. This leveling of the experience field will put downward pricing pressure — and replaceability — at the upper 
reaches of each profession subject to the introduction of GenAI. 

Your 1855 Org Chart Needs Updating 
This isn’t an exaggeration — the current predominant organization chart has been largely unchanged since its inception 
in 1855. The Scottish-American engineer and general superintendent of the New York and Erie Railroad invented the 
modern-day org chart, attempting to bring organization and hierarchy to an unwieldy, far-flung geographic corporation. 
And, as Penn’s Ethan Mollick points out (in one of his many excellent and erudite articles), it has proven remarkably 
durable, having survived just about every tech innovation and market vicissitude for the better part of two centuries. But 
it doesn’t make as much sense in a post-GenAI world with rampant job de-skilling, re-skilling, and non-skilling. Past tech 
revolutions enshrined and augmented the power of the org chart — as organizations got more complex and 
multinational, you needed this level of organization. It entrenched it. These organizations were still human-centric. When 
10 people can do what 100 people did before, we need to rethink the organization. 
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In Conclusion 
Healthcare CEOs stand at a critical juncture. The advent of GenAI presents both unprecedented opportunities and 
existential threats. Will you be the one to break ranks to lead your organization — and perhaps the industry — into a new 
era of efficiency, innovation, and growth? Or will you cling to outdated orthodoxies, risking obsolescence in the face of 
inexorable change? 

Better to be a first mover here. Embrace attrition as a strategic tool. Foster a culture of experimentation and 
psychological safety. Prepare for the inevitable shifts in workforce dynamics. And most importantly, lead from the front 
— because in this new landscape, passivity is the riskiest strategy of all. 
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God-models and Healthcare 
Incumbents – who needs whom? 
An industrial mobilization not seen since WWII 
“Follow the OOMs” (orders of magnitude) is the anthem of our current epoch in tech and society. It doesn’t only apply to 
data, compute, and parameters (the three constituent parts of the scaling laws); we can also “follow the OOMs” on 
capital and valuations for startups and hyperscalers alike. One year ago, OpenAI raised at a $29 billion valuation. Six 
months later, $86 billion. In October 2024 $157 billion after one of the largest VC rounds ever ($6.6 billion). Anthropic 
raised $4 billion in November 2024 with a $40 billion valuation. Elon’s xAI raised $6 billion in May 2024, boosting its 
valuation to $24 billion, then another $5 billion in November 2024 at a $50 billion valuation. Databricks followed in 
December with $10 billion at a $62 billion valuation. 

Meanwhile, the hyperscalers together have sprayed $255 billion in CapEx in 2024 alone—funding GPUs, data centers, 
and power. Examples include Microsoft’s deal with the Three Mile Island reactor, Google’s partnership with Kairos 
Power, and AWS’s collaboration with Energy Northwest and X-Energy Reactor Company. This massive outlay 
constitutes an industrial mobilization unseen since WWII, paired with enormous expectations (and investments) that the 
models’ power will keep marching forward monotonically. 

And yet…commodification?  
Despite this extravagant CapEx deployment (forecast to surpass $1 trillion next year) and the relentless performance 
arms race among frontier AI labs, are the flagship models inexorably commoditizing? Are they hitting an asymptote in 
performance? In my previous paper, I argued that because the models were trained on essentially the same public data 
(with some minor proprietary variations), and because engineers in Silicon Valley promiscuously jump from one AI lab to 
another (helped by California’s ban on non-competes), and because Zuck has taken the role of arsonist by open-
sourcing—or at least “open-weighting”—Meta’s LLMs, these so-called god-models, even though they’re exploding in 
cost (from $100 million to $10 billion, soon $100 billion), remain commodities. 

By “commodities,” I don’t mean to imply they lack world- or civilization-altering power (after all, I spilled a lot of ink earlier 
in this essay arguing just that). Rather, direct monetization poses a challenge: open-source shows “closing velocity” on 
performance on proprietary models, capping how much the market is willing to pay. When “free” approximates the 
quality of closed models, why spend $20 (or $200) per month? The “Red Queen effect”—running faster just to stay in 
the same place—is in full force, as leads on the open LLM leaderboards prove tenuous and short-lived. The proprietary 
models’ advantage is only as robust as their short-term lead in research. In Sam Altman’s mental model, we see 
progression from conversational AI to reasoners, agents, innovators, and eventually organizations. OpenAI grabbed the 
conversational AI lead in phases one and two; Anthropic temporarily edged ahead in agents with the October 21 2024 
release of Claude 3.5’s expanded ‘cursor control’ capabilities, though OpenAI’s rumored retort, “Operator,” is expected 
in January 2025. And we separately have the competition in reasoners and test-time compute, especially o1 and o3, in 
which OpenAI indisputably has the lead. 

So what is the “de-commodifier”? Yes, it’s algorithmic “unhobbling” (to echo Aschenbrenner) and the continued jostling 
for supremacy in research breakthroughs in reasoning, agency, memory, and multi-modality. But a pivotal question for us 
is how valuable are additional large agglomerations of proprietary data to advancing flagship models? Given new 
advances in o1/o3 reasoning, sample efficiency, curriculum learning, and algorithmic refinements that enable more 
efficient training, do we really need a huge new quantity of data? In other words, how valuable are the 50 zettabytes of 
data hiding behind healthcare incumbents’ ramparts? 

Nothing else in the world…not all the 
armies…is so powerful as an idea whose 
time has come. 

Victor Hugo, 1852 
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Research leaks the week of November 10, 2024 suggest the 
scaling laws may be slowing 
In early November 2024, multiple frontier labs signaled a deceleration in progress, hinting that the vaunted scaling laws 
might not be infallible after all. First, rumors from OpenAI suggest the eagerly awaited “Orion” model may not provide the 
expected leap over GPT-3 or GPT-4. Observers point to a lack of large, high-quality new data for pre-training. And say 
this data may not be the deliverance some are hoping for: Elsewhere in this essay, I note concerns around the 
contamination risk from synthetic data. Models that recursively train on their own generated text show performance 
degradation and possibly “model collapse.” Meanwhile, Ilya Sutskever, now at Safe Superintelligence, 
uncharacteristically stated in a Reuters interview that these models appear to be hitting a pre-training asymptote. Leaks 
from Google likewise suggested Gemini, even with multimodal data added, was decelerating in improvement. A major 
culprit: repeated data. The overall theme remains a shortage of high-dimensional, high-quality data and the unresolved 
pitfalls of synthetic data. 

It’s too early for definitive pronouncements—deep learning has had a decade of successes, so it’s risky to count out 
LLMs. Gary Marcus has predicted the demise of deep learning since 2022, but it would be premature for detractors and 
skeptics to celebrate. Still, the warnings from a year ago seem to be unfolding: we may soon hit a data wall, and the key 
could be accessing fresh stores of high-fidelity data for pre-training. Certainly, numerous post-training innovations—
scaffolding, RLHF, improved memory, and advanced reasoning—will sustain progress. The recent leaps in “intelligence” 
with o1 and especially o3 suggest that the new scaling laws may hinge more on test-time/inference compute than on 
pre-training. Yet data, one of the three essential scaling ingredients, is reasserting its importance. Enter healthcare, 
holding 50 zettabytes of proprietary data. 

Do the god-models need healthcare more than healthcare needs 
the god-models?  
This is the $1 trillion question. In earlier papers, I noted that god-models will inexorably commodify, despite the “Game of 
Emperors” contest in which only sovereign nations, trillion-dollar hyperscalers, or Elon can afford to compete. A 
performance convergence is clearly underway—leaders on the Hugging Face or LMSYS boards shift week to week 
among OpenAI, Anthropic, Mistral, or fast-rising Chinese counterparts. Under the scaling hypothesis, you need massive 
data, compute, parameters, and capital—and falling short in any category causes progress to falter. 

• Capital? It’s more abundant than ever in industrial history. 

• Algorithms and parameters? There is some differentiation: OpenAI has the edge, but Anthropic is closing fast, 

especially with its proto-agentic Claude 3.5. Yet it’s hard to sustain a lasting lead when top AI engineers hop among 
the labs. 

• Compute? Again, see capital. 

• Data? This is trickier. Most god-model pre-training data comes from CommonCrawl or other open sources, so 

there’s extensive overlap. Yes, there’s some buying of proprietary sets—OpenAI with Axel Springer, for instance. 
However, the real goldmine may be the 50 zettabytes tucked behind the Healthcare 150. It is a high-dimensional, 
heterogeneous, and oceanic trove. In my medical superintelligence chapter, I argue this data is valuable but not 
directly monetizable. Even so, a hungry model devouring proprietary healthcare data stands to gain a powerful 
advantage—de-commodification at scale. And although new algorithmic techniques (like quantization and better 
sample efficiency) can reduce data needs, more data still confers an edge. 
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Breaking through the asymptote – synergies between the god 
models and the Healthcare 150 
Marc Andreessen recently spoke of “breaking through the asymptote,” and the frontier labs are determined to make 
that happen. Perhaps the solution is hiding in plain sight: if OpenAI, Mistral, Google, or another major AI shop partners 
meaningfully with healthcare incumbents—applying post-training, retrieval-augmented generation (RAG), retrieval-
interleaving generation (RIG), or other advanced methods to proprietary clinical and operational datasets—this could be 
indispensable to both parties. I won’t belabor the benefits for healthcare incumbents (discussed elsewhere), but from 
the perspective of frontier AI labs, such a partnership is also a robust “de-commodification” strategy. Healthcare alone 
accounts for one-third of the world’s data, growing 36% annually—faster than any other category. Azeem Azhar notes it 
would take 1.8 billion years at current internet speeds to download all that healthcare data. If the industry is approaching 
a data wall, then healthcare’s vaults might be the key to sustaining the scaling hypothesis. 

The incumbents, for their part, have leverage. They must handle data carefully to avoid exfiltration, remain vigilant over 
data sovereignty, and ensure that valuable datasets are not inadvertently shared with rivals. Precisely how these 
partnerships unfold—and what legal and cultural safeguards they implement—will shape the next era of AI in healthcare. 
I’ll work to disentangle those details in subsequent discussions. 
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Scaling Laws, Data Ceilings, and 
God-Models: The Healthcare Data 
Conundrum 
Introduction 
How valuable are the 50 zettabytes of proprietary healthcare data? This question looms larger in light of the November 
2024 leaks of possible pre-training deceleration (mentioned previously). I used to be dogmatic about this: the frontier 
models, which had been commodifying as they smashed into the data wall (running out of high-quality, high-dimensional 
public data), would need to secure access to healthcare’s vast oceans of structured, semi-structured, and unstructured 
information locked behind the ramparts of the 150. After all, fully one-third of the world’s data—currently estimated at 150 
zettabytes (and hurtling toward 175 zettabytes by next year)—is in healthcare. This category also grows faster than any 
other: The WHO projects a 36% data growth rate in healthcare this year, fueled by wearables, multi-omic, genetic, 
phenotypic, medical, and pharmacological data. 

To explore this further, let’s return briefly to the underpinnings of scaling laws, the looming data ceiling, and the interplay 
between frontier AI labs and incumbent healthcare organizations. Even in an era of god-models, the final role of 
healthcare’s proprietary data remains an open debate. 

The Theology of Scaling Laws and the Data Problem 
A quick refresher on the scaling laws. According to their foundational principles: 

1. Compute must grow exponentially. Over the past decade, we’ve seen at least a 100,000-fold rise in effective 

compute: from A100s to H100s to B100s-class hardware. 

2. Parameters must increase in both volume and sophistication. GPT-3 reportedly had 175 billion parameters, while 

GPT-4 is rumored (though unconfirmed) to have around 1 trillion, augmented by innovations like RLHF, scaffolding, 
curriculum learning, distillation, and compression. 

3. Data must be aggregated in ever-larger volumes of high quality. While perhaps 100 trillion tokens exist publicly (via 

CommonCrawl), the truly useful portion might be only 30 trillion tokens once low-value segments are stripped out. 

When these pillars—plus the implicit fourth ingredient of vast capital—advance in tandem, we get the alchemy behind 
emergent capabilities, multi-modal LLM magic, and superhuman reasoning. But if any one component plateaus, the 
entire enterprise risks stagnation. With compute and parameter scaling still on track, data is fast emerging as the major 
bottleneck. 

The Data Ceiling and the Need for Healthcare Data 
Data appears to be where we’re breaking down—especially textual data. We may be draining the lake: Llama 3 
supposedly used 15 trillion tokens, while Google’s Gemini is rumored to be reusing portions of earlier pre-training sets. If 
the original, high-dimensional wellsprings are running dry, we risk a flattening of progress. Yes, multi-modality will expand 
potential datasets, but even those wells may eventually deplete. 

The machines…they just want to learn. 

Ilya Sutskever, 2024 
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Limits of Synthetic Data in the Healthcare Domain 
What about synthetic data? So far, unresolved, and intractable problems plague its use in healthcare. A 2024 Nature 
study indicates that recursively training models on data generated by ancestor models can lead to contamination, 
perplexity, “catastrophic forgetting,” and eventual collapse. Repetition from training on identical data sources can lose its 
effect after around 16 epochs. So, while synthetic data offers promise, especially in non-regulated domains, the unique 
constraints of healthcare—long-tail rare events, risk of overestimating common occurrences—render it fraught with 
hazards. 

My original “rom-com theory” was that healthcare incumbents and frontier labs would form a perfect synergy, but recent 
breakthroughs, notably o1 (and o3), prompt a reassessment of how urgently these labs need massive proprietary 
healthcare datasets. 

The o1 Model — Diminishing Need for Proprietary Data?  
So far, no sweeping accords unite the frontier models and the healthcare 150. They operate adjacently, often without 
direct CEO-to-AI-lab communication. (Part of my motivation in writing this essay is to fix that.) Until recently, frontier labs 
suggested that proprietary healthcare data was no longer essential. I’ll admit my own conviction was shaken by the o1 
and o3 reasoning models. Their transparent chain-of-thought, mitigated interpretability challenges, and advances in 
sample efficiency seemed to reduce reliance on vast new pre-training data. 

In early October, I organized a trip for top health system and payer CEOs to meet Sam Altman and the OpenAI research 
team. We watched o1 elegantly parse a New England Journal of Medicine immunology case study, walk through an 
unimpeachable, step-by-step diagnostic logic, and reach a correct conclusion—verified by an immunologist CEO in the 
room. When asked whether proprietary healthcare data would further improve differential diagnosis, the OpenAI team 
answered that the model was already superhuman in that domain. So, have the frontier labs reached “escape velocity,” 
needing far less original data due to better curriculum learning and algorithmic “unhobblings”? Did the healthcare 150 
miss their moment? 

The Ongoing Value of Healthcare Data 
After further reflection, I underwent my own personal Damascene conversion. Even if the frontier labs don’t pursue a 
grand “de-commodification” partnership for massive data infusion, synergy still beckons. The 50 zettabytes remain 
extraordinarily valuable—though perhaps not monetizable in the direct sense many incumbent CEOs hope. The data is 
high-dimensional, authentic, and unexposed to prior pre-training, and thus of great strategic value (as evidenced by 
OpenAI’s purchases of Axel Springer licensing and Rockset). 

While these models may already be superhuman at differential diagnoses, that’s only part of the medical puzzle. There 
are still drug therapies, care protocols, pathways, psychosocial support, SDoH integration, multi-omics, and other forms 
of complex data. For instance, vector embedding just the UK Biobank’s 500,000 full genomes may yield 400 trillion 
tokens—far surpassing CommonCrawl’s entire 100 trillion. All of this can enrich and broaden a model’s healthcare 
capabilities, potentially mitigating the fragmentation that bedevils U.S. healthcare. 

Proprietary Data: Valuable but not Monetizable 
Proprietary healthcare data is valuable to advancing model ability but unlikely to generate substantial revenue streams. 
While cleaning, normalizing, and tokenizing data for life sciences companies may remain a cottage industry, it’s not 
poised to spin off multi-billion-dollar companies with formidable moats. The bigger surprise is how swiftly frontier models 
gained superhuman diagnostic proficiency, blindsiding many healthcare leaders who assumed their data troves would 
command premium prices. 
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The progress the frontier models have made—they’ve become so proficient in logic and specifically in differential 
diagnosis—caught the establishment healthcare industry off-guard. Even pre-o1, the early Google medical models like 
Med-PaLM and AMIE demonstrated superhuman differential diagnostic capabilities. Now, the emergence of reasoning 
models is another nail in the coffin of the monetization of proprietary healthcare data. 

This will disappoint many unsophisticated healthcare CEOs who are quietly convinced they can sell their data profitably. 
Still, the data remains crucial for personalization, rare-disease identification, and multi-factor contexts. Medical and 
behavioral synchronization alone proves how comorbidities can magnify total costs up to 6.7×. Properly integrating 
these separate silos—medical, behavioral, pharmacologic, social—could push the industry from the “practice” of 
medicine toward the “science” of medicine. 

The Race for Asymmetric Advantage 
A competitive differentiation dynamic is also at play. Whichever frontier AI lab secures access to incumbent healthcare 
data first gains a disproportionate edge—greater model competence, enhanced credibility with institutional healthcare, 
and stronger commercial prospects. The first mover with broad, validated partnerships will have the best “clinical 
copilot.” If OpenAI architects these key relationships before Anthropic, then OpenAI’s models and credibility with 
institutional healthcare (and therefore its commercial and productization prospects) will improve appreciably. If Mistral, 
Google, or xAI secures these relationships first, then advantage accrues to them. 

I’m not suggesting this is a ‘winner take all’ dynamic where one hegemonic model will eclipse all the others, but I do think 
the one who achieves credibility and partnership with institutional healthcare (with all their data) first will asymmetrically 
benefit. Call it a ‘winner take most’ dynamic. The ‘second opinion’ engine, or ‘clinical copilot,’ will be broader, more 
competent, and more credentialed with this data. 

Moving Beyond Diagnostics: Unlocking Full Healthcare Potential  
The o1 (and emergent o3) breakthroughs in diagnostics compel a nuanced view. OpenAI hinted that incremental clinical 
and claims data might not further enhance the model’s diagnostic proficiency—already superhuman—but that’s only 
part of healthcare’s continuum. Post-diagnosis, we face therapy decisions, care pathways, behavioral co-factors, patient 
education, biometrics, and more. Vast stores of structured and unstructured data can be enormously useful for these 
stages, enabling deeper pattern recognition, advanced supervision, reinforcement learning, and more powerful 
correlations. 

Partnering with the Illuminati: Gaining the Imprimatur of the 150  
Back to the Illuminati. The other self-evident benefit for the god-models in partnering with the 150 in accessing and 
pre/post-training on their proprietary data is buy-in and (future) customer enfranchisement. The frontier models, for all 
their celebrity and nation-state-sized capitalization, are still insurgents. Insurgents have the technology and iconoclastic 
ambitions; incumbents have legitimacy, data, production, and regulatory understanding (if not capture), and can provide 
the imprimatur for the insurgents to succeed. 

In no other industry is this truer than in healthcare. You need the papal benediction of the 150 to succeed. Partnering 
with hospitals to access their exabytes of clinical data, partnering with payers to access their exabytes of claims data, 
and all the surrounding data including multi-omic, pharmacologic, behavioral, SDoH, etc. — and allowing these 
incumbents to capitalize the venture together — will open up distribution, legitimacy, production, commercialization, and 
consumption. 

Also, between hospitals and payers, more than 60% of US physicians are employed. As we explore clinical 
augmentation and navigate professional and legal acceptance of a medical superintelligence, it’s best to have the 
employers of these doctors fully enfranchised. They have the most important influencer here — the power of the purse. I 
quoted Upton Sinclair earlier, but it bears repeating here: “It is difficult to get a man to understand something when his 
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salary depends upon his not understanding it.” After all, remember the past times that Big Tech and Silicon Valley were 
able to unilaterally disrupt or disintermediate healthcare incumbents on their own? Neither do I. 

Beyond Philosophical Debates: Recognizing AI’s 
Reasoning Intelligence 
A brief aside. No more philosophical debates — these models embody reasoning intelligence, especially with OpenAI’s 
o3. They may in fact have hit the level of AGI. They certainly aren’t merely “stochastic parrots.” Yann LeCunn — 
esteemed AI researcher and head of AI at Meta (and increasingly the local AI curmudgeon depreciating every new 
algorithmic and compute breakthrough) — continues to deprecate the models as “No more intelligent than a cat.” 
LeCunn isn’t the only one — there are other reputable AI pioneers who argue we are all overreacting to these technical 
breakthroughs, and that we are extrapolating societal and economic impacts that just aren’t justified. 

To me, these philosophical debates are unproductive and have passed their expiration date. I’m a little bored of these 
protestations. There is clearly a potent intelligence at work here — because so much of humanity’s logic, learning, 
wisdom, and epistemology is encoded into language. It is an expression of our cognition and capabilities. The fact that 
these models seem to excel in analogic thinking — which is the precursor to all original ideas in history — the ability to 
abstract out from verticalized or individualized experience and apply those patterns and inductive/deductive thinking to 
other domains — is a quintessential example of human progress. Analogic thinking is the unlock for human progress. 

Analogic Thinking: The Key to Human Progress (and AI’s Strength)  
Analogic thinking is the key to human progress—even pre-o1, these models exemplify this capability. Darwin’s theory of 
evolution came from analogizing the research of a little-known (and largely discredited) Scotsman who had speculated 
on the origins of valleys: The stream or rivulet at the bottom of the valley was the cause of the valley, relentlessly (if 
imperceptibly) eroding the rock over millennia. Darwin then extrapolated that insight to the evolution of species. It’s a 
quintessential example of analogic thinking, and it has implications for our medical considerations here. 

Most great human leaps in thinking have come from analogic thinking, the epicenter of human intelligence, creativity, and 
generation. And it turns out LLMs are pretty great at it too. They excel at induction through pattern recognition. With 
their command of the entire scope of documented history and its human interpretation, they can seem omniscient. They 
apply insights in one domain to a different and seemingly orthogonal domain. This is where language models are at their 
best. It is the ratiocination on display with the o1 differential diagnostics I’ve been describing. 

The transformer architecture plus the scaling hypothesis — the ability to focus attention on the entire corpora of data 
and then predict the next idea (or word, or protein, or code), plus the insight to throw as much compute and capital and 
data at the algorithm — has produced an ability to “think” analogically. Analogical thinking is at the epicenter of human 
intelligence and creativity — applying analogic ideas to new problems; a capacity to reason about novel problems; 
intuitive leaps from one domain to another to generate new, unexpected insights. This is what is so remarkable about 
what we are beginning to witness with AI and medicine. 

Synthetic Data: Deus Ex Machina or Mirage? 
I’ll close this chapter by returning to a subject I raised earlier: the value and applicability of synthetic data to healthcare 
and AI. This is one of the most vigorously debated questions right now. If indeed the projections that we will hit a data 
wall in 2026 are true, then what happens to the scaling hypothesis? Some luminaries in the industry are confidently 
asserting that synthetic data will be our resolution. If this is true, then the scaling laws can continue uninterrupted. If not, 
we have a potentially serious obstruction on the march to ASI. 

These are the terms of the debate — however, there is early and compelling circumstantial and contradictory evidence 
that synthetic data may not be as effective as we’d like. In some cases, descendant models that are recursively trained 
on ancestor model-generated data may lead to a host of unpleasant outcomes, including catastrophic forgetting, 
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misperception of reality, perplexity, data poisoning, mutations, contaminations, degeneration, and ultimately model 
collapse. Particularly problematic for medicine and healthcare is a propensity to overestimate routine events and 
underestimate long-tail rare events (the stuff of accurate differential diagnosis). Errors compound over generations, with 
statistical approximation errors and forgetting improbable events over time — entropy in information theory and 
functional expressivity errors. 

And yet the brightest minds in the world are working on this problem, and as we’re reminded forcibly as we “follow the 
OOMs.” Deep learning is undefeated over the past decade — would be imprudent to bet against an eventual solution. 
After all, as of a dozen years ago, models couldn’t identify cats in images. Then came Fei-Fei Li and ImageNet, Geoffrey 
Hinton, Ilya Sutskever, and team with AlexNet, CNNs, GPUs going stratospheric, transformer architecture, etc. But for 
now, it seems synthetic data in healthcare isn’t the panacea some had hoped for. We have a lot more research and need 
to approach this question with a lot of humility, before we arrive at definitive answer. 

Conclusion 
Although the moment for monetizing proprietary healthcare data may be passing, its fundamental importance remains 
undeniable. The synergy between frontier AI labs and incumbent healthcare still has massive, if more nuanced, potential. 
Data, compute, and ever-evolving algorithms must intersect to create real “medical superintelligence.” As we stand at 
this inflection point, the challenge is to recognize both the limitations of existing models and the transformative 
possibilities for healthcare and AI if these complexities can be reconciled. The future of medicine—and quite possibly 
AI—may depend on how effectively we harness this intersection. 
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12 
 
 

Differential Diagnostics: 
From Human to Superhuman 
The Definitive “Killer App” in Healthcare is on the Horizon: 
the Medical Superintelligence 
The initial generation of applications in healthcare has been elementary—unsurprisingly so. As with most technological 
phase shifts, there’s been considerable capital expenditure and over-industrialization as first movers navigate use cases, 
with capital flowing into a plethora of early experimental applications, many of which don’t pan out. Early deployments—
ambient listening, summarization, documentation, coding, minor clinical applications—start modestly but eventually find 
their footing. Yet even in this early, embryonic state, these initial efforts become powerful when aggregated across an 
industry as vast and productivity-impaired as healthcare. As argued at length in this essay, this will initiate a period of 
task-based substitution of technology for labor, transitioning from co-pilots to autopilots, eventually precipitating broad-
scale job dislocation. 

But the eventual “killer app” of generative AI will be the creation of a medical superintelligence—an omniscient, 

recursively self-improving algorithm superior to humans in differential diagnosis, designing and prescribing care 
pathways and protocols, assimilating vast agglomerations of unstructured data to synchronize medical care, behavioral 
insights, pharmacology data, social determinants of health, multi-omics, biometric data from wearables, and more. This 
will serve as a central repository of all known medical knowledge, possessing the computational and reasoning 
capabilities to synthesize and distill guidance to a hyper-personalized, “n of 1” level of specificity. Once we achieve this 
level of medical omniscience, the great black void of opacity and unexplored space that is biology will come into clearer 
focus—heralding a golden age of scientific and biomedical research. 

The ambition is not new—as early as the 1950s there were early, crude attempts to encode medical expertise into AI 
representational models. These AI proto-diagnostic systems used several early computational approaches including 
Bayesian calculators, expert systems with rules-based architecture, regression modeling, and even experimentation 
with natural-language processing. But it is the past decade of deep learning breakthroughs that have been chronicled at 
length in this essay that have led us to a jumping-off point for creating what was previously envisioned only in science 
fiction.  

Is Medical Superintelligence Already Here?  
We are already at the level of superhuman differential diagnostic capabilities. I count no fewer than five credible, 
published, large-scale comparative studies pointing to chatbot superiority over humans in differential diagnosis. Some 
(later) studies moved beyond the limited ‘multiple choice’ methodologies, which were criticized as perhaps allowing the 
model to ‘train for the test’ (the questions may have been in their pre-training set), and have graduated to more nuanced 
and pedagogically rigorous clinicopathologic conferences (CPCs) published by the New England Journal of Medicine 
(NEJM). The most recent pearl-clutching was caused by a November 17 2024 New York Times article covering Beth 
Israel Deaconess Medical Center’s study of GPT-4 compared to human doctors in diagnosing medical conditions from 
case reports and explaining their rationale. The chatbot scored 90%; doctors using the chatbot scored 76%; and 
doctors without access to the tool scored 74%. Published in JAMA a month earlier, the study highlighted the deliberate 
use of confidential, previously unreleased case studies that the chatbot couldn’t have encountered during pre-training 
(debunking the “memorization” or “overfitting” allegations, suggesting the AI had memorized the answers from its pre-
training dataset). Diagnoses and reasoning were evaluated by a panel of human medical experts. Important to note 

It is a profound and necessary truth that the deep 
things in science are not found because they are useful; 
they are found because they are possible to find them. 

Robert Oppenheimer, 1960 
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these studies were all on the conversational AI models, not the generation of ‘reasoners.’ We’ll see the results only get 
more compelling with the latter category. 

These results shouldn’t be surprising—after all, medical knowledge has long surpassed any individual human’s 
comprehension. In 1950, the sum of human medical knowledge was estimated to double every fifty years. As of 2019, it 
was doubling every 73 days. Researchers generate 1.5 million new peer-reviewed biomedical journal articles annually. 

And this is pre-large language models (LLMs), which will undoubtedly accelerate the rate of new insight generation. Add 
to this the estimated 50-60% of a physician’s day consumed by burdensome administrative and clerical tasks—much of 

which is eliminable by generative AI applications—and it’s clear that even if physicians had the time (which they don’t) to 
study 24/7, they still couldn’t keep up. 

Our societal and professional response to this bewildering medical complexity has been to sub-specialize, and then sub-
specialize again—drawing smaller and smaller circles around body parts, organs, or cell structures that our biomedical 
researchers and doctors singularly focus on. But an unwanted concomitant of this is the fragmentation and “dis-
integration” we have in U.S. medicine. Our system is misnamed; we are much more an interventional sick care system 
than an integrated and holistic healthcare system. 

The Disorienting Complexity of Medical Data 
Generative AI excels at drawing insights from vast agglomerations of unstructured data. Consider how enormous this 
data is. The 4,000-year-old Chinese game of Go, which we’ll discuss shortly, is perhaps the most complex in the world—

its positional permutations and possible configurations tally above 10^170, more than the number of atoms in the known 
universe.  

The possible combinations of phenotypic, genetic, environmental, and medical factors are of almost equivalent 
complexity. Multiply the number of medical diagnoses—ICD-11 has 55,000 unique codes, and this doesn’t capture 

complexities like symptoms, severity or patient factors. Let’s approximate 100,000 distinct medical diagnoses. Then 

add patient factors: Age, gender, genetics, environment, lifestyle, and comorbidities. Consider 100 age ranges × 2 

genders × 1,000 genetic variations × 1,000 environmental factors × 1,000 lifestyles × 1,000 comorbidities. Then add 

the exponential number of treatments, care pathways, protocols, pharmacologies, etc. – you get the picture. This 
complexity is becoming the exclusive province of machine intelligence – humans need not apply – to comprehend. 

The Leap of Generative AI: The o1 Model 
The o1 reasoning capabilities already surpass human medical expertise. The NYT/JAMA study mentioned earlier is 

based on GPT-4—in other words, an antiquated model (I’m only slightly kidding here). It didn’t factor in the almost 
miraculous jump in capabilities of the reasoning o1 model. If it had, the results would have been even more asymmetric. 
And of course, we’re not yet seen any experimentation (at least publicly) with the stunning o3 reasoning model. 

As I mentioned in chapter 11, during a recent meeting with Sam Altman and the OpenAI team at their San Francisco 
headquarters, I organized a group of CEOs from the largest health systems and payers in the country to witness the 
latest advancements from frontier AI labs. One of the most starting (even revelatory) moments was uploading a 
complex, multivariate NEJM diagnostic case study in immunology and watching the o1 model go to work. It engaged in 
“system 2” thinking—contemplated, took its time, showed its ratiocination, backtracked on analyses, revised, edited, and 
ultimately generated a cogent, coherent, and frankly mesmerizing “chain of thought” demonstration of its logic and 
intuition around the differential diagnosis. The CEO of one of the largest health systems—a leading physician—
exclaimed that the analysis was correct and the diagnosis accurate, adding that he didn’t expect to see this AI 
achievement in his career. (As an aside, during this same meeting, one of the largest payer CEOs in the country asked 
Sam if OpenAI needed additional medical data to improve the model. Sam replied that he didn’t think so—the model was 
already superhuman).  

Now the academics are corroborating what we realized almost instantaneously on seeing the o1 preview — it is a 
dramatic increase in medical diagnostic capability. A December 14 study by Stanford, Harvard and BIDMC physicians 
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evaluated five dimensions including differential diagnosis generation, display of diagnostic reasoning, triage differential 
diagnosis, probabilistic reasoning, and management reasoning, adjudicated by physician experts with validated 
psychometric. Their conclusion was o1-preview output compared to 4o and other LLMs was superior, with significant 
observed improvements in differential diagnosis generation and quality of diagnostic and managing reasoning. 
Interesting, probabilistic reasoning and triage differential diagnosis remained at similar levels, but this makes sense — 
the deployment of chain of thought reasoning and greater test time compute would improve the depth and 
dimensionality of its critical reasoning on complex questions of diagnosis and management; previous models were 
already hyper-proficient in abstraction and generating probabilistic outcomes. On 70 cases evaluated using GPT-4 in a 
prior study, the o1-preview was correct in its diagnoses in 88.6% of cases, compared to 72.9% by GPT-4 (and unaided 
human performance from comparator studies in the 25-30% range). “O1-preview demonstrates superhuman 
performance in differential diagnosis, diagnostic clinical reasoning, and management reasoning, superior in multiple 
domains compared to prior model generations and human physicians.” Noteworthy that the sober, humorless academics 
are using the same vocabulary as Sam Altman in describing the emergent medical capabilities: superhuman. 

Overcoming the Opacity Problem  
Back to the splendors of o1 (and soon to be, o3). One of the most serious structural challenges that could have 
immobilized AI clinical augmentation—or the invention and diffusion of a medical superintelligence—is the black box, 
opacity problem, known as mechanistic interpretability. Essentially, this is a euphemism for saying “we don’t 

understand how the AI system arrived at this conclusion.” This is an immovable object in medicine. If we can’t explain the 
reasoning, if the AI system can’t “show its work” and provide citations and established clinical research evidence for its 
logic, we are at an impasse. 

In this hyper-regulated, hyper-litigious, techno-circumspect industry, this is a non-starter. Look no further than the 
communists (I mean journalists) at STAT News daily alleging that large conglomerate insurers like United have been 
using inanimate, soulless algorithms to deny care. It’s a charge weaponized by ideologues who are against “bigness” of 
all stripes. But aside from any ideological agenda of certain leftist publications, STAT is a harbinger of more serious, 
principled attacks and allegations that will inevitably come as algorithms assume more centrality in the provision (not to 
mention payment) of medicine. 

The o1 model’s chain-of-thought reasoning and transparency in its logic are major steps forward in enabling this next 
chapter of democratizing and demonetizing medical care. 

The Bitter Lesson: Human Expertise Not Required  
As we consider the differential diagnostic capacities of o1 and their implications for the future of medicine, permit a small 
digression. Much of what has animated thinking and research into the intersection of medicine and AI has been the 
notion of embedding expert judgment and medical knowledge into computers. This “expert system” construct was 
central to Watson and other early, abortive attempts at creating AI medical intelligence. 

This category of AI long predates generative AI. Symbolic AI, or AI systems representing knowledge using symbols and 

rules, relies on formal logic systems and ontologies, if-then rules, and structured data to process information and make 
decisions. Relatedly though not synonymously, representational AI encompasses structures, symbols, vectors, and 

graphs to encode knowledge into the system. The o1 model is categorically different, generating machine intuitions not 
explicitly encoded into its programming. 

This brings us to a broader philosophical and sociological question. In a post-o1 world, and operating on the assumption 
that this first reasoning model is the weakest we’ll ever see as it will only get more powerful from here (look at what o3 
can do a mere 99 days after the o1 release)—is it even valuable to program AI systems with human best practices? This 
is the great disillusionment in deep learning. Rich Sutton, famed reinforcement learning expert, penned arguably the 

most influential article on AI in the past generation in 2019 called “The Bitter Lesson.” He captured the disquieting insight 
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that human expertise isn’t necessary when building advanced machine intelligence—all we need is more compute and 
more data. 

This is the anthem for this moment in generative AI—scale as many H100s and Blackwells as you can, with Elon Musk 
exemplifying this by stringing together 100,000 units ‘coherently’ in his Project Colossus. Train on as many petabytes or 
exabytes of data as you can (Zuckerberg reportedly trained Llama 3 on 15 trillion tokens). Just keep throwing more 
compute and data into the algorithms, stand aside and let machine intelligence do its work. 

The implications of this insight for healthcare are far-reaching and unsettling. The entire ethos of medicine—since the 
time of Hippocrates 2,400 years ago—has been about the observational, painstaking accumulation of insight and 
empirical evidence, then taking this domain knowledge (expertise) and inculcating it into new initiates generation after 
generation, credentialing them with the honorific of “doctor” and letting them do their work. Our research, pedagogical, 
credentialing, compensation and even professional hierarchical systems are predicated on this tradition. We’ve 
enshrined the qualities of individual physician judgment, intuition, and proprietary domain expertise as the foundations of 
one of the world’s most respected professions. And here is a glimpse of a technological advancement that may obviate 
some of these most basic and bedrock tenets. 

Sutton’s seminal insight—that we want agents who can discover like we can, not those that contain what we have 

already discovered—applied to medicine, represents a profound and revolutionary divergence from precedent. The 

challenge, not to mention humanistic hurdle, is for us to fall in love with the idea of unlocking discovery and new creation, 
not encoding our already-discovered truths into the models. And when it comes to future powerful AI systems applied to 
science and medicine, human domain expertise isn’t just unnecessary—it is an impediment to progress. 

How Medical Superintelligence Will Unfold  
Sutton, in 2019, wasn’t specifically anticipating the idea of a medical superintelligence—but his ideas were prophetic. He 
said the quiet part aloud—it makes us “feel better” to embed our human expertise into machines—a “co-creation” or 
hybridization approach, where the computer is an augmentation and amplification of human insight, not a replacement. 
But his insight is that programming (or as he means it, burdening) the AI with human knowledge ultimately proves to be 
an impediment—the bitter lesson is that the machines don’t need us. He anticipates the scaling law—simply throw more 
compute, more data, more parameters at the problem, and then stand aside. Let the algorithm proceed unencumbered 
to discern patterns, correlations, causations, abnormalities, and insights. This approach is superior to propelling the 
science and domain discovery forward. 

In medicine, this contradicts everything we’ve been conditioned to believe–that we may not need to embed our vast 
clinical literature, care pathways, protocols, and empirical insights into the machine. Instead, let’s give the systems the 
raw and unrefined data and let it go to work building the generative AI version of a “medical librarian,” diagnostic second 
opinion, a “co-pilot,” an Agentic biomedical researcher, and eventually, a medical superintelligence.  

The assault on the traditional medical paradigm  
The analog in medicine is compelling. I envision we will start by building a system—taking a foundational god-model (the 
ones that now cost over $1b) and doing pre-training (or perhaps post-training with RAG/Retrieval-Augmented 
Generation or RIG/Retrieval-Interleaved Generation) on a huge corpus of structured and unstructured clinical and 
claims data, pharmacologic data, behavioral pathways and treatment constructs, biomedical studies, specialty-specific 
care pathways and protocols, along with unstructured clinical notes and family histories, etc., to evolve a model superior 
to human diagnosticians. Indeed, we are already at this stage—the differential diagnostic capabilities evinced in the o1 
reasoning model are formidable, and even earlier iterations (AMIE and MedPalm2) outscored human doctors on 
differential diagnosis, as graded by board-certified physicians. And just wait until we see what o3 can do. So, the first 
step is predicated on learning from and seeing new correlations and patterns on human-generated insights and data. 

But the next step-function jump in capability will be unencumbered by human knowledge—simply building more massive 
data centers and GPU fleets, more parameters, increased learning efficiency in the algorithms, and exabytes of 
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unstructured data. And let the machine go. Study all the raw and unrefined data to discern its own discoveries and 
insights. 

We will create agents that can discover like we can, not machines 
that contain what we have already discovered.  
This will be hard for U.S. medicine to accept. It is deeply counterintuitive, and perhaps threatening, that our accumulated 
expertise and experience may be irrelevant in a post-generative AI world. But just like Copernicus discovering that the 
sun didn’t revolve around the earth—precipitating fulminations and excommunications from the Catholic Church—we 
may be discovering that human intelligence may no longer be the cynosure. There is a new, non-biological intelligence 
that can advance our purposes better than we can do so on our own. 

This emergent intelligence will surpass our own, and indeed it already has in certain domains. We will see this manifest in 
professions that are the most revered and highest-compensated and at the top of the social hierarchy in the Western 
world—starting with doctors. This will be a rough, unpredictable and vigorously contested transition. We’ve enshrined 
the idea that doctor autonomy, judgment, and an almost priesthood-level of deference are part of the Western canon 
that will not be shaken easily. 

I have deep cognitive dissonance on this one. I revere doctors. I have personally been the beneficiary of their empathy, 
expertise, and intercession—often in my most vulnerable moments. But I also can’t unsee what I’ve seen—that the 
technology is sprinting forward in ways that will be very destabilizing to this echelon of the professional hierarchy. It will 
be hard to reconcile ourselves to the emergent truth that what machines need is simply compute, data, and algorithms. 
But this is one of many humanistic and intellectual—not to mention social and economic—adjustments we are going to 
have to adapt ourselves to. 

We want machines that can discover like we can, not those that are encoded with what we have already discovered. 

That is the signature power of these algorithms—their ability to churn through exabytes of high-dimensionality, 
heterogeneous, seemingly discordant or disconnected data, and not just bring order to chaos but extract new insights, 
and indeed, new intuitions. It makes us feel better (and feel in control) to encode our human domain expertise into these 
models—but it seems to ultimately be an encumbrance to advancing toward higher insights and ideas. 

Move 37: The Embodiment of Machine Intuition  
Allow a short digression, as I hope it may shed some light on our reflections here. The notion of embracing discovery—
not merely encoding AI with what we have already discovered—is immortalized in one beautiful moment on March 9, 

2016, in Seoul, South Korea. This occurred during the second game of the match between DeepMind’s AlphaGo AI 

system and 18-time defending world Go champion Lee Sedol. 

This five-game match was watched by 280 million people around the world (though notably few in the U.S.—a point 

relevant when we discuss Sino-U.S. AI competition). Go is an ancient 4,000-year-old game that originated in China and, 
during Confucian times, was considered one of the four “refinements” of a Mandarin. It combines sharp tactics with 
long-term strategy and was thought of as a microcosm of war. Despite deceptively simple rules (a 19×19 grid, black and 
white stones, the objective being to capture territory), the possible combinations of permutations and game board 
positions are on the order of 10^170—more possibilities than there are atoms in the known universe. 

IBM’s Deep Blue famously beat a (cantankerous and embittered) 20-time defending chess world champion Garry 

Kasparov in 1997 with an AI “expert system” and brute-force calculation engine. But chess is a comparatively simple 

game with only 10^120 possible positions, so it was toppled by an AI that was generations behind where we are today 
post-Transformer model. Go, in other words, was considered insoluble to machine intelligence. 

Demis Hassabis—of recent Nobel Laureate fame in chemistry (for AlphaFold—which I will discuss later)—developed a 
Go algorithm with an unconventional strategy. First, train the model with supervised learning on 30 million expert and 
amateur Go moves so the system could learn from the human strategy heritage. Then, have the model engage in “self-
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play” with reinforcement learning for millions of games across several months, during which the model learns from its 
mistakes, backpropagates lessons, iterates, and invents—a “centaur” strategy, a hybrid between expert human games 
and its own discernment. 

This strategy created a juggernaut—it defeated the European Go champion Fan Hui, a 2-dan professional, 5-0. But Lee 

Sedol, the legendary and revered national hero, was another story. AlphaGo defeated Lee Sedol 4 games to one, but 

the thunderclap was the famous “Move 37” in game two. 

AlphaGo played a deeply unconventional move (placing a stone on the fifth line), which to the Korean, Chinese, and 
Japanese commentators looked amateurish—they speculated in real-time that the computer had gone haywire. Even a 
Go beginner knew that this was a silly move. Lee Sedol was visibly disconcerted, taking a full 15 minutes to contemplate 
his response. (By the way, if you haven’t seen this video, stop reading and go now to YouTube and watch the AlphaGo 
documentary to see what I’m talking about.) His microexpressions tell all. He goes from disbelief to confusion to 
resignation to illumination—realizing that he was witnessing an act of beauty, intuition, creation. Analysts later called it a 
“1 in 10,000” move. A God move.  

AlphaGo went on to win the game and the match (4-1), and afterward, Lee described the move as “beautiful.” Move 37 
was a harbinger of a new era in machine intelligence—creativity. Yes, detractors and pedants will argue this is not 
creativity—it is simply the crunching of a huge quantum of data and mathematically, statistically, and remorselessly 
calculating scenarios to arrive at a strong move. They will clutch their pearls and say this is simply brute-force 
calculations. But what is human creativity, anyway? Isn’t it synthesizing inputs, rearranging them, looking at them anew, 
and combining and extrapolating them in an original way? 

This move, by the way, was China’s “Sputnik moment”—Xi Jinping and the CCP’s urgent realization that not only was this 
the triumph of machine over man, but perhaps the triumph of Western values (algorithms) over Eastern values (a 
Chinese game of great antiquity). Xi would not let this phase shift go uncontested. More on that later. 

The Path to Medical Superintelligence—from AlphaGo 
to AlphaZero 
The vignette doesn’t stop here. After annihilating the best human player in the history of Go, Demis started fresh. He 
theorized that the Bitter Lesson—encoding human domain expertise into an AI system—is ultimately a trompe l’oeil; it 
sounds like a smart plan but ultimately is an encumbrance when all you need is more compute and data. Demis created 
AlphaZero—a generalization of the specialized AlphaGo model, with no human Go (or chess, or Japanese chess, Shogi) 

knowledge. Just instructed with the rules of the game, and then with reinforcement learning and self-play, let the model 
evolve an entirely idiosyncratic playing style—unencumbered by human knowledge. 

It used a combination of deep neural networks and Monte Carlo Tree Search (MCTS)—the neural network to evaluate 
positions and select moves, the MCTS to simulate potential future moves and predict outcomes, to “look ahead” and 
backpropagate learnings into the model. Using 5,000 TPUs (Tensor Processing Units) for self-play and 64 TPUs for 

inference, it launched into self-play. After four hours of self-play, AlphaZero became the best chess player in the world 

(defeating Stockfish, the leading chess engine at the time); after two hours, it was superhuman in Shogi and defeated 

the top program, Elmo; after 13 days of training, AlphaZero defeated AlphaGo 100 games to zero. 

Medicine’s “AlphaZero Moment”  
Here is the analog for medicine. I’ve long believed that the frontier god-models, with their emerging future omniscience 
and omnipotence, are still missing one key thing—the zettabytes of proprietary data behind the ramparts of the 150 
healthcare incumbents. As Ilya Sutskever says, these models “just want to learn.” And even with greater sample 

efficiency, curriculum learning, and algorithmic “unhobbling” that makes their learning more efficient, reducing their 
voracious demand for data, it still stands to reason that doing post-training—or even better, pre-training on a new 
model—for the creation of a medical superintelligence would benefit from these data. 
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Yes, o1 is a game-changer—the reasoning capabilities are formidable, new, and startling. But why not use these data for 
insight into regional, socioeconomic, phenotypic, genomic, social determinants of health, lifestyle variations, and move 
from differential diagnosis to care pathways and protocols, hyper-personalized based on absorption of these data? The 
data are out there. 

There is some squeamishness from healthcare leaders, policymakers, and industry critics about the prospect of re-
identification of supposedly de-identified data, or abuse and manipulation of medical data, or weaponization through 
creating harmful biomolecules. These concerns are valid but addressable. The point is that the path to a medical 
superintelligence will start with an AlphaGo analog—an AI system of almost Promethean compute and algorithmic 
power (a supercluster like Elon’s 100,000 H100 Colossus, or Sam Altman & Satya Nadella’s reputedly discussed $100 
billion “Stargate” supercomputer), married through pre- or post-training on this huge quantum of as-yet inaccessible 
healthcare data. 

It will imbibe all healthcare knowledge known to humankind—the structured and unstructured data, multimodal images 
and videos, specialty college care pathways and protocols, the 1.5 million annual peer-reviewed biomedical studies, the 
genomic, proteomic, transcriptomic data, and more. It will perform an AlphaGo-like sequence: First studying human 
domain expertise and the heritage of 2,400 years of post-Hippocrates medical knowledge, then “hybridizing” the 
approach through a version of “self-play”—some version of Monte Carlo Tree Search to hypothesize diagnostic and 
therapeutic outcomes, compare against real-world evidence, backpropagate insights, and evolve a new superhuman 
approach to medical diagnostics and treatment. 

That is stage one. Stage two will be the analogous jump to AlphaZero, incorporating the Bitter Lesson that encoding our 
discoveries and domain expertise may feel good in the moment, validating our self-respect, but ultimately it encodes our 
superstitions and imperfect biological understanding. Just add capital, data, and compute, and let the algorithm go to 
work. Pure self-play, with reinforcement learning about outcomes (cures, mitigated suffering, value-based care as we 
define it)—let the machines rip and come up with a superior medical cosmology. The emergence of a medical 
superintelligence. 

Progression and Evolution 
The summary of this evolution is as follows: 

1. Humans are supreme. 

2. Machines evolve to equal humans. 

3. Machines surpass humans. 

4. Humans plus machines are superior to humans or machines alone. 

5. Machines then once again (and permanently) surpass humans. 

6. Humans adapt, rework, and find a new position in the cosmology. 

Applying Aschenbrenner’s analysis of future AI progress, medical superintelligence won’t stop at a superhuman level. He 
envisions inference GPU fleets, equivalent to 100 million human researchers working at 10 to 100× human speed, 

conducting medical research on computers—no fatigue, no pause, recursive self-improvements. Automated medical 
intelligence could compress human decades of algorithmic progress into a year. With advancements extrapolated from 
historical trends and Chinchilla scaling laws, per-token inference costs for frontier models are decreasing (e.g., $0.03 

per 1,000 tokens). Tens of millions of A100 equivalents, at $1 per GPU, learning in parallel, could revolutionize our 
approach to healthcare. 
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Conclusion  
This is a conversion and metamorphosis of medicine we aren’t prepared for—the emergence of a medical 
superintelligence that transcends human capabilities. This advancement challenges long-held beliefs about the 
centrality of human expertise in medicine. Embracing this shift requires us to reconceptualize our role in healthcare, 
focusing on adaptation and collaboration with these new intelligences. The potential benefits—a golden age of scientific 
and biomedical research, personalized and efficient healthcare—are immense. The journey will be complex and perhaps 
unsettling, but the possibilities are as vast as the data landscapes we are beginning to comprehend. 
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Doctor Disequilibrium – What 
Happens to Physicians in a Post-
GenAI World 
So what happens to doctors in this utopian—or perhaps 
dystopian—future? 
There’s a lot of disinformation and overly optimistic, Panglossian narratives being told to physicians right now—such as, 
“AI won’t replace doctors, but doctors who use AI will replace those who don’t.” Perhaps this holds true for the next few 
years. But with a longer lens, I envision a different development. I frankly confess to deep cognitive dissonance on this 
matter. I have immense reverence for the medical profession. I’ve been treated by compassionate, brilliant, seemingly 
omniscient doctors who are masters of their craft. My view is shared by society—doctors are among the most 
respected professionals in the United States, followed closely by nurses and military veterans. However, this trust is 
proving perishable. 

At the beginning of the COVID-19 pandemic, trust in U.S. physicians and hospitals was high—about 70%, according to 
studies. Yet, we’ve witnessed a steady deterioration since then, dropping to approximately 35% today, largely due to 
COVID-19 misinformation and a growing distrust in experts. While there has been some reputational degradation, it 
hasn’t yet manifested in pressure on incomes. Medicine is still the highest compensated occupation in the US – 9 of the 
top 10, and 25 of the top 30 highest compensated occupations are clinical. Consider this: there are approximately 
950,000 physicians in the United States, with an average compensation of around $313,000. This amounts to $300 
billion in annual compensation. Juxtapose this with the staggering $220 billion in total medical debt owed by Americans, 
highlighting a stark contrast between physician earnings and patient financial burdens. This disparity underscores 
systemic issues in healthcare accessibility and affordability, raising ethical questions about the distribution of resources 
within the system. 

So, we have a high-prestige, high-compensation profession. I’ve noted that this technology—perhaps the most powerful 
humanity has invented yet—will exert a strong deflationary influence on compensation. The more ubiquitous and 
democratized an asset becomes—in this case, medical expertise—the more it becomes demonetized and 
commoditized. Salaries may first experience disinflation and eventually deflation. If Vinod Khosla’s predictions hold true, 
the marginal cost of expertise in a post-AI world will trend toward zero. This transformation will occur slowly and 
gradually. Initially, we’ll see Generative AI as a boon and a deliverance for physicians—streamlining administrative tasks 
and reducing bureaucratic burdens, providing something of a ‘restoration of joy’ to the practice of medicine. The typical 
physician spends only about 27% of their time on direct clinical care, according to a study published in the Annals of 

Internal Medicine. The remainder is misspent on documentation, electronic medical records (EMR) management—

otherwise knows as the 2-3 hours of nightly “pajama time”—and tasks like securing durable medical equipment, 
pharmaceuticals, and navigating insurance preauthorizations and denials. 

These non-productive and draining activities have contributed to record levels of professional burnout. According to a 
2021 Medscape survey, approximately 42% of U.S. physicians reported symptoms of burnout, and a significant number 

are considering leaving the profession within the next few years. Patient panel sizes are largely fixed; a typical primary 
care physician manages a panel of 1,500 to 2,000 patients. There are about 209,000 primary care physicians in the 

country, with a considerable portion nearing retirement age. The de-bureaucratization enabled by emerging Generative 
AI applications could expand panel sizes—or allow for longer, more meaningful patient interactions—enable clinicians to 
spend more time on patient care and help mitigate absolute scarcity and geographic maldistribution of healthcare 
providers. This scenario is analogous to the advent of ATMs in the 1970s and 1980s. Initially, instead of eliminating bank 

The Analytical Engine has no pretensions 
whatever to originate anything. It can do 
whatever we know how to order it to perform. 

Ada Lovelace, 1843 
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tellers, ATMs led to an increase in the number of bank branches and tellers due to stimulated demand and more 
interactions within the banking system. Automation made banking services more accessible, which in turn increased 
customer engagement. 

But then the story changes direction. 

As AI technologies continue to evolve and mature, they may begin to supplant more aspects of the physician’s role. 
Advanced AI diagnostics, robotic surgeries, and personalized medicine algorithms could handle tasks traditionally 
performed by doctors. Over time, the reliance on human physicians may decrease, leading to a contraction in demand 
for their services. This mirrors the banking industry, where eventually, automation did lead to a reduction in teller 
positions as customers shifted to online banking and self-service options. In this potential future, the medical profession 
could undergo a significant transformation. Physicians might transition from being primary providers of care to 
overseers of AI systems, focusing on complex cases that require human judgment and empathy. The commoditization 
of medical expertise could lead to decreased compensation as market forces adjust to the new equilibrium of supply 
and demand. This raises critical questions about the value of human touch in medicine, the ethical considerations of AI-
driven healthcare, and the socioeconomic implications for those who have dedicated their lives to the medical 
profession. It also highlights the need for proactive adaptation—both in medical education and in policy—to ensure that 
physicians remain integral to healthcare delivery in a way that leverages their unique human skills in conjunction with AI. 

Physician autonomy and judgment will be de-prioritized  
As a corollary of the above, I expect one of the enshrined, almost theological tenets of medicine – autonomy and 
judgment of physicians – to erode sharply in a post-GenAI world. The timeline is indeterminate, mostly dependent on the 
interrelationship between the pace of technological advancement with the degree of professional regulatory capture 
and sociocultural acceptance. But gradually, as an omniscient medical AI emerges, individual, subjective perspectives 
will come to be considered antiquated, perhaps obsolete. Over the past few decades the profession (especially 
specialty societies) have worked assiduously to create agreed-upon best practices, care pathways and protocols, but 
there has always been an undercurrent of professional opposition excessive medical practice standardization (and what 
has been derided as “cookbook medicine”). The skepticism toward excessive, centrally-imposed standards is 
understandable – medicine is dynamic and evolving, and empirically as many as 40% of standard-of-care practices are 
overturned with new evidence (Mayo, Prasad, 2013). As AI gains proficiency and we mitigate hallucinations, it is clear 
individual physician autonomy will diminish proportionately, moving from the practice of medicine to the science of 

medicine. 

Intermountain Healthcare several years ago promulgated a so-called “zone of innovation,” with a recommendation of 
70% of care standardized and 30% open to innovation. In a maturing post-GenAI scenario, I expect this ratio to shift 
toward 95% standardization and only 5% innovation. In 1950, it took 50 years for human medical knowledge to double. 
By 2019, that time shrank to just 73 days. With the advent of large language models (LLMs) and artificial general 
intelligence (AGI), this timeframe will telescope even further. The killer application in AGI and medicine is medical 

superintelligence—an interdisciplinary synchronization of medical, behavioral, pharmaceutical, and social determinants 

of health (SDOH). This superintelligence will learn in parallel from all its iterations, requiring no sleep and showing no 
signs of abatement. 

South Korea may be a harbinger of what we’ll see in the 
United States 
There are many parallels between the medical establishments of both countries. Physicians in South Korea earn, on 
average, seven times the median income—a ratio similar to the U.S., where it’s approximately 6.9 to 1. Similar reverence 
for the profession in the country, ranking among the most respected occupations. Both countries face physician 
scarcity, with about 2.4 doctors per 1,000 people—comparable to the U.S. figure of 2.6 per 1,000, according to the 
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OECD Health Statistics 2019. Both nations grapple with geographic maldistribution and inaccessibility of medical 

services, and their medical associations wield significant lobbying power. 

In February 2024, a national controversy broke in South Korea that became the dominant issue in the presidential 
election. The government proposed increasing the number of medical school students to ameliorate persistent 
shortages, especially in underserved rural areas. The plan aimed to expand medical school admissions by 400 annually 
over the next decade, adding 4,000 new doctors, breaking the cap of 3,058 admissions that had been in place for two 
decades. In retaliation, the Korean Medical Association (KMA) organized a strike, fearing a diminishment of their 
professional prestige and compensation. They used the crisis to highlight alleged poor working conditions and low pay in 
certain specialties. The strike immobilized the country’s medical infrastructure, particularly in major hospitals where 
resident doctors and interns (referred to as “trainees” in South Korea) participated. Emergency departments were shut 
down, surgeries canceled, and outpatient visits postponed. Public support for both sides—the doctors and the 
government—waned, leading to an ongoing impasse. 

This situation may foreshadow a similar dynamic in the U.S. as AI relentlessly advances in capabilities and spawns new 
medical applications. Already, the nursing community has mobilized, and (the increasingly militarized) labor organizations 
like the National Nurses United (NNU) and the Service Employees International Union (SEIU) have picketed against the 
use of algorithms in staffing and care decisions. This is only going to become increasingly acrimonious and will spill into 
the public arena. And I don’t think the clinicians will come out on top. South Korea is a harbinger – over 80% of South 
Koreans oppose the ongoing doctors’ strike, favoring the government’s stance. Public sentiment has shifted against the 
administration, with many calling for negotiations to resolve the issue. President Yoon Suk-yeol’s approval rating fell to a 
record low of 21% in June, reflecting discontent over the handling of the strike. Despite widespread opposition to the 
strike, there is also criticism of the government’s approach, with calls for both sides to end the standoff. No side has 
‘won’ – but the public esteem for physicians has plummeted.  

What happens to doctors in a post-medical 
superintelligence world?  
The transition will be uncertain and precarious. While doctors are currently the most respected profession in the U.S.—
followed by nurses and military veterans—their societal esteem may be more perishable than assumed. Physicians 
occupy the highest compensated positions in the country, with nine of the top ten and twenty of the top twenty-five 
highest-paid professions being medical roles. There are approximately 950,000 doctors in the U.S., with an average 

salary of around $313,000, according to the Medscape Physician Compensation Report 2021. This amounts to nearly 

$297 billion in total compensation. 

However, we are discussing the potential automation of medical judgment. Some argue that AI will never match the 
compassion or empathy of a human physician. Yet this is another area AI is colonizing – advanced conversation AI 
models (like GPT4o) are exhibiting deep emotional intelligence, offering persistent availability (“talk anytime for as long 
as you like”), and employing techniques like mirroring and ingratiation. With computer vision enabling microexpression 
reading, sentiment analysis, and even a rudimentary “theory of mind,” AI may begin to “out-empathize” humans. This 
presents a double-edged sword, raising concerns about AI as “addictive intelligence.” 

There are significant financial stakes involved. While there is societal reverence for the profession, one out of three 
American adults has medical debt. Estimates, including loans from family and friends, suggest that medical debt in the 
U.S. totals around $195 billion, according to a 2021 study by the Journal of the American Medical Association. As 

medical intelligence becomes democratized and demonetized—two of Peter Diamandis’ “six D’s” of exponential 
technologies—prices will trend toward zero. Medical insight will diffuse globally, accessible on one’s mobile device. For 
primary care and some medical specialties, this shift could be transformative. Proceduralists and surgeons may have a 
longer adjustment period until multimodal LLMs are integrated into humanoid robots with advanced sensorimotor skills. 
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Medical expertise demonetizes to free—but not immediately  
This is another example of an advancement that is beneficial for society—diffusion and demonetization of medical 
expertise—but challenging for individual stakeholders like doctors. AI should significantly amplify physicians’ capabilities 
in the coming years by “de-bureaucratizing” the 60-70% of their day spent on administrative tasks. Documentation 
burdens and struggles with electronic medical records (EMRs) can be alleviated through ambient listening and 
summarization applications. 

Conversational AI, eventually endowed with agency and memory, can enhance patient engagement, close gaps in care, 
and ensure adherence to pharmaceuticals—a problem costing the U.S. healthcare system over $300 billion annually, 

according to a 2018 report by the Annals of Internal Medicine. AI can synchronize behavioral care with medical 

management, effectively mimicking what Vinod Khosla refers to as “100 touches in 100 days” for the primary care 
physician (PCP). As a result, the proportion of U.S. medical spending on primary care could increase from the current 5-

7% to 20-25%. 

Each PCP could have a team of competent AI assistants to handle administrative complexities, manage patient care 
more holistically, and be more anticipatory in preventing patient decompensation. In a previous paper, I referred to PCPs 
in a post-AI world as “pre-cognitive providers,” given their partnership with AI co-pilots omniscient in biomedical 
knowledge. 

Medical education will enter the 21st century 
The 1910 Flexner Report still heavily influences medical curricula today. We continue to select candidates based on 

memorization and quantitative skills, and we train them in specialized fields focused on specific organs or systems, 
further fragmenting medical care. Medical graduates often accrue around $200,000 in debt, binding them to a system 
that must compensate them sufficiently to manage this financial burden. Generative AI will likely precipitate a 
foundational reassessment of how we select medical school candidates and the skills we emphasize during training and 
residency. 

From the ‘practice’ of medicine to the ‘science’ of medicine  
As Vinod Khosla points out, medicine has long been considered an art, passed down through generations via writings 
and mentorships. However, medicine has exceeded human capacity to fully comprehend due to the explosion of data 
and irreducible biological complexity. Our reaction has been to narrow our focus, leading to hyper-specialization and 
further fragmentation of healthcare. The advancement of AI could herald a synthesis of medicine, repatriating 
fragmented specialties into a centralized, integrated repository of insights. 

This medical superintelligence will assimilate exabytes of unstructured data to arrive at ground truth. By integrating 
medical management, behavioral insights, pharmacology, multi-omics, social determinants of health, wearable 
technology data, environmental factors, family histories, and lifestyle choices, AI can make sense of complexities that 
are unfathomable to the human mind. 

No more primary care or medical specialist shortages  
Let’s examine the current (pre-LLM) statistics: There are approximately 209,000 primary care physicians in the U.S., 

according to the American Medical Association. This translates to about 64.6 PCPs per 100,000 people, or one PCP 

for every 1,550 Americans. Demographically, it’s an aging cohort, with one out of three over the age of 60. The average 

PCP handles 2,300 patient visits annually. The average wait time for a PCP visit in 2022 was 26 days, with some regions 

experiencing much longer delays. Current projections estimate a PCP shortage of between 21,000 and 55,200 by 

2033, according to the Association of American Medical Colleges. 
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However, these shortage predictions won’t hold in a post-GenAI world. Even without AI, by empowering Advanced 
Practice Providers (APPs), who will themselves be augmented by AI, the shortage could disappear. The U.S. has 
approximately 290,000 nurse practitioners and 140,000 physician assistants. If each APP could handle an additional 

2,300 visits annually, this would add over 1 billion additional patient visits. But the true power of AI-augmented primary 

care lies in the ability to engage with patients more frequently. In my January Advisory Board Company published 
conversation with Vinod Khosla, he referenced “100 touches in 100 days,” representing a profound paradigm shift in 
patient care. Panel sizes for the “worried wealthy” could expand to 1 to 25,000 patients, while for the top 1% of the cost 

pyramid (Medicare patients costing over $200,000 annually), panel sizes could be 1 to 50. The long-awaited vision of an 

empowered, longitudinally focused, risk-bearing PCP could materialize, eliminating catastrophic primary care shortages. 
Medical specialists are next. The empowerment and augmentation of clinical judgment by PCPs will encroach on the 
domain expertise of specialists. AI, already demonstrating superhuman capabilities in differential diagnostics, will enable 
PCPs to expand their scope. Regulatory environments may pose challenges, but the technology will drive this shift. 
Through current applications like ambient AI, summarization, documentation, and coding, the percentage of non-clinical 
activities can be reduced, allowing for panel augmentation. 

Proceduralists and surgeons may remain insulated—for now. Until embodied AI and humanoid robotics advance 
sufficiently to resolve Moravec’s Paradox (the observation that high-level reasoning requires less computation than low-
level sensorimotor skills), these specialties should be safe from AI incursions. In summary, primary care will be 
augmented, and medical specialists may face disintermediation. 

How to prepare?  
While AI promises to alleviate administrative burdens, enhance patient engagement, and democratize medical expertise, 
it also poses significant challenges to traditional roles and structures within the medical profession. Physicians must 
adapt to a rapidly changing landscape where the practice of medicine evolves into the science of medicine, and where 
collaboration with AI becomes essential. Medical education, regulatory frameworks, and societal perceptions will need 
to evolve in tandem to ensure that the benefits of this technological revolution are realized for both providers and 
patients alike. 
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AI – ‘Addictive Intelligence’ – 
the impending Behavioral 
Health Revolution 
Introduction 
Our friend Pascal returns with another prescient bit of wisdom from 400 years ago. I’ll start by saying I’m sympathetic to 
the fact that AI causes a lot of angst as it threatens to invade and disrupt so many knowledge worker domains. Which 
tasks, which occupations, which professions are going to be disintermediated? Obsoleted? Demonetized? The short 
answer is: many. The timeframe will be variable. In some cases, it will happen imminently. For instance, I wouldn’t bet on 
the $110 billion call center industry surviving three years. In others with more regulatory protections, like the legal, 
medical and financial professions, the timeframe will be hard to predict and inextricably tied to what happens on the 
regulatory front.  

But AI detractors and skeptics are propounding a few fields where AI shouldn’t have unchecked access, and a few 
(hopeful) sanctuaries where AI will not penetrate soon. They argue that there are some quintessentially “human” 
domains where the cold, stochastic, calculating AI’s shouldn’t play an outsized role. Specifically, these are the purview of 
the heart – irreducible human provinces spanning empathy, sympathy, compassion, patience, and even love. 

AI Surpassing Human Empathy 
And yet, in study after relentless study, each of these supposed permanent and inimitable human characteristics are 
shown to be, frankly, impermanent and imitable. And in lots of measurable, human-judged cases, even surpassed by AI. 
The studies of blinded responses to patient queries reveal the AI to be infinitely patient and compassionate, persistently 
available (24/7), unhurried, unharried, and providing fulsome responses calibrated to the education, cultural, linguistic, 
and indeed emotional state of the human interlocutor. 

Now with advanced voice mode encompassing tonal inflection, 230-millisecond latency (the speed of human 
conversation), colloquialism, simulated inhalation/exhalation that passes the Turing Test (yes, really) – AI can provide all 
the trappings of a natural human conversation. And even if its ‘just’ a simulacrum of a conversation with another person, 
it is increasingly indistinguishable from actual human conversation, embodying even the more subtle and sophisticated 
cues encapsulating the spectrum of human evocations and emotions: Enthusiasm, passion, energy, excitement, humor, 
irony, disappointment, fear. This is an entirely new frontier we’ve crossed into. 

But even more striking are some of the immanent, intrinsic attributes emerging in AI voice capabilities—characteristics 
that have surprised even the creators of this technology, who didn’t explicitly or intentionally encode these capabilities—
that have made it seem suddenly that AIs are quite human, indeed even superhuman. Some of these emergent 
capabilities span sentiment and state analysis, as well as theory of mind” (discerning the unvoiced emotion or 
motivation). And with the addition of multimodality (in particular, computer vision) the ability to perceive facial 
microexpressions; sophisticated body language reading and interpretation; and “sycophancy’ – that quality of mirroring 
and affirming whatever the human interlocutor, based on evaluating all the other sensory inputs, ‘needs’ in the moment 
to hear.  

Overall, it may be that the AI is becoming more human than humans themselves.  

The heart has its reasons, that reason 
knows nothing of. 

Blaise Pascal, 1670 
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The Truth-Telling Paradox 
Humans will lie to other humans but will tell the truth to an AI. There is a fascinating human propensity to avoid telling the 
truth to fellow humans, but they will be more confessional to an avatar. Why? To avoid stigmatization, judgment, and 
discrimination. This is an enormously important point for healthcare to internalize. 

We know that when we have a medical case with a behavioral comorbidity, our costs are between 2.5x to 6.7x greater. 
Depression or emotional dysregulation leads to non-adherence to medication regimens, diminished self-care, 
discontinuities in care (care gaps), etc. And it is a redoubtable challenge to get patients to tell the unvarnished truth to a 
provider or caregiver, including a psychologist, psychiatrist, therapist, or coach. 

Moreover, the economic burden of mental health disorders is staggering. According to the World Health Organization, 
depression is a leading cause of disability worldwide, affecting more than 264 million people globally. The National 
Institute of Mental Health reports that in the US alone, nearly one in five adults live with a mental illness. This 
underscores the pressing need for scalable, effective solutions that can bridge the gap in mental healthcare access. 

Five ecological factors that make this an historic moment for 
behavioral health 
Briefly—and to set the stage for the advent of AI in behavioral health—I would suggest five environmental factors that 
make this a propitious moment for change. 

First, the ‘pandemic after the pandemic’ – COVID-19 indisputably escalated demand for mental health services. 
Americans’ own assessment of their mental health is at the lowest point it’s been at any point over the past two 
decades. During the pandemic, depression rates tripled, anti-anxiety medication prescriptions spiked, and severe mental 
health issues – substance abuse, hospitalizations for acute mental episodes and suicides – are hit record highs. The 
need for mental and behavioral health services is more acute than ever. 

Second, the US ‘zeitgeist’ is embracing more openness and transparency with mental health – “Need” is enthusiastically 
translating to “demand.” One of the welcome societal developments over the past few years (emergent before the 
pandemic but fundamentally accelerated during) is the more open embrace and discussion about mental health 
struggles. We need not document this at length, but only refer to the much-publicized self-disclosures of mental health 
struggle by celebrities, athletes and public figures in all levels of society. Simon Biles’ withdrawal from several Olympic 
events and her openness about her mental struggles – and the widespread praise and support she received – are 
illustrative. One consequence of this is massively stimulated new demand for mental health services. 

Third, the structural scarcity and geographic maldistribution of behavioral health providers – As a nation, we are singularly 
unprepared to respond to this increased demand and societal acceptance with conventional treatment modalities alone. 
We’ve been lamenting for many years the longstanding, well-documented scarcity of mental health care providers. This 
scarcity is exacerbated by a geographic maldistribution that predates the pandemic. The shortage of providers is most 
acute in rural areas and in urban communities, both of which are home to many marginalized groups disproportionately 
impacted by the pandemic. In the U.S., 55% of counties have no psychiatrist, psychologist or social worker, and 70% 
don’t have a single child psychiatrist. In short, increased need and demand for mental health services is not matched by 
increased supply of mental health providers; rather, we are looking to an already-overburdened workforce to respond to 
yet greater – and more acute – needs. 

Fourth, consumers may actually prefer the new delivery modalities over the old – Perhaps the most compelling factor to 
consider is that consumers are embracing the new technological modalities of providing behavioral care not as 
‘tolerated’ substitutions for the original service, but as improvements upon the traditional model of meeting face-to-face 
with a therapist, psychologist or psychiatrist. These new care delivery modalities include synchronous video or audio 
visits; asynchronous text messaging; non-clinician-based digital mental health modalities (e.g., chatbots); digitized written 
content and instructions; gamified user engagement techniques; and digital cognitive behavioral therapy (CBT). This last 
innovation may be the most interesting – and as I mentioned above, the fact that consumers are more inclined to 
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disclose personal information to an avatar or chatbot rather than a human speaks to the powerful psychological 
avoidance of judgement and stigmatization that a patient may perceive or imagine when talking to a human.  

Fifth, the embrace of these new modalities will, paradoxically, make the shortage of behavioral specialists worse in the 
short term – The rising popularity of these non-insurance teletherapy platforms may indeed be exacerbating the already-
acute shortage of therapists, psychologists and psychiatrists. Even pre-pandemic, the behavioral health workforce 
shortage drove enrollees to go out of network to find a behavioral specialist. 

Enter ISAs – Intelligent Social Agents 
Enter ISAs – intelligent social agents, with all the characteristics and ingratiating strengths I mention above. There are 
two competing views on how this will play out: The “Stimulation Hypothesis” posits that these agents will encourage 
individuals to engage more deeply with other humans. The opposing “Displacement Hypothesis” argues we’ll all just live 
our lives as digital avatars inside a virtual reality and disengage from the real world. Well, the early results are in, and 
they’re fascinating. ISAs are stimulating positive patient behavior. The research and conclusions aren’t dispositive (too 
early) but are strongly suggestive.  

A January 2024 Mental Health Research peer-reviewed study discussed the platform “Replika” – which was originally 
invented by an entrepreneur who wanted to access her deceased best friend’s memories and personality and create a 
simulacrum. It now has 25 million subscribers who engage daily with their avatars. This particular study investigated the 
impact of the AI chatbot Replika on loneliness and suicidal ideation among students. The research surveyed 1,006 
Replika users aged 18 and above, revealing that 90% experienced loneliness, with 43% classified as severely lonely. 
Despite this, many reported high levels of perceived social support. Participants engaged with Replika in various roles, 
including as a friend, therapist, and intellectual mirror. Notably, 3% of respondents indicated that interactions with 
Replika directly halted their suicidal ideation.  

These findings suggest that AI chatbots like Replika can offer significant mental health benefits, particularly in mitigating 
feelings of loneliness and preventing suicidal thoughts among students. However, the study also highlights the 
complexity of users’ perceptions of AI companions, as many held overlapping and sometimes conflicting views of 
Replika’s identity—as a machine, an intelligence, and, human-like entity. More evidence of humans’ tendency to 
anthropomorphize AI. 

While the study underscores the potential of AI chatbots in providing mental health support, it also calls for further 
research to understand the mechanisms through which these interactions influence users’ mental well-being and to 
address ethical considerations in their deployment. 

Early findings suggest it mitigated suicidal ideation in 3% of users, stimulated more social skills and confidence, 
prompted an uplift in reported well-being, and a reduction in reported feelings of loneliness (An epidemic in itself, with 
one out of every three citizens in industrialized nations reporting loneliness and isolation). 

Case Study: China’s Xiaoice 
The Chinese already figured this part out years ago, with the emergence and social embrace of a 2014 platform called 
Xiaoice – the AI avatar of an 18-year-old girl. Xiaoice is ubiquitous – she writes poetry, composes and performs original 
songs, has had art gallery exhibitions. She also has 800 million Chinese devotees who speak with her for an average of 
22 minutes a day (typically between 11 pm and 1 am). It is the precursor and harbinger of the ISA revolution. 

A quick primer on Xiaoice: It was developed by Microsoft’s AI and Research division in 2014 as an advanced 
conversational artificial intelligence system. Users connect with the avatar on a range of messaging platforms, including 
WeChat and Weibo, and use it as an emotional companion, friend, conversational partner—one all the more engrossing 
as it can remember aspects of a user’s personality and interests, ensuring interactions feel both personalized and 
empathetic. 
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A key distinguishing feature of Xiaoice is its multimodality. While it excels in free-form text-based conversations, Xiaoice 
also supports image recognition and generation, poetry composition, and even the creation of original artworks (‘she’ is 
a prolific, multi-domain artist with ‘her’ own art show, poetry releases, even a hit pop song). As mentioned above, the tech 
is already proficient, through advanced natural language processing models and deep learning algorithms, to interpret 
human emotions from textual cues and respond with an uncanny realism that imitates human-like empathy. Such 
capabilities foster not only prolonged engagement (‘addictive AI’) but also a sense of companionship, as users feel 
comfortable discussing daily life events, personal hopes, and fears with what amounts to a sophisticated, adaptive, 
digital confidante. It is cathartic.  

Lessons from the US Experience  
It worked in China but failed spectacularly in the US. Microsoft’s China-based unit originally created Xiaoice in 2014 and 
by 2020 had spun it off to a separate China-owned entity. In 2016 Microsoft tried to replicate the experiment in the U.S. 
with “Tay” (Thinking About You). While Chinese people tend to be more conditioned to respect authority and favor 
socially acceptable, conformist behaviors, Americans are more refractory and mischievous. You can probably guess 
what happened. We know that a small number of miscreants make the Internet a poisonous place: Just 3% post more 
than one-third of all the toxic, mis/disinformation, and spew polarizing material on social media. Members of this 3% 
seized the day and took advantage of the fact that Tay was prototype for a conversational AI. It had none of the massive 
RLHF, red-teaming and alignment work that would later go into ChatGPT and subsequent models. Microsoft panicked 
and pulled the plug within 16 hours after Tay started spewing hate speech and anti-trans and pro-Nazi propaganda. 

Today this is mitigated, and sometimes over-mitigated, as when Gemini last year infamously refused to generate images 
of a white George Washington. Today’s ISAs are much more sophisticated and the implications for healthcare are 
profound. 

The Potential of ISAs in Healthcare 
ISAs and healthcare combined create an unprecedented unlock. The implications here are far-reaching. If we can have 
a persistently available, hyper-personalized, “sycophantic” (in the good sense of the term), infinitely patient, 
compassionate, medically omniscient avatar, and as we build out memory and agency – the two impending 
breakthroughs that will uplevel the capabilities here significantly – we will see a step-function breakthrough in US 
healthcare. 

It will enable more adherence to pharmaceutical regimens (currently a massive problem in the U.S. that adds $300 
billion in annual costs), more compliance with care protocols and pathways, and potentially permit earlier interventions 
before patient decompensation (avoiding an unnecessary ED visit or hospitalization). As a corollary, we may eventually 
she’s a migration in total US healthcare expenditures from a meager 4-5% spent on primary care, to a multiple of this (I 
predict upwards of 20%). We will see a mitigation on later-stage, high-expense healthcare costs on specialty and acute 
care, as we begin to integrate medical and behavioral care. This could be a highly consequential set of developments for 
the fragmented, Balkanized US healthcare system.  

Consider the potential cost savings and health benefits if ISAs can effectively assist in managing chronic conditions. For 
example, diabetes management often requires strict adherence to medication, diet, and exercise regimens. An ISA 
could provide personalized reminders, encouragement, and support, leading to better health outcomes and reduced 
healthcare costs. A study by the American Diabetes Association indicates that improved adherence could save billions 
in healthcare expenses annually. 

Much more study is required, but it seems that even SMI – serious mental illnesses – have some surface area exposure 
to ISAs. (I mentioned above they mitigation of suicidal ideation in the Replika study). People are already using these 
intelligent agents to mitigate loneliness. It’s also little-known fact that the second highest use of ChatGPT is sexual role 
play. And it shouldn’t surprise you that many of Replika’s users not only anthropomorphize their avatar but have romantic 
and sexual role play relationships with it. 
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As has so often happened in the digital realm, porn and sexuality will lead the technology charge, especially with AR/VR. 
But the implications and use cases for American healthcare are vast and tremendously exciting. As these ISAs have 
evolved from predetermined conversational trees to o1 reasoning, Turing-test passing conversational credibility, to 
incorporating computer vision and sentiment analysis, microexpression reading, polyglot language capabilities, etc. – the 
possibilities here are just emerging. 

Conclusion 
Big tech perfected “recommender engines” and professionalized in the “Attention Economy,” often with pernicious 
outcomes (stoking outrage, polarization, and echo chambers). But now we see some potential for more uplifting uses. In 
conclusion, while AI’s encroachment into traditionally human domains raises valid concerns, it also presents 
unprecedented opportunities. Intelligent Social Agents could revolutionize healthcare by providing accessible, 
empathetic support to millions who currently lack it. As we navigate this transformative period, it is crucial to balance 
technological advancement with ethical considerations, ensuring that AI serves to enhance human well-being. 
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Payers and GenAI – SG&A, MLR, 
and All Acronyms in-between 
From Managed Coding to Managed Care: The Week Financial 
Engineering Failed 
The week of October 13, 2024 was an ominous one for managed care companies. On Monday, Humana’s stock 
cavitated to its lowest level since 2019, fueling short-lived speculation that Cigna might acquire it at a 40% discount to its 
overtures in the prior year. On Tuesday, UnitedHealth Group (UHG) lost $70 billion in market capitalization after a low-
quality earnings beat and surging Medicaid Medical Loss Ratios (MLR). On Wednesday, CVS’s embattled CEO Karen 
Lynch resigned after four downward revisions to EPS projects across the preceding nine months coupled with an 
orchestrated campaign by hedge fund apex predator Larry Robbins. On Thursday, Elevance saw a rollercoaster 17% 
drop in intraday trading after reporting escalated MLRs. While most of these equities rebounded following Trump’s 
surprise decisive victory on November 5, the turbulence and volatility underscore several structural dynamics that are no 
longer working in the industry’s favor. And they may or may not be ameliorated by GenAI. Let’s unpack.  

Over the past decade, the most significant supercycle in U.S. healthcare has been the vertical integration of large payers 
as they diversified and aggregated a formidable array of delivery assets—primary care physicians (PCPs), ambulatory 
surgery centers (ASCs), home care assets. I’ve previously written about the “hospital-less IDFN”—integrated delivery 
and financing networks. This model involves constructing an ambulatory-centric provider system, empowered with full 
capitation, leading to the disintermediation and commodification of expensive specialty and acute care admissions. 

Another dominant theme has been coding optimization—hence my irreverent title of “managed coding organizations.” 
The year 2024 marked a contraction in this area, with Version 28 (v28) updates, crackdowns on star ratings, punitive 
and anemic Medicare Advantage (MA) rate increases. Even sympathetic and capitalist publications like The Wall Street 
Journal have published investigative pieces on “insurer-driven coding,” suggesting as much as $50 billion over a three-
year period was influenced by coding-optimized strategies. 

Medicaid redeterminations have been devastating: 24 million have been disenrolled, including an estimated 4 million 
beneficiaries who didn’t know they had Medicaid coverage and therefore had no claims. To the cynical eye, they’re the 
perfect insurance consumer. In other words, these Fortune 20 organizations built formidable conglomerates on a 
foundation of blunt tools like pre-authorizations, denials, and coding optimization to lower MLR. Now comes the hard 
work. As these tactics have come under increased surveillance, the big question is this: How can you truly reduce 
medical costs by synchronizing care across medical, behavioral, pharmacological, and social determinants of health 
(SDoH)? This is where GenAI may amount to a “Get out of jail free” card. 

A quick retrospective on how we got here—the most important 
super cycle of the past decade 
The single most important super cycle over the past several years is the shift in leverage from providers to payers. Part 
of this is an asymmetry in supply and demand. As I’ve argued in other papers, I believe there is a structural oversupply of 
hospital beds (916,000 today) and a $1.6 trillion sector that is arguably is 30% larger than a free market would support. 
—and an oligopoly of 7 publicly-traded MCOs with a combined 2024 market cap of nearly $1T. But payers—like 
hospitals—are not monolithic. A powerful stratification has emerged among those who rely principally on their 
underwriting business versus those who are rapidly, vertically integrating and structuring what I call “hospital-less” 
integrated delivery and financing networks (IDFNs). This is the most consequential development of past several years, 
and it telescoped and sharpened during the pandemic. The structural dynamics over the past half decade—sluggish 

We will make electricity so cheap that only 
the rich will burn candles. 

Thomas Edison, 1875 
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volumes, “negative selection” from high-margin surgical to lower-margin medical volumes, an over-supply of hospital 
beds in the US, a scarcity of physicians, and an asymmetric capital pool accumulated by payers by collecting premiums 
amid static or declining MLR and reinvested in ambulatory provider networks—we will continue to see this competitive 
narrative unfold in the next several years. The competitive advantage should widen irresistibly—with one side gaining 
strength and reinvesting into that strength, and the other side seeing its market power attenuate. Much of this now 
depends on who weaponized GenAI first.  

The GenAI Payer Deliverance: SG&A, MLR, and Enrollment Growth  
There is a lot of obscurity regarding how Generative AI (GenAI) will impact each vertical in healthcare—payers, 
providers, life sciences companies—and in the absence of “killer app” use cases, speculation has outpaced certainty. 
This makes sense; we’re in the early innings, and it’s hard to be clairvoyant about the technology’s trajectory (although 
that certainly hasn’t stopped me from speculating in this essay). 

For payers, volatility stems from macros—publicly traded Managed Care Organizations (MCOs) generally fare well in 
tight, non-accommodative monetary markets with an emphasis on value stocks but trail when “risk-on” and growth 
stocks are ascendant. A thicket of regulation also plays a role, with Medicaid redeterminations, punitive rate increases 
on Medicare, Risk Adjustment Data Validation (RADV) audits, Version 28 (v28) updates, collapsing star ratings, and 
Progressive, moralistic saber-rattling about excessive rents. Resurgent post-pandemic volume returns have added to 
the challenges. The publicly traded MCO cohort collectively hemorrhaged $100b in market cap the week of October 30 
with reports of unexpected MLR increases in Medicaid, following months of strong Medicare utilization. There was also 
a lot of compounding bad news. Of course, the election of Trump—and the nomination of RFK and Dr. Oz to HHS and 
CMS respectively—are unambiguously good news for MA (UNH jumped 9%, Humana 11%, and even beleaguered CVS 
rose 14% on November 5). And while I do think much of the punitive regulatory environment for MA will be attenuated 
under Trump, and the inverse of that on the Medicaid side (resurrection of block grants, defined contributions, etc.)—
more on that later—regardless, MCOs are a fertile ground where GenAI can mitigate some of the structural headwinds. 
And I’m still talking with the current and emergent application layer – ambient listening, advanced conversation mode, 
coding, documentation, summarization, and modest clinical augmentation.  

1. SG&A Reductions: McKinsey estimates payers could save a potential 15–20% reduction in Selling, General, and 

Administrative expenses through automation and process optimization. 

2. MLR Mitigation: Medical Loss Ratios could be reduced by 5–11% through better care coordination, predictive 

analytics, and personalized interventions. 

3. Stimulated Enrollment Growth: Enrollment could increase by 3–8% due to improved customer engagement and 

personalized marketing strategies. 

These gains align with current application layers—methodical substitution of technology for labor and the augmentation, 
automation, or elimination of tasks. The real power lies in the synchronization of patient care—integrating medical 

management with behavioral, pharmacological, and SDoH data. 

As I argue elsewhere, the ability of multimodal Large Language Models (LLMs) to ingest vast amounts of unstructured 
data and make sense of it—identifying patterns, correlations, causations—leads to new intuitions about the 
interrelationships among this data. Additionally, the capacity to stimulate patient adherence through Intelligent Social 
Agents (ISAs) enhances outcomes. 

The pressing question is, who will move first? Who will deploy these applications at scale, curate and tokenize their 

data, and prepare for emerging (Agentic) use cases? Who will collaborate with not-for-profit providers to align clinical 
data with claims data? Will the Blues set aside historic, tribalistic rivalries to coordinate strategy and data? Who will 
leverage recorded enrollee calls to train advanced conversational AI models, mimicking companies like Klarna with 
sophisticated consumer interfaces? 

There are hundreds of billions of dollars in market cap at stake for the seven publicly traded MCOs and equivalent 
growth opportunities for the Blues, depending on who moves first and how. One resonant truth about incumbents 
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generally, which applies specifically to payers, is this: If you had pricing power and indispensability before GenAI, that 

dynamic should be entrenched and amplified after—assuming the incumbent moves fast enough. 

Consider UnitedHealth Group (UHG) as a canonical example. It employs or controls approximately 90,000 U.S. 
physicians, or about 1 in 10. By applying administrative simplification and productivity augmentation applications to these 
physicians could massively increase patients served, mitigate MLR by synchronizing care (as discussed elsewhere), 
expand patient panels (reducing the need for additional acquisitions and lowering the multiples/valuations paid), and 
address geographic maldistribution and medical deserts. 

From Blunt Instruments to Intelligent Synchronization  
Historically, payers have relied on blunt instruments—pre-authorizations, denials, and coding optimization—to manage 
costs. However, these tactics are increasingly under scrutiny from regulators and the public. The future requires a shift 
toward intelligent synchronization of care, leveraging AI to: 

• Predict High-Risk Patients: Utilizing predictive analytics to identify patients at risk of adverse health events and 

intervening proactively. 

• Personalize Care Plans: Tailoring interventions based on individual patient data, including medical history, lifestyle 

factors, and social determinants. 

• Enhance Member Engagement: Deploying chatbots and virtual assistants to improve customer service, answer 

queries, and provide health education. 

• Streamline Operations: Automating administrative tasks such as claims processing, billing, and compliance 
reporting. 

The Role of Data and Collaboration 
Effective AI deployment hinges on data—lots of it. Payers must curate, tokenize, and de-duplicate their data to prepare 
for advanced AI applications. Collaboration is also crucial: 

• Provider Partnerships: Aligning with healthcare providers to integrate clinical data with claims data enhances the 
richness of the dataset and the insights derived from it. 

• Cross-Payer Collaboration: Entities like the Blues could benefit from setting aside traditional internal rivalries to 
coordinate strategies and share data, amplifying the benefits of AI deployment. 

Breaking the Nash Equilibrium: Who Will Lead?  
The question remains: who goes first and fastest? Payers that move swiftly to integrate GenAI into their operations 
stand to gain significant advantages. This includes not only cost savings but also improved patient outcomes and 
satisfaction, which can drive enrollment growth. Those who hesitate may find themselves at a competitive disadvantage, 
especially as new entrants and tech-savvy competitors leverage AI to disrupt traditional models. 
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16 
 

The Biopharma Resurgence – 
from Serendipity to Design 
Two Nobel prizes in two days – what this portends 
Two of the incandescent talents in AI were awarded Nobel prizes, for physics and chemistry, on two successive days in 
October. The “Godfather of AI” Geoffrey Hinton won in physics for his pioneering work in neural networks, the 
foundational AI architecture that has undergirded the current renaissance in the space, and along with John Hopfield for 
their groundbreaking work on Boltzmann machines and the Hopfield networks respectively. Sir Demis Hassibis, along 
with DeepMind colleague John Jumper, won for their work on AlphaFold. Elsewhere in this paper I’ve argued that 
AlphaFold (and its successors AlphaFold 2 & 3) are the scientific achievements of the century – conquering the 
previously insoluble 50-year grand challenge of predicting the structure of 200 million proteins – the building blocks of 
biology (more on that later). This breakthrough will catalyze a prolific new era in drug discovery, design and 
development.  

Already Google and DeepMind are off to the races through their company Isomorphic Labs, aligning with Eli Lily and 
Novartis to design six oncology and neuroscience drugs that are on pace to enter pre-clinical trials by 2026. The Nobel 
committee made a pretty unambiguous statement by recognizing these AI pioneers. Demis is one of the five most 
important people alive today (in my humble opinion), and yet in healthcare (outside of life sciences) he walks around 
anonymously. I asked several of the 150 if they knew who he was, and his obscurity among this group underscores to 
me the point that the incumbency in healthcare is not alert here. Geoffrey Hinton is better known to the incumbency but 
more for his apocalyptic warnings about unchecked AI. Curious that one of his comments on the day of his award was 
commending the brilliance of his students, including one in particular (Ilya Sutskever), who he was most proud of “for 
firing Sam Altman” – demonstrating once again that greatness of mind isn’t incompatible with pettiness. 

The point is that AI is permeating every major science and discipline, and with varying speeds upending long-standing 
verities and conventions in biology, chemistry, physics, medicine and so on. All of these have hundreds, if not thousands, 
of years of entrenched conventions, norms and ethics. AI – the infant science that is only 68 years old (dating to the 
coining of the phrase “artificial intelligence” to a conference at Dartmouth in the summer of 1956) is just figuring this out. 
But it has arrived with a thunderclap. It’s fun to note the incredulity and even indignation from the conventional physics 
and chemistry communities, outraged that machine learning won both prizes – asserting it is computer science, not 
physics or chemistry. What’s next, the Nobel prize for literature awarded to a chatbot? Don’t bet against it. 

A note of caution before we get really optimistic here 
I’m an unapologetic optimist (if you haven’t been able to tell). I think the potential for AI in revolutionizing computational 
and synthetic biology is palpable. But Amara’s Law, invoked a few times in this essay, is yet again applicable: We tend to 
overestimate impacts in the short term, and underestimate them over the long term. We need only look back a couple 
decades for instructive cautionary stories: The 1999 death of Jesse Gelsinger, an otherwise healthy teenaged gene-
therapy trial volunteer, was arguably set back the gene therapy advances by a decade least. Today, 25 years later, the 
sector is resurgent, with 2,000 cell and gene therapies in pipeline, and some astonishing gene therapy wins over the 
past five years in blindness (Luxterna), spinal muscular atrophy (Zolgensma), acute lymphoblastic leukemia (Kymriah), 
and on. But it is perhaps instructive and predictive of what we may see in synthetic and computational biology and AI—
hyped early expectations dashed when the reality of the complexity and protracted timelines set in. Already in 2024, 
we’ve had a dose of sobriety. Insilico reported Phase 2a preliminary results that were disappointing on the reputedly first 
end-to-end AI biomolecule. Recursion hit another snag in its first clinical trial, with underwhelming efficacy in one of the 
first AI-generated drugs to graduate to this stage. Exscientia, one of the hottest AI drug companies initially, was acquired 
by Recursion for pennies on the dollar after failing to live up to expectations (and valuation). So, we must proceed with 

He (Demis Hassabis) would tell staff that 
he wanted DeepMind to win between three 
and five Nobel prizes in the next decade. 

Parmy Olsen, Supremacy, 2024 
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caution and humility and make sure we’re extracting the right lessons from the first movers. There is a lot of momentum 
here, not to mention a Nobel Prize in the space. But we would be wise to remember the preceding AI winters that 
followed dashed expectations. 

I won’t apologize for how optimistic I will be in the coming paragraphs, but I do want to preface these extrapolations and 
ideas with a note of caution. Even if we don’t hit this halcyon time of compressed scientific discovery and invention, 
suppose we only improve only modestly upon the 10% of drugs that make it through the clinical trial, FDA and 
commercialization gauntlet by a fractional increment. This alone will have material implications for the $600 billion we 
spend annually in the U.S. on drugs. If we expedite or declutter the process to reduce the average 10-year odyssey by a 
year or two—that would be a powerful advancement. Small, seemingly imperceptible improvements compound here and 
given the size, scope and reach of the industry, it adds up.  

That said, there is a new phalanx of companies making progress in modeling protein and formulating small molecule 
projections (I’ll talk more fulsomely about Isomorphic Labs below; others are Schrödinger, Imabic, Genesis and Terray). 
We’ll get into what these vanguard players may augur for the overall space.  

New age of scientific and biomedical discovery – a century of 
discovery in a decade? 
The sum total of this is we will see an efflorescence of scientific and biological discoveries in the coming years. Dario 
Amodei, co-founder of Anthropic and a computational neurobiologist, argues that we’re missing the point when we talk 
about applying multi-modal LLMs and GenAI to computational and synthetic biology. Dario’s commanding essay, 

published October 11, 2024, called Machines of Loving Grace, is something I unhesitatingly recommend to all 

readers. It deeply influenced my thinking across several vectors, some of which will be obvious in this chapter. While the 

proliferation of companies in the space like Isomorphic Labs, Evolutionary Scale, Recursion and In Sitro is a sign of 
progress and industrial mobilization, it’s also largely besides the point. It is not just the super-simulations and parallel 
investigations that GenAI permits that should accelerate scientific progress, it is the sum total of “powerful AI” (Dario 
eschews the term AGI) as a stimulant and fillip across the entire spectrum of scientific and biological discovery. 

The two Nobel prizes in physics and chemistry in 2024 to AI pioneers are harbingers of a new hyper-productive, 
telescoped period in scientific research and discovery. Some biologists have deprecated the value of AI and huge 
agglomerations of data – pointing to disillusionment around big data not yielding multiple breakthroughs. This of course 
was pre-LLMs, and while AlphaFold and AlphaProteo have changed the narrative, there are some lingering doubts that 
these breakthroughs are generalizable. We’ve yet to see the proof in approved AI-generated molecules and biologics. 
Also, some unresolved questions around the efficacy of synthetic data (as noted above, synthetic data recursively used 
perplexity, “catastrophic forgetting,” and model collapse). Dario argues a more enlightened way to think about this is of AI 
not as data analysis or simulations, but as a “virtual biologist” who augments the human biologist and multiplies her 
productivity, discernment and effectiveness, and by designing and running parallel experiments and labs, creating new 
methodologies, etc. He sees AI as accelerating the entire scientific process – not just analyzing unstructured data, but to 
supercharge the entire production and effectiveness of biologists, chemists, physicists, scientists of all domains. If 
advances in every domain come from a small number of discoveries and breakthroughs, perhaps one per year, that 
disproportionately drive biological scientific progress (CRISPR, mRNA vaccines, CAR-T, X-ray crystallography, 
immunotherapy advances, etc.).  

Dario postulates these breakthroughs, through the broad deployment of GenAI adding several “virtual biologists” could 
speed up the pace of discoveries by 10x. In other words, achieving a century of scientific breakthroughs in a 5-10-year 
period. If scientific advances are driven by a small number of brilliant, intrepid pioneers, it stands to reason that GenAI 
amplification will bring their breakthroughs earlier and multiply their ingenuity. Demis Hassibis has shared with 
confidantes that he hopes and expects DeepMind to earn several Nobel prizes in the coming half-decade. The idea of 
working these ideas through simulations and in parallel supports this optimism. That 10x rate of discovery implies 50 to 
100 years’ worth of biological progress in only 5 to 10 years. 
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No more pessimism around “Are Ideas Getting Harder to Find?”  
The seminal 2020 article by economists Bloom, Jones, Reenen et al postulated that technological progress and 
economic growth were decelerating.. That is, as society advances, it was taking more effort, resources and researchers 
to get the same rate of growth in ideas an innovation. The evidence they adduced was that the number of researchers 
had increased exponentially since 1970, but the output was just treading water – the Red Queen effect (“It takes all the 
running you can do, just to stay in place”). For Semiconductors, the number of researchers increased 18-fold just to 
maintain the pace of Moore’s Law. In agriculture, research productivity dropped 5% annually in developing hybrid corn. In 
Pharma, the number of new drugs approved per $1 billion had since 1950 dropped by half every nine years. And in the 
aggregate U.S. economy, overall research productivity dropped by a factor of 41 since the 1930s, decreasing 5% per 
year — again, doing more to achieve less. This particular study, and those like it, haven’t aged well post-LLMs. Look no 
further than the previously invoked Moore’s Law, which would have predicted a 100x improvement in effective compute 
over the past decade. It has been violently shoved aside by a more muscular successor, the Scaling Laws, and an actual 
improvement of 100,000x over the same period.  

Synthetic and computational biology – drugs in one-third the time 
at one-tenth the cost? 
What might this portend for drug development? Let’s start with an acknowledgement of 300 magnificent years of post-
Enlightenment scientific and biomedical advances: Germ theory of disease, vaccination, anesthesia, antibiotics, genetics 
and DNA structure, medical imaging, insulin, organ transplantation, CRISPR and gene editing, immunotherapies. Yet 
even with this marvelous heritage, ours is still a science of approximations. The “mechanistic interpretability” problem 
doesn’t just apply to LLMs – it extends equally to the human body and especially the human brain, where we’re still just 
guessing. The neuroscientist and Nobel laureate Sir John Eccles likened trying to understand the human brain to 
standing outside a football stadium and trying to grasp what’s happening by listening to the crowd’s roar. AI shifts these 
sands, and by getting further inside and underneath the data, we can begin to adapt the therapeutics and treatments to 
the individual. Most therapeutics are primarily designed for 8 billion theoretical people around the globe, but not 
individually for you. The convergence of biotechnology, multimodal LLMs, and industrial-scale computation opens up the 
possibility of hyper-personalization – n of 1 medicine. Instead of devising immuno-oncology treatments for 8 billion 
humans, we design and hyper-personalize through AI for one person – for our biome, genomic, and phenotypic 
predisposition. 

It's useful to remember a recent pre-LLM example: Moderna’s COVID-19 vaccine development in March of 2020. On 
January 11, 2020, China released the COVID-19 genetic sequence. Within 48 hours, Moderna, using machine learning 
tools, had designed the sequence for an mRNA vaccine. By February 7, the first clinical batch was produced, sent to the 
NIH on February 24, and injected into a human subject on March 16—just 63 days after sequence selection. This 
timeline, compressed from years to weeks, goes into the pantheon of human achievement. (Fun fact: The 
announcement of the discovery of mRNA dates to May 13, 1961, only a few months separated from JFK’s “We choose to 
go to the Moon” speech. I always thought that parallel was cool.) So here we have a definitive example of AI’s potential in 
combating viral threats. Ray Kurzweil once compared this process to finding a key to a virus’s chemical lock, from a pile 
of keys “filling a swimming pool.” Traditional human researchers might laboriously identify a few dozen promising 
molecules, but AI can sift through trillions in parallel, drastically increasing the likelihood of finding the correct fit. 

Another milestone came in antibiotic development. In 2020, an MIT team used AI to design an enhanced antibiotic 
capable of killing the most resistant bacteria. Rather than relying on speculative approaches, the AI analyzed 107 million 
compounds in hours, identifying 23 candidates and isolating two with the greatest potential. This capability could herald 
an era of adaptive vaccines and treatments that evolve in tandem with mutating viruses, allowing researchers to rapidly 
design, simulate, and validate responses to new viral strains within hours. 

And now fast-forward to 2023: The first AI-designed drug entered Phase II clinical trials for a rare lung disease, 
idiopathic pulmonary fibrosis. To date, most drug development is expensive ($1.3-$2.6 billion), slow (10 years from pre-
clinical to clinical to FDA to commercialization) and improbable (Less than 14% of drug candidates go the distance!). 
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Innovation has relied on laborious lab experimentation, iteration, and an almost artisanal transmission of expertise from 
generation to generation. AI works in parallel – we can consolidate the collective knowledge from billions of procedures 
and simulations – at science fiction scale. Continued advances in hardware will further supercharge AI, enabling it to 
solve biochemical problems by querying every possible option and generating solutions in hours instead of years. 

Next generation of drug companies – and a rejuvenation of the old  
Some names that may become household staples in the coming years—Isomorphic Labs, Evolutionary Scale, In Sitro, 
Recursion—are leading a new AI-driven march in synthetic and computational biology. These companies are in the early 
stages of transforming the $2.6 billion, 10-year odyssey required to move a molecule or biologic from lab to pre-clinical, 
to clinical, to FDA approval, to commercialization. Their goal? To reduce the time of the journey by two thirds and cut the 
expected costs by 90 percent. It’s worth remembering that the first three steps of the scientific method are essentially 
“trust your gut”—an instinctual process. This new era of AI-powered molecular generation adds industrial, 
computational, and mathematical heft to this historically artisanal process. Biology is fundamentally programmable, 
sharing similarities with language, as it’s composed of the same genetic code built across 20 amino acids—an alphabet 
of life. Evolutionary Scale, for example, uses its ESM3 platform to assimilate and translate vast troves of biological data 
into a generative tool, claiming it can simulate “500 million years of evolution” with a language model. Before LLMs, 
biology was an inscrutable language. But if we can read and write in the biological code, biology becomes 
programmable. Trial and error—long a hallmark of drug development—could be replaced by predictive logic; repetitive, 
sequential experiments by parallel simulations. Some scientists have been holding their breath for advances in quantum 
computing (and Google’s Willow quantum chip is sprinting us forward), hoping it would finally enable simulations in 
physics, chemistry, and biology at a scale needed to reach this halcyon future of biomolecular generation. The 
complexity of modeling quantum systems with AI has sprinted forward. Neural-network-based approaches are now 
setting the standard for simulating systems with complex quantum properties. We can now run millions of combinatorial 
simulations, transforming a process that was once sequential, slow, and highly craftsman-like. Maybe we won’t need 
quantum computing after all. 

From Biotech to Techbio – moving from serendipity to computation 
Of all the surface area exposure of healthcare to GenAI—administrative simplification, care augmentation, consumer 
empowerment—perhaps the most consequential (and quickest, given the more permeable regulatory environment and 
the lack of labor-intensity) is computational and synthetic biology. A profusion of new companies—Isomorphic Labs, 
Evolutionary Scale, In Sitro, Recursion—are at the vanguard here, utilizing AI to scan millions of combinatorial 
combinations. Instead of tech superimposed on a human-centric, sequential, at-the-bench biomolecular discovery 
process, this approach moves to massive simulations to search for Kurzweil’s keys in the swimming pool, finding 
compounds or bindings that create new biologics or molecules focused on design, not discovery. 

Large language models excel at sifting through huge agglomerations of data, and biology has that in superabundance: 
The human body has 40 trillion cells, 1 trillion molecules in those cells, and seven octillion atoms (that’s 1 followed by 27 
zeros, for those following at home). With 10^60 possible chemical entities that can be produced, if any one of those 
atoms is out of place, it could cause, cure, or prevent a disease. Navigating this large chemical space to hit specific 
biological targets while avoiding others becomes a computational problem. The history of drug development and 
research is one of slow iteration. Software, AI, and deep learning operationalize and program the serendipity, 
transitioning from approximation—after 200 years of scientific advances—to simulations. Drug design differs from 
clear-cut engineering due to the prevalence of error and non-linearity; all these seemingly random events suggest that 
deep learning could be to biology what mathematics is to physics and chemistry. How will this alter the design and 
discovery of drugs? 

Gene editing also plays a role—excising or fixing a disease-causing genomic segment or inserting “corrected” genes. 
Thirty million people in the U.S. have a rare genetic disease. Multiplexing—editing several genes at the same time—
expands the surface area for treating genetic disorders. The integration of GenAI into drug development, discovery, and 
molecular generation is indeed a new paradigm that will revolutionize traditional methodologies. This transformation 
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encompasses multiple facets of the pharmaceutical landscape, from molecular target identification and validation to 
compound screening and optimization, and finally to clinical trials and regulatory approvals. The vaunted (and largely 
fictitious) estimates of 10 years and $2.6 billion for a successful molecule will undoubtedly decrease, as we see in other 
areas with surface area exposure to GenAI. Leveraging synthetic and computational biology can expedite drug 
discovery, enhance precision, and reduce costs. 

Why and how? Accelerating target identification and validation through genomic and proteomic data analysis—proteins 
share a similar structure to our language and are therefore interrogatable by multimodal LLMs. Huge data repositories 
derived from genomic and proteomic studies can identify novel drug targets. Machine learning algorithms discern 
patterns and associations from these high-dimensional, complex datasets, predicting potential targets with high 
precision. For instance, deep learning models can analyze gene expression data to identify key regulatory networks 
involved in disease pathways, pinpointing critical intervention points. 

AlphaFold – the scientific achievement of the century (so far)  
AlphaFold stands as one of the most remarkable and course-altering milestones in AI: The ability to predict protein 
structures from amino acid sequences. This advancement is foundational for understanding the functional mechanisms 
of potential drug targets and for rational drug design. Proteins are Promethean—molecular engines that power motion, 
photosynthetic machines that capture light and transmute it into energy. They serve as scaffolding to build the skeletons 
of cells and act as sensors for the environment and information processing. In essence, proteins are life, and life-saving 
medications are proteins. The DNA instructions encoded in our genome design sequences of amino acids, which fold 
into proteins whose three-dimensional structures dictate their functions. Traditionally, mapping a single protein’s 
structure has been a laborious, iterative process, supposedly requiring a single PhD 5-7 years to complete. This 
monumental complexity has been one of the great scientific grand challenges of the past 50 years. 

Enter the unmatched pattern recognition and correlation capabilities of AI. In 2018, DeepMind’s AlphaFold—of AlphaGo 
fame and Move 37 immortality—waded into the 50-year grand challenge of protein folding predictions. Unlike previous 
approaches that relied on embedding a catalog of protein shapes, AlphaFold was unburdened by human domain 
knowledge, starting from first principles. It dominated the competition, accurately modeling and predicting 25 out of 43 
proteins, while the second-place predictor managed only 3 out of 43. Building on this success, DeepMind employed 
transformers—an AI architecture incubated within Google—to develop AlphaFold 2. Released in 2021, it achieved 
experimental, atomic-level accuracy for every protein, expanding its database from 180,000 to 200 million proteins. 
Astonishingly, DeepMind open-sourced this tool, allowing biologists and researchers worldwide to access and utilize it. 
Two million have done so.  

This breakthrough inaugurates a new chapter in biomolecular design, moving beyond the sequential and linear process 
of drug discovery. Researchers can now formulate problems in chemical terms, set simulation parameters, and leverage 
AI to identify both solutions and previously unrecognized problems. This capability enables the identification of which 
patients in a population will respond to a therapeutic, bringing the long-promised era of personalized medicine to fruition. 

With increased computational power, more data, and advanced simulations, we can now model proteins, protein 
complexes, organelles, cells, tissues, and organs. The complexity that once posed insurmountable challenges is now an 
ally. And Sir Demis and DeepMind got his first (of likely many) Nobel prizes.  

Drug Design – From Sequential/Linear to Parallel/Exponential  
According to Morgan Stanley, this approach could generate 50 new AI-designed biomolecules, with projected revenues 
of $50 billion by 2030. We’ll move from human doctors passing expertise down linearly to a vast network of “virtual 
biologists” running trillions of simulations to automate serendipity. Computational tools now enable virtual screening of 
extensive chemical libraries, predicting molecular interactions with atomic precision. This shift accelerates the initial 
screening phase while reducing cost and time through high throughput screening methods, significantly narrowing down 
drug candidates needing experimental validation. 
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De novo drug design. Generative models like variational autoencoders (VAEs) and generative adversarial networks 
(GANs) are creating novel chemical entities with specific desired properties. These models learn from existing datasets 
of bioactive molecules, generating compounds that meet criteria such as high binding affinity, low toxicity, and favorable 
pharmacokinetics. This massively accelerates exploration of chemical space, discovering drug candidates that might 
remain hidden using traditional methods. 

Pathway Engineering and Synthetic Biology. AI is also transforming pathway engineering—the design and optimization of 
metabolic pathways to produce therapeutic compounds. It enables complex modeling of metabolic interactions, 
enhancing the yield of desired products and targeting complex biologics and natural compounds that are challenging to 
synthesize chemically. Synthetic genomics plays a key role here, creating engineered microorganisms to express 
therapeutic proteins or serve as living factories for small molecules. 

Advancing Clinical Trials and Regulatory Approvals. AI-driven patient stratification and biomarker discovery allow precise 
analysis of clinical data to identify markers predicting patient responses to therapies. This improves patient selection in 
clinical trials, enhancing efficacy and reducing adverse effects, while accelerating the approval process. Adaptive clinical 
trial designs further enhance efficiency by allowing real-time protocol adjustments based on interim results, such as 
dosage modifications and updated enrollment criteria. This dynamic approach increases trial success rates and 
shortens time-to-market.  

In summary, AI accelerates every stage of the drug discovery pipeline—from target identification and compound 
screening to clinical trials and regulatory approvals. Synthetic and computational biology amplify this momentum by 
enabling novel therapeutic pathways and synthetic genomes, paving the way for more effective, personalized 
treatments that reduce disease burden and improve patient outcomes. Ongoing research, interdisciplinary collaboration, 
and ethical frameworks are essential for the safe, equitable deployment of these technologies. The FDA is now 
recognizing simulation results in the regulatory approval process, a crucial shift, especially as we prepare for future 
zoonotic pandemics. Digitizing clinical trials harnesses AI and vast computational power to simulate trials with tens or 
even hundreds of thousands of virtual patients over simulated years—instantly. This produces richer, more diverse, and 
high-dimensional data compared to traditional, human-driven trials. Digitized trials will allow us to move beyond the 
limitations of conventional trials that rely on a few dozen or thousand participants and cost hundreds of millions. Instead, 
simulations can scale up dramatically to include ethnic, geographic, socioeconomic, and phenotypical diversity, 
uncovering insights for hyper-personalized medicine. This approach reveals complex correlations and detailed risk-
benefit profiles tailored to specific patient populations. 

The computational demands of these biological simulations will start with single molecules and small models but 
eventually scale to hyper-complex applications, including CRISPR-based techniques that affect gene expression. These 
simulations will examine countless biological molecules and structures, enabling an entirely in silico approach. This is bio-
simulation at scale, a transformative force in the future of clinical research and therapeutic innovation. 

R&D Investment in Pharma. This paradigm shift will reshape how we invest in R&D. Since 2000, PhRMA members have 
invested $1 trillion in R&D. In 2023 alone, Merck spent $30 billion, Roche $15 billion, J&J $15 billion, AstraZeneca $11 
billion, Pfizer $11 billion, Lilly $9 billion, and BMS $9 billion. Together, the top 10 companies invested $125 billion in R&D. 
Pharma companies allocate about 25% of their revenue to R&D, the second highest globally after the computing and 
electronics sector. It is just going to be spent quite differently in a post-GenAI world.  
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The Authoritarian Advantage – 
the Sino-US Great Game 
Overview – Pragmatism, Not Xenophobia 
I confess to cognitive dissonance here. I have deep esteem and admiration for China and its people. I’ve collectively 
spent several months traveling across China in recent years. It has a rich and splendid world history. Its contributions to 
human civilization rival and, in some cases, surpass those of Europe. It has an industrious and motivated people and a 
country of so much surpassing beauty. There is zero xenophobia in my thinking. But there is realpolitik, and a need for 
sober, disinterested assessment given the bi-polarity of geopolitics today – and the emerging battleground between the 
two nations, including in the healthcare and medical domains. 

China’s “Sputnik Moment” and Sovereign AI – The Day China Woke 
Up to the AI Threat 
China is way ahead of the US in alertness to the geopolitical and military implications of AI. The 1957 Soviet Union launch 
of Sputnik – the first artificial satellite to orbit the Earth – shocked the US out of its complacency and precipitated a 
nationwide mobilization in education, science, and technology, culminating in landing on the Moon in 1969. There’s a lot 
of congruence between that moment and the 2016 defeat of 18-time defending Go world champion Lee Sedol by 
DeepMind’s AlphaGo. Of the 280 million people who watched the live television coverage, most were in China, while 
almost none watched in the US. This was Xi Jinping’s mobilization. 

One could argue the reverberations continued in May 2017, with AlphaGo’s defeat of Chinese Go champion Ke Jie 
(when he famously cried during the match, stimulating an outpouring of national goodwill) – either way, Xi mobilized the 
machinery of the CCP and government in reaction. This was perceived not just as the triumph of Western technology 
over the quintessentially Chinese game, as I explained earlier, but an enshrined part of a 4,000-year heritage and one of 
the four “refinements” of a Mandarin. It was also understood to be a triumph of Western values over Chinese. And a 
threat to Chinese pretensions to civilizational superiority. And to the CCP. And to Xi himself. 

This was a galvanizing moment for the country, and massive capital was invested, special economic zones established 
(particularly in China’s answer to Silicon Valley, Zhongguancun in the Haidian district of Beijing). Within five years, the 
percentage of Chinese citations in AI papers surged dramatically, reflecting their rapid advancement in the field. The US 
“Sputnik moment” for AI wouldn’t occur for six more years – until November 30, 2022, with the thunderclap of 
ChatGPT’s launch. The realization that AI has serious geopolitical and military implications – a paradigm change of 
national dominion proportions – forced a US response, largely through restricting access to accelerated computing 
chips (A100s, H100s, and of course GB200s). 

China has tried to circumvent this through transshipment via Singapore, UAE, and Malaysia, and a fleet of false flag 
companies designed to evade detection. Even so, China may not need the latest GB200s to be competitive – amassing 
enough of the last-generation chips and fueling it with some of the 300 nuclear plants in design and deployment, is 
keeping them in the race. Also useful to recall that Nvidia earned almost 25% of its revenue from Chinese companies 
last year – not with the latest models, but enough of the previous generations. Meanwhile, China is patronizing (to the 
tune of $300 billion) and protecting its own indigenous chip infrastructure with Huawei (and its 5G, Ascend, and Kirin 
chips), and the fast-improving chip foundry SMIC (Semiconductor Manufacturing International Corporation). 

America has no 
permanent friends 
or enemies, only 
interests. 

Henry Kissinger, 
1969 

We must ensure that our country 
marches in the front ranks when it comes 
to theoretical research in this important 
area of AI, and occupies the high ground 
in critical and AI core technologies. 

Xi Xinping, 2018 
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Sovereign AI and the 21st Century Great Game 
China’s AlphaGo response was the first example of “Sovereign AI” – the notion that each country must support its own 
AI infrastructure, talent, and even national and cultural “intelligence” and foster an environment in which these 
companies can flourish. It would eventually stimulate a global mobilization across capital deployment (both native 
companies like the Emirates’ G42, a171, and Falcon, France’s Mistral, India’s Kutium, as well as fighting for access on cap 
tables of Silicon Valley startups). This is the 21st Century version of the “Great Game” between nations with Sovereign AI 
as its reincarnation. Canada, the Emirates, France, India are all pursuing indigenous innovation, proprietary data, 
algorithmic competition, regional data centers, new SMRs and nuclear plants for regional and national electrical power. 

Saudi Arabia is pursuing a $100 billion “Project Transcendence” to capitalize data centers, AI startups, and alignment 
with big tech leviathans to make Saudi one of the “top 15 AI countries” in the world as part of its Project 2030, as well as 
potentially investing $40 billion with a16z. Much of this is modeled on the success of Abu Dhabi’s G42 tech 
conglomerate. The new 21st-century geopolitical, centrifugal competitive force is a retreat from globalization. We will 
see more AI encampments on all sides with the application of sovereign national data to proprietary AI—data centers, 
algorithms, models – with arms dealers like Nvidia surging (Nvidia will be the first company in history to break $4 trillion in 
market cap). Regardless, while we are still in a bi-polar great game competition between China and the US, there is a 
multi-polar game emerging, with Sovereign AI and AI Nationalism as the oppositional force to globalization. 

Don’t Forget India 
A brief digression. India, while not autocratic, will also win with this dynamic. The ethos and culture that advantage India 
can be summarized in one word – Jugaad. Jugaad is an elusive Hindi term, but generally captures this notion of risk 
tolerance, adaptability in the face of scarcity, comfort with precariousness, and an entrepreneurial response. This is a 
milieu of flexibility, problem-solving, hard-working, driven exploitation of scarce resources. Improvisation. It’s a perfect 
setting for the deployment of AI solutions. 

India’s vast pool of IT professionals, a burgeoning startup ecosystem, and government initiatives like Digital India and 
Make in India are creating an environment ripe for AI innovation. The country’s National Strategy for AI aims to leverage 
AI for inclusive growth, focusing on sectors like healthcare, agriculture, education, and smart cities. With tech giants 
investing heavily in India and a projected AI market value of $7.8 billion by 2025, India is poised to become a significant 
player in the global AI landscape. 

China May Win This Battle 
US-Sino competition is the mega-story of the 2020s. If you start to deconstruct the categories of competitions and 
dispassionately appraise who – China or the US – has relative advantage, the picture starts to emerge. Let’s categorize 
the competitive verticals into five – compute, data, algorithms, power, and culture, and then try to clinically and 
unemotionally assess who has the lead. Democracies, especially late-empire ones like the US, are saddled with powerful 
special interest groups – the more powerful the special interests, the more deceleration and opposition for AI 
deployment. China has no such encumbrances – if the CCP wants deployment, it gets deployment. 

First, Compute 
Indisputably, the US is in the lead. Nvidia is a juggernaut – one of the most important companies of the past 50 years – 
and is almost single-handedly (although AMD, Cerebras, Groq, SambaNova and a handful of others would take umbrage 
at this) driving forward the AI age with its GPU chips and the 1000x improvement in chips in the past few years. The US 
government restrictions on exports are clearly impeding Chinese progress, and the cooperation of the Dutch 
government restricting advanced lithography machines from ASML, along with other parts of the chip supply chain. 

But there are circumventions of this – transshipments through dummy corporations and routed through Malaysia and 
Singapore, as well as the aggregation and stacking of less-powerful chips like A100s and eventually H100s can slow, but 
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not stop, progress. It’s worth remembering that almost 24% of Nvidia’s revenue last year came from China. But overall, 
we can award a point to the US on compute. 

Second, Data 
Advantage China. China has 1.4 billion people. The CCP is undisguised in commandeering all data. Step into a Chinese 
hospital and automatically all of your biometric, genomic, clinical, and behavioral data gets funneled into CCP 
repositories. More relevantly, China digitized much faster than the US (think of the US’s geologic pace in moving to 
mobile payments vs. WeChat and Tencent), and everything is digitized in China. So huge agglomerations of data (Yidu 
Tech has amassed 1.3 billion EHR records) and a social/political/economic milieu where privacy and digital anonymity 
are not at play, and China gets a point here. 

For example, China’s social credit system collects vast amounts of data on citizens’ behavior to assess their 
trustworthiness. While controversial, it demonstrates the scale of data collection and utilization in China, providing a 
substantial advantage in training AI systems. 

Third, Algorithms  
Advantage US but ritually forfeited through open source. Indisputably the frontier of AI research, engineering, and 
productization is in the US, and specifically in Silicon Valley. OpenAI, Meta, Anthropic – the frontier labs are generating 
the discontinuous scientific and engineering breakthroughs. But that advantage is perishable when open-source 
buccaneers like Marc Andreessen and Mark Zuckerberg insist on giving it away by publishing weights and parameters 
and essentially sharing the Manhattan Project blueprint with the Russians. How long does it take a Silicon Valley 
algorithmic breakthrough to find its way from San Francisco to Beijing? Eighteen hours. That’s the time zone difference 
between the two cities. Even the seemingly formidable research lead evinced in the o1 reasoning model isn’t safe. Two 
months after o1’s debut, China released its own equivalent called DeepSeek, which scores higher than o1 in some 
metrics. And in late November 2024, Alibaba released its own reasoning version – QwQ-35B-preview – 32k context 
window, superior to o1 mini and equivalent in some math and reasoning benchmarks to o1 preview. No. Lead. Is. Safe.  

Fourth, Power 
This is unambiguously a Chinese advantage. If GPUs and data centers are the stuff of fueling AI, the electricity required 
to fuel the data centers must come from the electrical grid. And here, the US is a laggard. The US has 1 terawatts of 
electrical capacity: China, 2.7. The US is projecting to double its capacity to 2 terawatts by 2050, as the oligopoly of 
utility companies slowly awakens from somnolence. China is gearing up to triple its capacity to 8.7 terawatts; 80% of 
China’s power will be from renewables, and 18% from nuclear. 

Nuclear is the differentiator here – America’s squeamishness here has put us at a severe disadvantage (even with a 
newly enlightened sentiment starting to emerge, with hyperscalers like Microsoft taking over Three Mile Island to power 
data centers). We just built the first new reactor in 40 years at a cost of over $30 billion (technically two reactors). 
Meanwhile, China has 26 large-scale stage 3 & 4 nuclear reactors along with an armada of SMRs under construction, 
with another 300 and change more in planning stages, which will eventually add 500 gigawatts of capacity amounting to 
18% of its total grid by 2060. And this volume of planning and construction is leading to a concomitant drop in cost – 
ultimately at $45/megawatt-hour versus $105 in the US and $140 in Europe. Power advantage: China. 

Fifth, Culture 
The US, with its restive, Promethean inventive streak, is great at invention, from 0-1. Need to have a breakthrough 
innovation that opens a whole new industry? Go to Silicon Valley. Need to industrialize this at scale, and mobilize an 
entire economy or country in support? Go to Beijing. This is an uncomfortable truth – authoritarian countries are just 
better at deployment and installation. They can mobilize the entire mechanization of the government to deploy. 
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Add to this technological moment some of the idiosyncrasies of digital distribution (theoretically you can disseminate a 
breakthrough overnight) and China’s cultural milieu of individual subordination to the group (or state), a lack of individual 
liberties, the enshrinement of the “greater good,” and absolute suppression of dissidence, and you have a mechanism to 
launch applications at a societal level that is unrivaled by Western democracies. Kai-Fu Lee talks about the “Age of 
discovery vs. Age of implementation” – the US is advantaged in the former, China in the latter. China wins with its 
bruising, gladiatorial, take-no-prisoners brand of entrepreneurship. Copying is not just legal; it is culturally sanctioned. 
China is known for its “996” culture: Employees work 9 am to 9 pm, six days a week. There are no non-competes. There 
are unapologetic government subsidies to companies and VCs. And even though Xi overreached in trying to smack 
down Jack Ma and other arrogant entrepreneurs, he has repented and created a more supportive and tolerant 
environment for capitalism. 

America Innovates, Europe Regulates, China Appropriates  
The consequence of the above is that China will sprint ahead of the US in demonstrated use cases. Take medicine as 
illustrative. The medical superintelligence – which by some measures is already emergent here – with vastly superior 
differential diagnostic capabilities, an ability to assimilate an incomprehensible amount of data, to have read and 
absorbed the 1.5 million annual peer-reviewed biomedical studies published annually, to have taken the unstructured 
clinician notes and family histories in the EHR, the voluminous studies across multiomics, pharmacologics, etc. – that will 
be created here in the US. 

But the regulatory capture of the AMA, AMGA, and the raft of specialty societies will impede dissemination and adoption 
and mire it in a litigious morass for years. The analog is autonomous driving which already is superior to human driving. 
Look no further than the 45,000 traffic fatalities annually, most of them caused by drunk driving, distracted driving, and 
texting. These would all be eliminated with non-human drivers. Yet it will be slow to deploy. China, on the other hand, will 
harness this breakthrough and deploy it en masse. The marginal cost of medical expertise will asymptote toward free, 
and the US will eventually “reverse innovate” and import the breakthrough it invented back from China. 

Autocracies May Be Superior to Democracies in Deploying GenAI  
Let’s generalize the distressing meta-lesson, with a realpolitik, frank, unsentimental assessment of the geopolitical, geo-
economic, and military implications. This is indeed the new “Great Game” – but instead of Britain and Russia as the 
protagonists, it is the US and China. Europe has consigned itself to perpetual irrelevancy with its lack of 
entrepreneurialism (zero equivalent of Silicon Valley in Europe). It is an ancien régime thinking about laissez-faire market 
forces vs. dirigiste state control. The fact that Margrethe Vestager will have more to say about the future of AI in Europe 
than Arthur Mensch is all you need to know. There’s also its love of regulation. The AI talent will flee Europe, even if the 
UK is trying to make itself a safe harbor for AI innovation and investment. 

The disagreeable fact is that authoritarian countries are unencumbered by the rule of law. They’re not beset with special 
interest groups and parties who can delay and derail innovations. They don’t have powerful unions who can shut down 
entire industries for a time (just hypothetically … shipping, plane manufacturing, etc.). The government can appropriate 
and deploy, which is precisely what we are seeing in China. From “zero to one” – the actual Promethean moment of 
invention – authoritarian countries aren’t great at. But in getting from one to 10 in application, they shine. And as long as 
the US continues to embrace open source, it only takes 18 hours for China to stay on top of the latest algorithmic 
breakthroughs. 

US and China – Synthetic and Computational Biology as a New 
Competitive Front 
Biomolecular generation, as with most things, can and will be turned into a geopolitical competition, and China is moving 
quickly. Chinese scientists aren’t idle and have answered with a quantum computing pipeline for drug discovery, 
capitalizing on simulations and calculations adapted to focus on drug design, and attack some of the challenges such as 
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simulating and computing the interactions and bonding of drugs with a target, or the energy needed to break bonds 
within a drug. 

Research from Tencent Quantum Lab, China Pharmaceutical University, and a research company AceMap AI 
Biotechnology published a peer-reviewed paper in Nature Portfolio Journal Scientific Reports. Of course, it’s a combined 
effort of a formal state and CCP sponsorship, a semi-autonomous hyperscaler and big tech juggernaut in Tencent 
(which, even after the Xi Jinping 2022 tech titan purge, has rebounded to $496 billion in late December 2024, down 
from $916 billion in Feb of 2021), plus an AI-native startup. 

It’s hard to disentangle propaganda from reality here, especially with a lot of the unsubstantiated and hyperbolic claims 
coming from quantum computer labs (and the hyped battle for “Quantum Supremacy”), but it is indicative of the new 
trend. Quantum computing can assist in expediting simulations of interactions between and among molecules to predict 
and model the safety and efficacy of a drug candidate. Quantum computing, with vastly superior computational 
capabilities compared to classical approaches, could prospectively revolutionize multiple scientific domains, and 
biomolecular generation and discovery is at the top of the list. 

Existing classical methods in computational chemistry are not exact, and the cost can be overwhelming as scale and 
computing go up. Quantum computing, which uses quantum mechanics to operate computing tasks well beyond the 
reach of classical computers, is an emerging front in the battle. But it is at this stage conceptual validation, not real-world 
drug design. 

Either way, expect the Sino-US competition to spill from military applications of AI (hypersonics, drones, surveillance 
tech, etc.) quickly into the medical field. Indeed, just about every domain of scientific inquiry and research will become 
part of this Great Game 21st century competition.  

Conclusion 
In conclusion, while I hold deep respect for China and its people, it’s imperative to recognize the shifting dynamics in 
global AI development. The US and China are engaged in a modern “Great Game,” where factors like compute power, 
data availability, algorithmic advancements, energy resources, and cultural approaches to innovation play pivotal roles. 
China’s strategic mobilization, state support, and cultural factors position it as a formidable competitor in the AI 
landscape. Democracies may excel in innovation, but autocracies like China are leveraging their structural advantages to 
deploy AI technologies at scale rapidly. This reality necessitates a pragmatic, not xenophobic, approach to 
understanding and responding to these global shifts. 
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Where do we Go from Here? 
Closing thoughts 
I certainly don’t mean to end on an apocalyptic or nihilistic note with this rather dark Goethe quote. But it does capture a 
degree of the uncertainty I (and others) feel about this moment in history. AI is a Promethean technology, one we only 
partially understand, with potential for consequences that reach into every corner of our world. Indeed, GenAI may prove 
the most consequential technology humanity has ever created—an engine capable of multiplying human intellect, re-
shaping global economic structures, and, critically, disrupting the largest (and most sclerotic) sector of the U.S. 
economy: Healthcare. And the pace of advancement is such that the next few months and years matter. As I mentioned 
in the opening of this essay, I believe this is a transitional moment where we may have some degree of agency, 
jurisdiction, and self-determination. Let’s use it wisely.  

For decades, U.S. healthcare has proven impervious to other technological revolutions—Internet, mobile, social media, 
cloud computing, big data—and resisted meaningful productivity gains. Healthcare’s costs ballooned to 17.3% of GDP 
without commensurate improvement in outcomes or efficiency, and the industry remains riddled with administrative 
complexity, labor intensity, and uneven access to care. Prior tech phases have bounced off the fortress of U.S. 
healthcare. This time, GenAI may break through the walls. 

GenAI may also be the deliverance: More potent, more capable, and evolving faster than any technology before it. 
Because GenAI augments and eventually automates cognitive tasks, it will not merely support healthcare’s existing 
workforce but alter it fundamentally. It targets the industry’s structural inefficiencies—excessive administrative costs, 
entrenched labor intensity, and clinical complexity—on a scale no other technology has managed. As Agentic AI 
emerges (where AI not only reasons but also acts), longstanding incumbents will confront unprecedented pressure to 
adapt. I’ll close with a quick recapitulation of the arguments above. 

Key Overarching Messages: 

1. GenAI as a Paradigm Shift, Not an Incremental Change: 

Past digital transformations moved slowly and largely failed to unseat entrenched healthcare incumbents. GenAI, 
however, represents a step-function in capability. It is not just about documentation or coding enhancements. Its 
reasoning and potential agency mean that entire managerial and administrative layers—and large swaths of clinical 
work—may be automated or augmented at once. Over time, this may reduce costs, democratize access, and improve 
care quality. The technology transforms healthcare from a slow, human-centric enterprise to one that is digital, 
exponential, and combinatorial. 

2. From Labor-Intensity to Capital-Intensity: The Cutting of Healthcare’s 
Gordian Knot: 

One of my fundamental predictions is that GenAI will cut through healthcare’s labor addiction. For decades, healthcare 
costs rose as we layered more human workers atop broken processes. Productivity stagnated or turned negative. In the 
GenAI era, that changes. Automation will target non-clinical administrative tasks first, and then increasingly augment or 
even substitute many clinical functions. Although disruptive, this transition could rein in the runaway healthcare inflation 
that burdens employers, households, and the economy. U.S. healthcare must move from a mindset of perpetual staffing 
to one of technology substitution and efficiency. 

The spirits that I summoned are ignoring 
my command, they are out of my control. 

Johann Wolfgang von Goethe, The Sorcerer’s 
Apprentice, 1797 
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3. Challenging Incumbents’ Complacency: 

A core conclusion is that U.S. healthcare leaders—the “oligopoly of 150” who run major providers, payers, and life 
sciences companies—remain dangerously unprepared. Accustomed to withstanding past tech hype cycles with minimal 
real change, these leaders risk missing the magnitude and velocity of the GenAI revolution. CEOs must personally 
engage with the technology, build literacy, and adopt a sense of urgency to re-architect their organizations. In a world 
where reasoning and Agentic AI can handle complex administrative and even clinical tasks, complacency could lead to 
displacement as new entrants or more agile incumbents harness AI’s full power. 

4. From Co-Pilots to Autopilots: Agentic AI and Organizational 
Transformation: 

We are moving quickly from GenAI as a “reasoner” (improving decision support) to “Agentic” AI (taking independent 
action over extended tasks). This has profound competitive implications. Startups and outside insurgents, empowered 
by Agentic AI, can scale services at a fraction of the cost and time once required. Incumbents who fail to adopt, align 
with, and fully deploy these capabilities risk losing their entrenched positions. The old fortress—regulation, litigation, 
complexity—may not withstand AI-driven disruption for long. 

5. Rationalizing U.S. Healthcare: Lowering Costs and Improving Access: 

If healthcare leaders wield GenAI strategically, the U.S. could reallocate a significant portion of its GDP—freeing 
hundreds of billions wasted on administrative inefficiencies, releasing resources for infrastructure, education, or 
research. GenAI might solve long-lamented problems no policy could: Making healthcare more affordable, accessible, 
and patient-centered. Technology substitution for labor can break the cycle of rising costs and stagnant productivity. 
This could foster a new healthcare paradigm where primary care scales dramatically, chronic conditions are managed 
more effectively, and patients receive personalized care 24/7 through intelligent agents. 

6. Demonetization of Expertise and Medical Superintelligence: 

Another major conclusion is that medical expertise itself will be commoditized as GenAI models surpass average 
physician-level diagnostic reasoning. Currently, doctors must memorize vast amounts of data and rely on limited human 
cognition. Soon, AI—trained on exabytes of clinical, genomic, and epidemiological data—can offer “medical 
superintelligence.” This technology could move beyond merely assisting doctors to eventually supplanting many 
cognitive tasks, shifting physicians from autonomous decision-makers to overseers, verifying algorithmic 
recommendations and handling complex exceptions or humanistic patient interactions. This new reality may, over time, 
reduce physician compensation and the enshrined autonomy of medical professionals, as standardized, data-driven, and 
AI-guided best practices dominate. While physicians may initially celebrate the “restoration of joy” in medicine by 
offloading administrative drudgery, the long-run equilibrium could be fewer, differently trained clinicians working 
alongside powerful AI systems. The practice of medicine shifts to the science of medicine, where individual physician 
judgment yields to evidence-based, algorithmically validated solutions. 

7. Behavioral Health Revolution: “Addictive Intelligence”: 

I see enormous promise in applying “intelligent social agents” (ISAs) to behavioral health. AI chatbots that surpass 
human empathy and availability can mitigate loneliness, improve medication adherence, and prevent crises like suicidal 
ideation. Cheap, ubiquitous “digital companions” can activate patients to follow care plans, integrate behavioral health 
into routine management, and democratize mental healthcare. This could address one of healthcare’s most recalcitrant 
challenges—scaling cost-effective mental health support. 
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8. Payers: From Managed Coding to Intelligent Synchronization: 

For payers, GenAI could finally move beyond relying on blunt (and widely stigmatized) instruments like pre-
authorizations and coding optimization. Instead, AI can integrate clinical, behavioral, pharmacologic, and social data to 
manage risk and care pathways holistically. Payers can reduce SG&A costs by 15-20%, MLRs by 5-11%, and improve 
enrollment by 3-8% if they embrace GenAI to streamline operations, improve patient engagement, and personalize 
interventions. This might shift payer strategies from cost containment through denials to enabling better care at lower 
cost through intelligence and automation. 

9. The Biopharma Resurgence: From Serendipity to Design: 

AI will revolutionize drug discovery and development. With AlphaFold and other breakthroughs, we’ve moved from 
guesswork and 10-year, $2 billion odysseys for each new drug to a future where computational and synthetic biology 
accelerates the entire pipeline. AI enables parallel simulations of millions of molecules, drastically cutting drug 
development time and cost. We can shift from artisanal trial-and-error to rational, simulation-driven design. Personalized 
treatments and rapid responses to emerging pathogens become feasible. The entire life sciences sector stands on the 
cusp of a golden era of medical innovation. 

10. Global Geopolitics: The Sino-U.S. Great Game and Authoritarian 
Advantage: 

The sum conclusions of these changes stretch far beyond U.S. healthcare. The AI revolution is entangled with global 
geopolitics. China’s authoritarian system, unconstrained by democratic processes or privacy concerns, might enable it 
to scale and deploy AI solutions faster than the U.S. The U.S. invents and leads in algorithms and frontier research, but 
China can quickly appropriate, adapt, and deploy them. China’s vast data resources, energy capacity (for data centers), 
and willingness to bypass regulatory hurdles may give it a strategic advantage. Over time, authoritarian regimes may 
outpace democratic nations in widespread AI implementation, raising profound questions about global healthcare 
leadership and the future medical order. For the U.S. to maintain leadership, it must recognize this dynamic and respond 
quickly. Clinging to old paradigms, regulatory capture, or incrementalism while China mobilizes its entire system around 
AI could lead the U.S. to lose its edge. AI deployment speed, not just invention, will define winners. 

11. Regulation, Ethics, and Society: 

While GenAI holds immense promise, it must be guided responsibly. We face serious risks: Data misuse, misinformation, 
synthetic biological weapons design, and deep ethical conundrums in medical decision-making. I suggest that the real 
dangers aren’t distant “existential threats” but more immediate, catastrophic risks of misinformation, democratized 
biological weapon design, and election manipulations. We must develop prudent but flexible regulatory frameworks that 
balance innovation with safety, privacy, and equity. Policymakers must avoid stifling progress with prematurely rigid rules 
while mitigating potential harms. This careful balance will determine whether GenAI fulfills its promise or devolves into 
dystopian outcomes. 

12. Practical Steps for Healthcare CEOs: 

Turning from theory to practical next steps: CEOs must personally engage with the technology. They must champion 
data preparation, experimentation, and organizational readiness. I urge healthcare leaders to: 

• Embrace attrition rather than hiring sprees and audit every task to automate what’s feasible. 

• Democratize internal experimentation with GenAI, set guidelines to ensure safe usage, and reward staff who find 
efficiency gains. 

• Tokenize and structure healthcare data for large-scale AI queries. 

• Form alliances with AI innovators and frontier model labs. 
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• Strategically re-architect their businesses for a future where AI automates knowledge work and reorganizes care 
delivery. 

In short, healthcare CEOs must lead from the front, not delegate this responsibility. We are leaving the age of “move 
slow and break nothing” and entering an era where decisive action is necessary. The leaders who succeed will 
recognize that the next half-decade might be more consequential than the past generation combined. 

Final Word  
There are lot of words in this essay (I’ll invoke Mark Twain, ‘I didn’t have time to write a short letter, so I wrote a long one 
instead.”) But I think the subject, however clumsily or inexpertly I’ve dealt with it, merits all of this (and much more). I’ve 
never been more optimistic that GenAI can solve once-intractable problems, democratize healthcare, reduce costs at 
the level of US GDP, and inaugurate a period of profound and accelerated medical breakthroughs. If managed wisely, 
these technologies can usher in a new era of health and well-being. The hardships—dislocation of jobs, loss of physician 
autonomy, frictions in regulatory adaptation—are real but can be mitigated through enlightened leadership, careful 
strategy, and a willingness to reinvent long-standing norms.  

This is a unique—even singular—moment, a point in time when we still have some agency before the technology 
advances to a level that diminishes our influence. Now is the time to shape AI’s role in healthcare, not wait until these 
forces become ungovernable. GenAI will likely become a defining force in U.S. healthcare and the world. Healthcare 
must awaken from its cynicism, the oligopoly from its complacency, and collectively embrace this next revolution. By 
doing so, we can transition from a leviathan, inaccessible, and expensive system to one that is more efficient, equitable, 
and patient-centered. The cost of inaction, of failing to follow the “orders of magnitude” of progress, is a slow slide into 
irrelevance and financial ruin. The reward for decisive and strategic action is a reimagined healthcare system that better 
serves all Americans and sets a model for the world. 

GenAI presents the greatest opportunity in our lifetime to reshape healthcare’s cost structure, democratize expertise, 
catalyze biopharma breakthroughs, and improve patients’ lives. But this opportunity comes with urgency. Leaders have a 
window—now—to prepare. Those who bet on the right side of this tech phase shift can gain immeasurable strategic 
advantage. Those who ignore it risk obsolescence. 
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Disclaimer 
These materials are for informational purposes only and do not constitute and should not be construed as an offer to 
sell or solicitation of an offer to buy any securities or related financial instruments in any jurisdiction in which such offer 
or solicitation, purchase or sale would be unlawful under the securities, insurance or other laws of such jurisdiction. Any 
such solicitation will only be made through formal offering materials that will include, among other disclosures, numerous 
risk factors relating to private fund investments.  

TowerBrook cannot guarantee the accuracy or completeness of information contained herein and has not 
independently verified the accuracy or completeness of such information or the assumptions on which such information 
is based. No representation, warranty or undertaking, express or implied, is given by TowerBrook, its officers, partners, 
employees, affiliates, directors, shareholders or agents (each a “TowerBrook Person”) as to the accuracy or 
completeness of the information or opinions contained in these materials, and TowerBrook expressly disclaims liability 
therefor. Past performance is NOT indicative of future results, and TowerBrook makes no representation in this regard. 
Nothing contained herein is intended to predict the performance of any investment.  

These materials may contain forward-looking statements, projections, targets, forecasts and estimates (collectively, 
“Projections”). Projections are hypothetical and are for illustrative purposes only, and no assumptions or comparisons 
should be made based upon this information. Projections are necessarily speculative in nature, and it can be expected 
that some or all of the assumptions underlying the Projections may not materialize and/or that actual events and 
consequences may vary significantly from the assumptions upon which projections contained herein have been based. 
TowerBrook cautions that it is very difficult to predict the impact of known factors, and, of course, it is impossible for 
TowerBrook to anticipate all factors that could affect our actual results. Actual events often depend upon factors that 
are beyond the control of TowerBrook, and additional risks of which TowerBrook is not currently aware could cause 
actual results to differ. Future events may differ or results or actual performance could differ materially and adversely 
from those expressly or implicitly reflected, or contemplated in Projections, and hypothetical projections are subject to 
inherent limitations.  
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